
	  
	  
	  

DOCTORAL	  THESIS	  
2015	  

	  
	  
	  
	  

CONTRIBUTIONS	  TO	  REGULARIZED	  ILL-‐POSED	  INVERSE	  
PROBLEMS	  IN	  DIGITAL	  IMAGING	  

	  
	  
	  

	  
	  

	  
	  
	  
	  
	  
	  
	  
	  
	  
	  

	  

	  
	  

Joan	  Duran	  Grimalt	  





	  
	  
	  

DOCTORAL	  THESIS	  
2015	  

	  

Doctoral	  Programme	  of	  Mathematics	  
	  
	  

	  

CONTRIBUTIONS	  TO	  REGULARIZED	  ILL-‐POSED	  INVERSE	  
PROBLEMS	  IN	  DIGITAL	  IMAGING	  

	  
	  
	  
	  

Joan	  Duran	  Grimalt	  
	  

	  
	  
	  

Thesis	  Supervisors:	  Antoni	  Buades	  
	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	   	   	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  Bartomeu	  Coll	  

	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  Catalina	  Sbert	  
	  

	  
Doctor	  by	  the	  Universitat	  de	  les	  Illes	  Balears	  





Als meus padrins Petra i Miquel,
per estar sempre al meu costat.





Abstract

English

Most of image processing tasks may be viewed as ill-posed inverse problems. Inverse
because one takes the end result of the physical process of imaging and wants to deduce
something about the scene being observed, and ill-posed because much of the information
in the scene is discarded or simplified along the image processing chain. In order to
solve such problems, people aim at finding useful and realistic priors about the solution
one expects. The regularization theory, which assumes that the image which is to be
reconstructed is sufficiently smooth, has emerged as a promising direction of research. In
this thesis, we propose new solutions to regularized ill-posed inverse problems within the
variational framework, namely through the minimization of functionals that induce a high
energy when the priors are not fulfilled.

Total variation is a convex variational model that allows discontinuities, yet it dis-
favours the solution to have oscillations if appropriate boundary conditions are selected.
Despite theoretical deficiencies about the existence of solutions and the convergence of
minimizing sequences, nonconvexity has proved to give better results in numerical tests.
In this framework, we propose a dual strategy to minimize functionals composed of a
fidelity-term involving an arbitrary linear operator and a nonsmooth nonconvex regular-
ization term. The procedure introduces a closed-form variable that correctly detects edges
and preserves them from smoothing. Because of the properties of the minimizers, the so-
lutions are asymptotically piecewise constant images with neat edges, where the number
of the regions and their values are not fixed in advance from noisy and blurred data.

In the color imaging field, we consider the gradient of a vector-valued image as a three
dimensional matrix with dimensions corresponding to the spatial extent, the differences
to other pixels, and the color channels. The smoothness is measured by taking different
collaborative sparsity enforcing norms along each dimension, which leads to novel and
very different regularization methods. We further prove that coupling the channels with
the supremum norm makes the most prior assumptions and has the greatest potential
to reduce color artifacts. An extensive experimental analysis of a large number of these
methods for image denoising, deblurring, and inpainting is provided.

We subsequently deal with satellite pansharpening, a fusion process that infers a high-
resolution multispectral image from a high-resolution panchromatic image and several low-
resolution spectral bands. In this setting, we propose a variational model that incorporates
a nonlocal regularization term and two fidelity terms related to the image acquisition
system. Mathematically, we formalize a systematic framework for nonlocal operators with
non-symmetric weights, which allows proving the existence and uniqueness of minimizer.
Although convincing results on simulated data are obtained, the proposed model needs all
components to be co-registered, which is not the case for satellite imagery. Furthermore,
the registration is highly not recommended because of the strong aliasing of spectral
components. Therefore, we design a second functional which decouples for each spectral
band, thus permitting its application to non co-registered data.

Common cameras use a sensor device measuring a single color per pixel. Demosaicking
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vi Abstract

is the interpolation process by which a full color image is inferred from such values. State-
of-the-art methods take advantage of inter-channel correlation locally selecting the best
direction of interpolation. However, the results suffer from annoying artifacts when local
geometry cannot be estimated from neighboring pixels or channel correlation is low. In
this thesis, we finally propose a demosaicking algorithm involving nonlocal image self-
similarity, which reduces interpolation artifacts. We also introduce a clear and intuitive
manner of balancing how much inter-channel correlation must be taken advantage of.

Català

La majoria de problemes en el processament d’imatges són problemes inversos mal
posats. Inversos perquè disposam del resultat final del procés de formació de la imatge
i volem obtenir informació de l’escena real, i mal posats perquè durant aquest procés es
descarta o simplifica bona part de la informació observada. Una manera de solucionar
aquest tipus de problemes consisteix en incorporar hipòtesis sobre el tipus de resultat que
es vol. La teoria de regularització, segons la qual la imatge subjacent ha de ser prou regular,
s’ha convertit en una eina de recerca molt útil. En aquesta tesi, proposam avenços en la
regularització de problemes inversos mal posats des del punt de vista variacional, això és,
mitjançant la minimització de funcionals que assignen energies elevades a l’incompliment
de les hipòtesis preestablertes.

La variació total és un model convex que permet discontinüıtats però penalitza les
oscil·lacions de la imatge. Malgrat les deficiències teòriques sobre l’existència de solucions
i sobre la convergència de successions minimitzants, els models no-convexos han donat
millors resultats en tests numèrics. En aquest sentit, proposam un algoritme dual per
minimitzar funcionals compostos per un terme de fidelitat, el qual inclou un operador
lineal arbitrari, i un terme de regularització no-convex. El model es basa en l’ús d’una
variable auxiliar que detecta correctament els contorns dels objectes i els preserva de la
regularització. Degut a les propietats dels mı́nims, les solucions són imatges constants a
trossos amb contorns ben definits, on el nombre de les regions i els seus valors no estan
prefixats.

En l’àmbit del processament d’imatges en color, considerem el seu gradient com una
matriu tridimensional amb les dimensions corresponents als ṕıxels, les diferències d’inten-
sitat entre ṕıxels i els canals. El grau de regularització es mesura prenent diferents normes
al llarg de cada dimensió, donant lloc a nous i diferents mètodes de regularització. A més,
demostrem que emprar la norma del suprem per acoblar els canals proporciona el major
potencial per reduir els artefactes de color. L’aportació experimental consisteix en una
extensa anàlisi en l’eliminació del renou, la borrositat i les oclusions.

Ens ocupem també de la fusió d’imatges satèl·lit, un procés pel qual s’infereix una
imatge multiespectral d’alta resolució a partir d’una imatge pancromàtica d’alta resolució
i diverses bandes espectrals de baixa resolució. En aquest context, proposem un model
variacional no-local que té en compte el procés d’adquisició de les dades. Matemàticament,
formalitzem un context per als operadors no-locals amb pesos no-simètrics que ens permet
provar l’existència i unicitat de mı́nim. Tot i obtenir resultats convincents, el model
proposat requereix que totes les dades estiguin co-registrades, la qual cosa no se satisfà
en imatges satèl·lit. A més, registrar les dades no és recomanable degut al fort aliàsing de
les components espectrals. Introdüım doncs un segon funcional que desacobla per canals
permetent la seva aplicació a dades no co-registrades.

La majoria de càmeres fotogràfiques utilitzen un sensor que mesura un sol color per
ṕıxel. Demosaicing és el procés d’interpolació mitjançant el qual s’infereix una imatge en
color a partir d’aquesta màscara. Els mètodes clàssics aprofiten la correlació entre canals
per seleccionar localment la millor direcció d’interpolació. Quan la geometria no es pot
deduir a partir dels ṕıxels vëıns o quan la correlació entre canals és baixa, els resultats
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presenten artefactes diversos. En la darrera part d’aquesta tesi es proposa un algoritme
que empra la regularització no-local amb l’objectiu de reduir els artefactes de color i, a
més, quantifica de manera clara i intüıtiva el nivell de correlació entre canals que ha de
ser considerat.
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recorregut un llarg camı́ acompanyat de gent extraordinària.
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cament dirigit; ho recordes? Encara penso en com m’amagava per no trobar-te pels
passadissos de la universitat durant els més de sis mesos d’absoluta inactivitat. Tot i
l’entropia inicial, el bon resultat final va ser sens dubte el germen que m’ha portat fins aqúı.
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teva humilitat i visió objectiva del món han fet d’aquest repte una classe magistral. Estic
fins i tot disposat a compartir algun viatge més amb tu, tot i que això pugui significar,
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Gràcies Toni per haver-te volgut afegir a aquesta aventura. No tinc cap dubte que,
sense el teu fitxatge, el resultat del partit hagués estat diferent. Permet-me seguir amb
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Introduction

Over the last decades, digital images have invaded our daily life. Computer vision and
image processing have thus emerged as major research areas, the ultimate goal of which
is to imitate the performance of the human visual system. Unfortunately, this is a huge
challenging task for any machine. Indeed, the fact that very large parts of the human
brain are served only for the processing of the information provided by the eyes makes
that clear. It also explains why scientific progresses in these fields often look trivial at the
first glance since the same task is accomplished so easily by a human. Although vision
seems like such an effortless and immediate faculty for humans, it has proven exceedingly
difficult to automate.

It is well known that our eyes perceive visual information only from a limited number
of points. The reason we see everything around is that our brain completes the missing
information by interpolating and extrapolating the data received from the identified points.
How does the brain successfully implement such a tricky task? Clearly, it takes advantage
of visual memory, namely the true image can be adequately reconstructed because the
scene is familiar to us. In principle, it is almost impossible to recover the underlying scene
from so few data points, which is the same to say that this is an ill-posed inverse problem.
Nevertheless, our brain is capable to give us a complete solution rather quickly because of
its extensive previous experience. In other words, the brain uses a priori information that
regularizes the problem and makes it well-posed.

Most of image processing tasks may be viewed as ill-posed inverse problems. Inverse
because one takes the end result of the physical process of imaging and wants to deduce
something about the scene being observed, and ill-posed because much of the information
in the scene is discarded or simplified along the image processing chain. In order to
solve these problems, people aim at finding useful and realistic priors about the solution
one expects. The regularization theory, which assumes that the image which is to be
reconstructed is sufficiently smooth, has emerged as a promising direction of research.

1 Image Formation Models

A digital image is considered as a rectangular domain divided into small squares or pixels.
For grayscale images, each pixel contains a value from 0 to 255 denoting the brightness or
intensity. For common color (multichannel or multi-valued) images, each pixel contains
three numbers ranging from 0 to 255, which represent the amount of red, green, and blue.
An adequate combination of these three numbers makes it possible to reproduce any color
on a computer screen. But, how are these values obtained? Most common vision systems
incorporate sensors counting the number of photons emitted by the observed scene during a
fixed interval of time. The received amount of light is then converted into a commensurate
number of electrons in such a way that the more photons pass trough the lens and fall on
the image sensor, the more electrons are generated. Finally, these electrons are coupled
capacitively to allow a voltage to be read out as the pixel values.
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2 Introduction

Nowadays, two different technologies can be used for the image sensor, namely charge-
coupled devices (CCD) and complementary metal-oxide semiconductor (CMOS). In a CCD
sensor, there is a dense array of photodiodes that convert the incident light into a charge
which is then transported across the chip and read at one corner of the array as an analog
signal. This signal is then amplified and converted to a digital value outside the sensor.
On the contrary, in CMOS devices there are several transistors at each pixel that amplify
and move the charge using more traditional wires. In this case, each pixel can be read
individually. We refer the reader to [100] and references therein for a deep analysis on the
differences, similarities, advantages and disadvantages between both technologies.

The amount of incoming light measured by the image sensors is perturbed by parasitic
heat photons and electrostatic fluctuations at the time of their loads and discharges. This
is a random phenomenon, known as noise, coming from the quantum nature of light
emission. Figure 1 displays an example that consists in adding white Gaussian noise –
the normalizing values at different pixels are assumed to be independent and identically
distributed (i.i.d.) random variables – to a clean image. Note that, although the noisy
image is really distorted, there is no real loss in visibility from human perception. One
feels at most a certain visual embarrassment.

Another main limitation in image accuracy is blur, which is intrinsic to image acqui-
sition systems as digital images have a finite number of samples and must satisfy the
Shannon–Nyquist sampling conditions [164]. However, blur may also come from the mo-
tion of the camera or some object in the scene being photographed during the exposition
time, from atmospheric turbulences, or from a bad adjustement of the lens.

Clean Gaussian noise Noisy

Figure 1: The distorted image is the result of adding white Gaussian noise to the clean
image. Despite the noise, there is no real loss in visibility from human perception and one
feels at most a certain visual embarrassment.

1.1 Digital Camera Imagery

Due to technical and economical constraints, the image sensor in common digital cameras
is overlaid with a color filter array (CFA) that allows measuring a single color per pixel.
The selected configuration of the CFA usually follows the Bayer pattern [5] where, out of
a group of four pixels, two are green (in quincunx), one is red, and the other is blue (see
Figure 2). The smaller sampling factor of the green component is explained by the fact
that the human eye is more sensitive to green than either red or blue. The two missing
values per pixel must be interpolated in order to have a full color image. This process
is called image demosaicking. Many modern digital cameras can save images in a raw
format so that permit the user to demosaick them using own software rather than using
the camera’s built-in firmware.

Demosaicking aims at reconstructing the missing color values from the CFA mask by
taking care of both the geometry and the spectral consistency of the underlying true image.

2



1. Image Formation Models 3

Figure 2: Bayer color filter array (CFA) typically used by most digital cameras. This
configuration provides equal horizontal and vertical sampling frequencies for each color.
The subsampling factor is 4 for the red and the blue channels and 2 for the green channel.

Wrong structures Color aliasing Zipper effect

Figure 3: Wrong structures due to misjudgement on the selection of the direction of
interpolation, color aliasing, and zipper effect commonly created by demosaicking methods.

As shown in Figure 3, different types of artifacts appear when demosaicking methods fail
not only to choose the correct direction of interpolation, but also to balance the amount of
inter-channel correlation. Wrong structures, color aliasing, and zipper effect, which is an
artificial on-off pattern commonly created when the red and blue components have high
frequencies that are different from the green ones, are typical demosaicking artifacts.

Demosaicking is just one step of a digital camera processing chain. On a full color
image inferred from the CFA mask or even on the raw data, tone mapping, white balanc-
ing, and color correction techniques apply to contrast and color adjustment. Generally
speaking, tone mapping addresses the problem of strong contrast reduction from the high-
dynamic range lighting of the real world to the low-dynamic range displayable on common
imaging devices. Several tone mapping operators have been developed so far in order to
preserve image features, brightness, and color appearance, the most common of which is
gamma correction. On the other hand, white balancing algorithms try to offset digital
cameras failure in adapting their spectral responses to different lighting conditions as the
human visual system does. Based on the gray world assumption, according to which the
color in each sensor channel averages to gray over the entire image, the ultimate goal of
white balance is to recover the original appearance of the scene by guessing the correct
illumination properties and removing color casts. Finally, color correction, sharpening
of contrasty features, and noise reduction are also applied before image compression and
transmission.

The perceived image quality is deeply influenced by the noise. These unwanted fluc-
tuations together with the interpolation artifacts caused by demosaicking algorithms, if
not properly managed, are heavily enhanced across the image generation pipeline. In this
thesis, we do not deal with the whole image processing chain but we focus on noise removal
and demosaicking.
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4 Introduction

1.2 Satellite Imagery

For satellite imagery, the data recording system differs from digital cameras. Most obser-
vation satellites such as Ikonos, Landsat, Quickbird, and Pléiades decouple the acquisition
of a panchromatic image at high spatial resolution from the acquisition of a multispectral
image at lower spatial resolution (see Figure 4). The design of multispectral sensors with
better resolution is limited by technical constraints of on-board storage and by bandwidth
transmission of the images from the satellite to the Earth. In remote sensing, high spa-
tial resolution is necessary to correctly detect shapes, edges and, in general, geometric
structures, but different types of land are better classified using multiple spectral bands.
Considering this trade-off, pansharpening tries to increase the spatial resolution of the
multispectral image by using the high frequencies of the panchromatic modality.

Panchromatic modality Red, green, blue and nir bands

Figure 4: Pléiades scene of Toulouse (France) provided by Centre National d’Études Spa-
tiales (CNES). The spatial resolution is 70 cm per pixel for the panchromatic and 2.8 m
per pixel for each red, green, blue, and near-infrared band.

All imaging sensors need a certain minimum amount of light before they can detect a
difference in brightness. Figure 5a plots the spectral sensitivities of the red, green, blue,
near-infrared, and panchromatic sensors to different wavelengths of light for the Pléiades
satellite system. We observe that each spectral sensor covers some specific wavelength
range, which leads to an accurate color description of the scene. On the contrary, the
panchromatic sensor covers a wide part of the spectrum which allows counting more pho-
tons emitted by the scene. In order to compensate the limited amount of energy available
in a very specific range, spectral sensors typically sample over a larger spatial extent. Con-
sequently, multispectral-band images are of coarser spatial resolution than a panchromatic
image, the sensor of which samples across a wider range of wavelengths.

In most satellites, the panchromatic and spectral bands are acquired according to the
Push-Broom principle of CCD arrays placed in the focal plane of a telescope, as illustrated
in Figure 5b. The sensors are shifted within the focal plane in the direction of the satellite
scrolling, the gap between multispectral sensors being significantly lower than the gap
between panchromatic and spectral sensors. Because of this fact, the same point on the
ground is not captured at the same time by all sensors or strictly under the same angle.
See the missregistration between the panchromatic and each spectral component, even
among spectral bands in Figure 4.

One of the most relevant drawbacks of satellite imaging is the strong aliasing of the
spectral channels, which usually produces jagged edges, color distortions, and stair-step
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2. Ill-Posed Inverse Problems 5

(a) Spectral responses (b) Focal plane

Figure 5: We plot in the left-hand side image the response of red, green, blue, near-infrared,
and panchromatic sensors to different wavelengths of light for the Pléiades satellite system.
On the other hand, the right-hand side image displays the focal plane of the satellite.

Figure 6: Upsampled spectral data, extracted from the same scene as in Figure 4, where
all bands have been registered into a common geometry. Note that strong aliasing con-
centrates throughout the main road.

effects. The modulation transfer function1 (MTF) of the satellite system up to the point
of sampling must be understood in relation to the Nyquist frequency. In this regard, the
MTF has low values near Nyquist for the panchromatic, thus almost avoiding undesirable
aliasing effects. On the contrary, the MTF of the spectral bands having high values
at Nyquist means that some frequency details have been lost because of the unsuitable
sampling scheme. This results in aliased spectral data as illustrated in Figure 6.

2 Ill-Posed Inverse Problems

The acquisition models discussed previously provide incomplete observations of the scene
perceived by human eyes. Demosaicking and pansharpening problems try to recover a full
image using the provided data as well as some knowledge about the degradation process.
In both cases, we start with the results obtained at the outpout of a physical system
and estimate the initial parameters. In other words, demosaicking and pansharpening are
examples of inverse problems.

In a very general sense, an inverse problem is the process of making inferences from a
set of observations about the causal factors, called parameters, that produced them. The

1Formally, the point spread function (PSF) describes the response of an imaging system to a point
source or point object. This function is a measure of the amount of blurring present in the system and,
thus, it is useful for quantifying the spatial quality. The MTF corresponds to the normalized magnitude
of the Fourier transform of the PSF. Many design attributes, such as optics and electronics, contribute to
the overall MTF or PSF of the system.
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6 Introduction

associated direct or forward problem consists in predicting the observations given the values
of the parameters. As a toy example, consider the restoration of a blurred image provided
by a camera system where the lens is not focused correctly. The forward problem takes a
sharp image u and leads to a blurred image f through the convolution model f = κ∗u+η,
where η is some noise in the recorded data and κ is some convolution kernel. The inverse
problem consists in finding an approximation of u given f and κ instead. While the
generation of the blurred data is immediate, the recovery of the underlying sharp image
from the blurred one, even given κ, is not always immediate. In fact, it is shown that
two very similar blurred images can correspond to two very different sharp images. We
illustrate in Figure 7 that inverting the forward process does not lead to a pleasant result,
which indicates that the inverse problem is ill-posed.

Clean Blurred Deblurred

Figure 7: Knowing the convolution model f = κ ∗ u + η, the direct problem computes
a blurred image from the sharp data. On the contrary, the inverse problem consists in
recovering the sharp image from the observed blurred one. For this toy example, we have
simply used the “inverse” of the blurring matrix to compute u. Note that the ill-posed
nature of the inverse problem is reflected in the result.

Since inverse problems tell us about parameters that we cannot directly observe, they
have become a fundamental tool in several fields of applied sciences such as optics, com-
puter vision, machine learning, signal processing, medical diagnosis, remote sensing, as-
tronomy, or geophysics. Furthermore, the relevance of these problems has led to the
development of theoretical and practical methods for determining approximate and stable
solutions. In particular, the regularization theory, which takes advantage of some prior
knowledge on the solution one seeks to estimate, plays a direct role in image processing
as we will see in next subsections.

2.1 Inverse Problems and Ill-Posedness

Hadamard [88, 89] defined a mathematical problem to be well-posed if

i) there exists a solution to the problem,

ii) the solution is unique,

iii) the solution depends continuously on the data, that is, arbitrary small perturbations
of the data cannot cause arbitrary large perturbations of the solution.

If any of the above conditions fails, then the problem is said to be ill-posed.
A general inverse problem can be formulated as follows. Let U and F be functional

spaces, typically Hilbert spaces, and consider ψ : U → F as a forward operator mapping
from parameters in U to data in F . Given f ∈ F and knowing ψ, an abstract inverse
problem consists in finding u ∈ U such that f = ψ(u). Formally, the aim is to compute
the generalized solution u = ψ−1(f). However, ψ−1 does not usually exist (for instance,
one can think of a convolution operator with a point spread kernel) and, even in this case,
it might not be computable.
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2. Ill-Posed Inverse Problems 7

Since most image processing problems require linear forward operators, we restrict
ourselves to linear inverse problems from now on. We thus consider Ψ : U → F as a linear
operator between Hilbert spaces. The inverse problem is now written as

f = Ψu,

which is well-posed if and only if Ψ is bounded, surjective on F , which ensures the existence
of solution, and injective on U , which ensures the uniqueness of solution. From the closed
graph theorem it follows that Ψ−1 is continuous and, thus, the third condition of well-
posedness is also satisfied. Unfortunately, the above properties are highly restrictive for
forward operators Ψ in practical problems.

We do not usually have the exact data f , but only a noisy observation:

fη = Ψu+ η, (1)

where η is the realization of random noise, which is always present in a physical measure-
ment, and fη denotes the observed noisy data. Hereafter, we denote fη just by f although
noisy observations are always considered.

2.2 Examples of Ill-Posed Inverse Problems in Digital Imaging

In digital imaging, inverse problems have to be understood as the issue of recovering an
original image u ∈ U underlying a degraded or simplified observation of it, f ∈ F . The
linear operator Ψ usually accounts for some blurring, sub-sampling, or missing pixels. Fur-
thermore, η in (1) represents a random value associated to the acquisition and transmission
of the digital image.

In what follows, we detail all ill-posed inverse problems in digital imaging that will be
considered throughout this thesis. All of them are exhibited using the general formulation
given in (1), so that the only thing that changes when varying the image processing
problem is the linear operator Ψ.

Image demosaicking

As detailed at the beginning of the introduction, most digital cameras take built-in a
color-filter-array mask that allows measuring only a single color per pixel. Demosaicking
is the process by which a full color image is inferred from such a sampled version of it.

For the sake of clarity, we introduce some notations. Let Ω be the image domain.
We further denote the disjoint subsets of Ω where the values of the red, green, and blue
components are available by ΩR, ΩG, and ΩB, respectively. In this setting, the observed
data is a scalar function in F , whereas the sought solution is a vector-valued function
(color image) in U denoted by u(x) = (R(x), G(x), B(x)) at each x ∈ Ω.

With the above notations, image demosaicking corresponds to the inversion of the
masking operator

(Ψu)(x) =


R(x) if x ∈ ΩR,
G(x) if x ∈ ΩG,
B(x) if x ∈ ΩB,

∀u ∈ U . (2)

Image pansharpening, zooming, and super-resolution

For Earth observation satellites, the provided data consists of a high-resolution panchro-
matic image and a low-resolution multispectral one. Pansharpening aims at increasing the
spatial resolution of the multispectral image by using the high frequencies of the panchro-
matic as a constraint of the model.

7



8 Introduction

Since the low-resolution spectral components are obtained from the underlying high-
resolution ones by low-pass filtering followed by subsampling of factor s (for most satellite
systems, s = 4), the associated image formation model is equivalent to zooming or super-
resolution. In this case, let U be the space of vector-valued functions (multispectral images
with C spectral bands) defined on a high-resolution domain Ω, and let Fs denote the
space of vector-valued functions defined on a sampling (low-resolution) domain Ωs ⊆ Ω.
Therefore, the linear operator in (1) is defined as

Ψuk = (κk ∗ uk)↓s , ∀k ∈ {1, . . . , C}, (3)

where u = (u1, . . . , uC) ∈ U is the high-resolution multispectral image one seeks to es-
timate, ↓s: U → Fs is the sampling operator of factor s along each axis, and κk is the
kernel of the low-pass filtering associated to the spectral band uk. Observe that the adjoint
operator of Ψ is given by

Ψ>fk = κ>k ∗
(
f↑sk
)
, ∀k ∈ {1, . . . , C},

where f = (f1, . . . , fC) ∈ Fs is the low-resolution multispectral data, ↑s: Fs → U corre-
sponds to the replication of each pixel s− 1 times along horizontal and vertical directions,
and κ>k is the adjoint kernel to κk. Hence, the observed image f is a coarse image belong-
ing to the subspace Fs. We refer the reader to [122, 146] for a deeper insight in image
zooming and super-resolution.

Image restoration by denoising and deconvolution

No matter how good camera devices are, an image improvement is always desirable to
extend their range of action. Accordingly, image restoration deals with the reconstruction
of an original image from a degraded observation of it in order to extract meaningful
information. This can be done by removing some kind of distortion or perturbation caused
by noise and by optical blurring [25, 30, 157, 179].

Image denoising may be seen as the simplest case by taking Ψ to be the identity
operator. Note that, although the original image can be directly computed as u = f − η,
the problem is still ill-posed. Indeed, one only knows some statistics about the noise. In
particular, η is assumed to be additive white noise, that is, its values are uncorrelated
and it has zero mean and finite variance. Figure 8 displays several kinds of noise that are
modelled by very different distributions, but all of them fit in (1).

Gaussian noise Impulsive noise Shot noise

Figure 8: Observed images are subjected to a random degradation caused by different
types of noise such as white Gaussian noise, impulsive noise (also known as salt-and-
pepper noise), and shot noise (which follows a Poisson distribution).

Image deconvolution refers to the case where the blur to be removed is linear and shift-
invariant, so it can be expressed as a convolution with a point spread function. Therefore,
the problem under consideration corresponds to the inversion of the operator

Ψu = κ ∗ u, ∀u ∈ U ,

where κ is the convolution kernel, typically, a low-pass filtering.

8



2. Ill-Posed Inverse Problems 9

Image inpainting

Image inpainting is the process of guessing and filling-in lost or damaged data in a known
region of an image in such a consistent way that the result seems as natural as its original
version. This concept was introduced into digital imaging by Masnou and Morel [124],
although they called it disocclusion, and by Bertalmı́o et al. [17]. Important applications of
digital inpainting include digital restoration of ancient paintings for conservation purposes,
restoring aged or damaged photographs and films, or text and object removal.

Let Ω be the image domain and Ξ ⊂ Ω, the set of all pixels in the image where the
intensity value of all color channels is unknown (inpainting domain). Thus, the linear
operator associated to this problem is

(Ψu)(x) =

{
u(x) if x ∈ Ω \ Ξ,
0 if x ∈ Ξ,

∀u ∈ U .

2.3 Priors to Manage Well-Posedness

Let us return to the general inverse problem described in (1) and check how difficult is to
ensure well-posedness without any further condition.

When Ψ is injective but not surjective, so the existence of solution is not guaranteed,
one can additionally impose minimal squared norm of the noise, that is

arg min
u∈U
‖f −Ψu‖2F ,

the solution of which satisfies the Euler-Lagrange equation

Ψ>f = Ψ>Ψu. (4)

When the range of Ψ is closed, the previous equation has solution but the solution is not
unique if the null space of Ψ is nontrivial.

Suppose now that Ψ is not injective, which means that the uniqueness of solution of
the inverse problem fails. In this case, one can look for a function u† ∈ U satisfying (4)
and having in addition minimal norm, ‖u†‖U . For each f ∈ F , u† is unique and we can
therefore define the so-called generalized inverse operator Ψ† : F → U as Ψ†f = u†, which
is continuous if and only if the range of Ψ is closed [15]. Accordingly, the problem of
computing the generalized solution of (1) is well-posed whenever the range of Ψ is closed.

The two previous attempts to establish the well-posedness of (1) show that, when the
range of Ψ is not closed or it cannot be guaranteed to be so, which is the most common
situation in most of applications, Hadamard requirements do not hold anymore. An
example is provided by compact operators between infinite dimensional Hilbert spaces.
It is shown that the inverse of such operators is never continuous or bounded, so that
inverting a compact operator can never be a well-posed problem (see, for instance, [65] for
more details). In these situations, one typically restricts the class in which the solution
is sought by introducing some prior knowledge. There exist several major methodologies
to do it, the two most relevant of which, at least in digital imaging, are briefly described
down below.

Regularization approach

One of the most investigated approaches for adding prior information on the solution of an
inverse problem is regularization [65, 107, 176]. Regularization methods assume that the
object which is to be reconstructed is sufficiently smooth, which is equivalent to discarding
its high frequencies in the Fourier domain because of being considered as noise. We meet
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10 Introduction

here the main drawback of this class of techniques: objects of interest may not necessarily
be smooth and, thus, they cannot be accurately recovered within this framework.

The regularization method consists in approximating the inverse of Ψ by a family
of regularizing linear operators {Rλ}λ>0, with Rλ : F → U for each λ ≡ λ(η, f) > 0,
satisfying

lim
λ→0

RλΨu = u, ∀u ∈ U (5a)

in addition to
lim
η→0

λ(η, f) = 0. (5b)

The last condition means that the regularization disappears as the noise vanishes. The
regularized solution is thus given by

uλ = Rλf = RλΨu+Rλη, (6)

where the first term recovers the underlying true image u as λ → 0, whereas the second
one typically diverges. From (6), it follows that the so-called regularization parameter λ
controls the trade-off between Rλ being a good approximation of the inverse operator of
Ψ (the first term) and error propagation (the second term). The regularization parameter
can be chosen a priori, if it depends only on the noise level; a posteriori, if it depends
on both the noise level and the data; or heuristically, if it depends only on the data.
Importantly, the Bakushinskii’s veto [65] states that a noise level-free parameter choice
rule cannot yield a convergent regularization method for ill-posed inverse problems. In
view of this, one commonly uses the a posteriori discrepancy principle, which consists in
choosing the largest λ such that the residual is of the order of the noise level. After all,
a regularization method should be defined as a family of regularizing operators satisfying
(5) together with a selection rule for the regularization parameter.

In 1963, Tikhonov [171, 172] first proposed to solve the regularized version of the least
squares problem (4), that is

Ψ>f = Ψ>Ψu+ λu,

where the underlying regularizing sequence is Rλ =
(
Ψ>Ψ + λId

)−1
Ψ>. In the variational

setting, solving the previous equation is equivalent to solving the following minimization
problem:

arg min
u∈U
‖f −Ψu‖2F + λ‖u‖2U . (7)

The above energy was immediately extended to the so-called generalized Tikhonov regu-
larization, which consists in solving a problem of the form

arg min
u∈U
‖f −Ψu‖2F + λ‖Du‖2Ũ , (8)

with D : U → Ũ tipically being a differential operator. In particular, Tikohonov suggested
the penalty term:

‖Du‖2Ũ =
M∑
m=0

∫
ωm(x)|∂mu(x)|2dx,

where {ωm} are strictly positive weights and ∂mu denotes the m−th order derivative of u.
The regularizing family is Rλ = (Ψ>Ψ + λD>D)−1Ψ>, with D =

(
ω1∂

1, . . . , ωM∂
M
)
. We

observe both in (7) and (8) that the penalty term is a quadratic norm which makes the
computation of the minimizer straigthforward. However, for certain inverse problems such
as those arising from image processing, these norms seem not to be the best suited because
they lead to over-smoothed solutions implying that jumps and edges cannot be nicely
reconstructed. Focusing on digital imaging, several alternatives for the regularization
term will be described in the next section.

10



2. Ill-Posed Inverse Problems 11

Let us finally mention that there are other regularization techniques in addition to
Tikhonov-based approaches. In some ill-posed inverse problems, one can assume that the
solution has a sparse representation with respect to a preassigned basis. Sparse means
that the object is represented by a small number of large coefficients. Most of these
approaches rely on the minimization of a variational problem similar to (7) and (8), where
the sparsity constraint is integrated in the regularization term through `p norms. On the
other hand, the Landweber method [48, 111] that dates back to 1951 is a different approach
that consists in solving the inverse problem by iterating un+1 = un − τΨ> (Ψun − f),
with initial condition u0 = 0. Note that this is a special case of the gradient descent
method applied to the function 1

2‖f − Ψu‖2U , with τ being the step size in the descent
direction. A final regularization method is the truncated singular value decomposition of
(compact) Ψ. However, one of its main drawbacks is that the singular value decomposition
is not analytically available in most cases and, furthermore, is quite expensive to compute
numerically.

Bayesian approach

The Bayesian approach [72, 169] is an alternative methodology to incorporate prior as-
sumptions to the ill-posed inverse problem (1) in an statistical fashion. A prior probability
density P0 describes the potential values that the solution u can take and, thus, encloses the
assumptions imposed on the solution before data is acquired. One also assumes knowledge
of the so-called likelihood probability distribution P(f |u), which describes how the poten-
tial values of u are affected by the measurements. The mapping Ψ and the noise model
complet the description of the problem.

In this regard, let us assume that η is a zero-mean random variable with probability
density Pη. Then, the likelihood probability distribution is given by

P(f |u) = P(Ψu+ η|u) = Pη (f −Ψu) , ∀u ∈ U .

Bayesian-based methods aim at finding a probability measure P(u|f) containing infor-
mation about the relative probability of different u given the data f . Bayes’ rule then
essentially states that

P(u|f) =
P(f |u)P0(u)

P(f)
=

Pη (f −Ψu)P0(u)∫
Pη(f −Ψu)P0(u) du

∝ Pη(f −Ψu)P0(u),

where the normalization constant depends only on f . This gives an expression for the
probability of a random variable u given a single observation of a random variable f . It is
in fact the general case for the Bayesian estimation of the parameters of a random vector
distribution.

The Bayesian framework is quite versatile and allows obtaining much more information
than regularization techniques, at least theoretically, since the output of the procedure is
the full posterior distribution P(u|f). However, extracting information from it is in practice
an extraordinary challenging task. Indeed, if we know the distribution of the noise level,
then estimating Pη(f−Ψu) requires solving a forward problem u 7→ Ψu for a large number
of values of u. Moreover, sampling a distribution P(u|f), which does not necessarily admit
a closed-form expression, is in itself computationally expensive.

Since in general it is really hard to obtain information from a probability measure, one
typically tries to find a maximum a posteriori estimator (MAP), that is, a point u solving

arg max
u∈U

P(u|f) = arg min
u∈U
− logPη(f −Ψu)− logP0(u). (9)

The term given by − logP0(u) is the prior on u, which is commonly described by a Markov
random field specified by its Gibbs distribution [72]:

P0(u) ∝ exp (−λR(u)) ,
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where λ is a constant and R(u) is called the energy associated to u. This energy is usually
written in terms of a so-called potential family {Vn}, R(u) =

∑
n Vn(u). In this setting,

equation (9) can be rewritten as

arg min
u∈U
− logPη(f −Ψu) + λR(u), (10)

which is the seed of variational methods in digital imaging. In other words, regularization
methods can be seen as an application of the Bayesian framework.

3 Total Variation Based Regularization in Digital Imaging

In this thesis, we focus on regularized ill-posed inverse problems in digital imaging within
the variational framework. The prior assumptions are quantified by means of energy-
penalization terms in such a way that each penalizer induces a high energy when the
hypothesis is not fulfilled and a low energy otherwise. Generally, adding more prior
knowledge will improve the image reconstruction whenever the underlying assumptions
are (mostly) valid. In this sense, the art of designing an energy lies in imposing as much
as possible while still making realistic assumptions. Of course, the question of which as-
sumptions are realistic also depends on the data as well on the type of problem under
consideration.

Variational techniques consist in the minimization of an energy functional involving
a regularization term, which controls the smoothness of the solution, and a data-fidelity
term, which is specific to the problem at hand and measures the closeness to some obser-
vation:

arg min
u
E(u, f) = Ereg(u) + λEdata(u, f). (11)

We recall that λ is a positive weighting parameter that controls the trade-off between
a good fit to f and an irregular solution. The regularization parameter is considered
now in front of the fidelity term. Consequently, small values of λ give greater weight
to the regularization term and we expect a smoother solution, whereas large values of
λ are associated with a high confidence of the solution to satisfy the model described
by the data term. In the end, we aim at finding a function or a vector u, depending
on whether the model is posed as a continuous or discrete problem, for which the so-
called Euler-Lagrange equation of (11) vanishes, that is, the partial differential equation
derived from the classical optimality condition ∇E(u) = 0. For sufficiently simple energy
functionals, this equation leads to linear systems that can be solved very efficiently by
optimized numerical methods. On the other hand, an important issue would be proving
the existence of solution to the optimization problem. For that purpose, one typically uses
the direct method of the calculus of variations [11, 50, 64].

The general basis of variational image processing methods is to develop an energy
functional for which an image having a low energy is equivalent to satisfying the desired
properties [38]. The fidelity term in (11) thus depends on the image processing problem
and, more concretely, on the image formation model as described in Section 2.2. On
the other hand, the regularization term can also be adapted to each task, although the
most commonly used regularizers satisfy certain properties that make them suitable for
a wide range of image processing problems. For instance, smoothness can be imposed by
locally penalizing the deviation of the image u from a constant function. Defining this
deviation as how much the norm of the gradient of u is far from being zero and casting it
in a variational framework leads to the following special case of the generalized Tikhonov
regularization (8):

Ereg(u) =

∫
|∇u(x)|2dx. (12)

12



3. Total Variation Based Regularization in Digital Imaging 13

The steepest descent of this energy reads, at least formally, ∂u
∂t = div (∇u) = ∆u. This

is the classical heat equation, which is equivalent to filtering the image with a Gaussian
kernel. Although quadratic penalizers are numerically convenient because of the linearity
of the corresponding Euler-Lagrange equation, the solution of the associated diffusion
process is not a good candidate for the restoration problem. Indeed, the Laplace operator
has very strong isotropic smoothing properties and does not preserve edges. This analysis
matches with the fact that quadratic regularizers give much importance to outliers. Since
we strength deviation from being a constant function, then the gradients associated to
edges are penalized too much. One of the first attempts to solve such an inconvenient from
an anisotropic point of view comes from the work by Perona and Malik [148] published in
1990. In the variational framework, their approach is equivalent to using ln(1 + |∇u(x)|2)
as penalization of the gradient. Another type of regularization proposed afterwards was
to use the `1 norm in (12), which allows some outliers in smoothness and, thus, preserves
edges and image features better than `2. This led to the total variation regularization.

3.1 Classical Total Variation

Observing that quadratic regularization functionals did not allow recovering sharp dis-
continuities, Rudin, Osher, and Fatemi [157] introduced in 1992 the total variation as
regularization for image denoising purposes. Given a noisy image f , the above mentioned
authors proposed to recover the original image u as the solution of the constrained mini-
mizimation problem

arg min
u

∫
Ω
|∇u(x)| dx, (13a)

subject to ∫
Ω

(f(x)− u(x)) dx = 0 and

∫
Ω
|f(x)− u(x)|2dx = σ2|Ω|. (13b)

In this setting, Ω is an open and bounded domain in RM , with M ≥ 2. The first constraint
assumes that the noise η has zero mean, whereas the second one uses a priori information
on the noise standard deviation σ. In a posterior paper, Chambolle and Lions [32] proved
that (13) is naturally linked to the unconstrained minimization problem

arg min
u

∫
Ω
|∇u(x)| dx +

λ

2
‖f − u‖22,

which was first proposed in this form by Acar and Vogel in [1]. The previous energy
immediately extends to general inverse problems as follows:

arg min
u

∫
Ω
|∇u(x)| dx +

λ

2
‖f −Ψu‖22, (14)

where recall that Ψ is a linear operator mapping u to noisy data f = Ψu + η. Casting
(14) in the form of (11) leads to Ereg(u) =

∫
Ω |∇u(x)| dx and Edata(u, f) = 1

2‖f −Ψu‖22.

In the TV framework, the underlying true image is supposed to consist of connected
objects along with their contours or edges. The image is further smooth inside the objects
but with jumps across the boundaries. Consequently, u is discontinuous and, thus, its
gradient has to be understood as a measure. The functional space modelling these prop-
erties is the space of functions of bounded variation [7], denoted by BV(Ω), with the total
variation defined as

TV(u) = sup

{∫
Ω
u(x) div(ξ(x)) dx : ξ ∈ C1

c (Ω,RM ), ‖ξ(x)‖ ≤ 1, ∀x ∈ Ω

}
. (15)
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It is well known [7] that TV(u) is finite if and only if its distributional derivative Du is
a finite Radon measure, in which case we have TV(u) = |Du|(Ω). Furthermore, if u has
a gradient ∇u ∈ L1(Ω,RM ), then TV(u) =

∫
Ω |∇u(x)| dx. Without risk of ambiguity, we

will generally adopt this notation even when u is not smooth enough to justify it.
The idea of dualizing the scalar TV norm was introduced by Chan, Golub, and Mulet

in [35]. Interestingly, the total variation can be defined differently depending on the norm
used for the dual variable in (15). With a slight abuse of notation, denote the gradient
by ∇u(x) = (∂x1u(x), . . . , ∂xMu(x)) at each x ∈ Ω, where ∂xi denotes the directional
derivative along xi−direction. Therefore, using the `2 norm leads to the isotropic total
variation, which reads formally as

∫
Ω

√√√√ M∑
m=1

(∂xmu(x))2dx, (16)

whereas the anisotropic total variation, which is formally given by∫
Ω

M∑
m=1

|∂xmu(x)| dx,

follows from choosing the `∞ norm in (15).
The steepest descent of the energy (14) is given, at least formally, by

∂u

∂t
=

1

λ
div

(
∇u
|∇u|

)
+ Ψ> (f −Ψu) ,

where the divergence term accounts for the curvature of u. The solution u must be as
regular as possible in the sense of the total variation, while the difference f−Ψu is treated
as an error with a prescribed energy. However, some structures and texture are present in
this error, which explains the over-smoothness of the results from Figure 9. On the other
hand, observe the segmentation-like behaviour of TV and how the number of regions
decreases as λ does so.

An important drawback of TV regularization is the staircasing effect, a tendency to
produce flat regions separated by artificial edges [138]. This phenomenon leads to gradual
contrast changes in homogeneous objects, especially near curved edges and corners. In
order to illustrate the stair steps, Figure 10 displays a cross section of a grayscale bar and
its solution by TV.

After all, the total variation pioneered as a discontinuity-preserving regularization in
the sense that it assigns the same energy cost to sharp and smooth transitions. Therefore,
it is one of the simplest (convex) variational models that allows discontinuities, yet it
disfavours the solution to have oscillations. Although TV was originally designed for
image denoising, it has become one of the most popular regularizations for many image
processing problems and has sparked a tremendous amount of research. While many
extensions like anisotropic TV [66, 84], weighted TV [91, 168], higher order TV [23, 34],
nonlocal TV [79, 149], nonconvex TV [70, 97], or vectorial TV [20, 24, 105, 160] have
been proposed, the general idea of penalizing image oscillations with one-homogeneous
functions depending on the gradient of the image remains the same. In what follows, we
briefly describe the most relevant extensions of the total variation appearing in literature,
some of which this thesis deal with.

3.2 Convex Extensions of Total Variation

The stochastic model introduced by Geman and Geman [72] for image reconstruction
inspired Aubert and Vese [11, 12] to define the following convex generalization of the total

14
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Clean Noisy TV with λ = 0.05

TV with λ = 0.04 TV with λ = 0.03 TV with λ = 0.02

Figure 9: Scale space created by TV minimization. Note that TV maintains the straight
edges, but textures are over-smoothed. As λ decreases, more and more image features and
texture are penalized and an increasingly simplified image is obtained.

Figure 10: Staircasing effect in a grayscale bar. The plot displays the intensity versus pixel
position of the exact (solid line), noisy (dashed line) and denoised (thick line) images.

variation regularization: ∫
Ω
φ (|∇u(x)|) dx, (17)

where φ : R+ → R+ has to be, for the purpose of well-posedness, a (strictly) convex, even,
and nondecreasing function such that limt→+∞ φ(t) = +∞. In the Bayesian framework, φ
is called potential function. Formally, the Euler-Lagrange equation of (14) but replacing
the standard TV with (17) can be written in a nonconservative form as

Ψ>Ψu− 1

λ

(
φ′(|∇u|)
|∇u|

uTT + φ′′(|∇u|)uNN
)

= Ψ>f,
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where uTT and uNN denote the second derivatives of u in the tangential and normal
direction, respectively. In view of this, the authors further imposed qualitative conditions

on φ′(t)
t and φ′′(t) in order to encourage strong isotropic diffusion at points where the

image has low gradient and allow smoothing only in the tangent direction at points close
to edges. Under these conditions, piecewise constant images composed by homogeneous
regions surrounded by sharp edges are prioritized as solutions of the minimization problem.
There are many potential functions satisfying these properties and no criterion permits
the choice of one more than any other.

In previous works [39, 70, 71, 72], researchers had already used general convex regu-
larizations in terms of the derivative of the image, namely∫

Ω

M∑
m=1

φ (∂xmu(x)) dx, (18)

which corresponds (for numerical images) to a regularization on rows and columns. This
term, unlike the one given in (17), is not invariant under rotation.

Since the Euler-Lagrange equations associated to (17) and (18) are highly nonlinear, a
half-quadratic strategy was designed. The general idea consists in introducing an auxiliary
variable such that, under suitable conditions on the potential function,

φ(t) = min
ω

{
ωt2 + ϑ(ω)

}
, ∀t ≥ 0.

The above miminum is reached at ω = φ′(t)
2t so that ϑ, which is proved to be a convex and

nondecreasing function, does not have to be necessarily known. Accordingly, the primal
minimization problem is equivalent to

arg min
u,ω

∫
Ω

(
ω(x)|∇u(x)|2 + ϑ(ω(x))

)
dx +

λ

2
‖f −Ψu‖22,

which can be solved by alternating minimizations over u, which gives rise to a Laplacian-
like equation, and ω, for which an explicit expression is provided.

It is important to emphasize that the type of conditions imposed on φ are conceived in
such a way that small gradients are smoothed, assuming they are due to noise, and large
gradients are preserved, supposing they are generated by edges. But noise can produce
high variations while edges with low contrast can generate low gradients. Some other
convex extensions of TV have been proposed in literature such as anisotropic, weighted,
and higher-order total variation.

Anisotropic Total Variation

In order to favour certain edge directions during diffusion, Esedoglu and Osher [66] studied
the following anisotropic variant of the classical TV penalty term:∫

Ω
φ(∇u) = sup

{∫
Ω
u(x) div(ξ(x)) dx : ξ ∈ C1

c (Ω,RM ), ξ(x) ∈ Wφ, ∀x ∈ Ω

}
, (19)

where φ : RM → R is now a convex, positively, and one-homogeneous function that
vanishes at the origin and Wφ = {y ∈ Ω : 〈x,y〉 ≤ φ(x), ∀x ∈ Ω}. Note that (19) differs
from (15) only in that ξ takes its values in Wφ instead of the unit ball.

Anisotropic TV allows restoring characteristic functions of convex regions having de-
sired shapes, whereas the standard (isotropic) TV prefers those with smooth boundaries.
For example, if φ(∇u) = |∇u|, which gets back to (15), the characteristic function of an
M−sphere is admissible as minimizer but not the characteristic function of an M−cube.
On the other hand, if φ(∇u) =

∑
m |∂xmu|, the characteristic function of an M−cube is

admissible while that of an M−sphere is not.
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Weighted Total Variation

The trade-off parameter λ controls the amount of smoothing that is desired. The smaller
λ, the more the solution u consists of piecewise smooth structures. However, using such
a global parameter seems not to be the most efficient option. Indeed, the noise may vary
locally, in which case it is difficult to find a compromise between over-smoothing in noise-
free regions and still noisy regions, or even the geometry of the underlying true image may
change over the domain.

In order to adapt the regularization to the geometry of the image, Strong et al. [168]
proposed the weighted TV regularization

TVω(u) =

∫
Ω
ω(x)|∇u(x)| dx, (20)

where ω is a spatially adaptive function used for edge detection and to control the speed
of smoothing. For that purposes, ω is chosen so that it is smaller close to edges and larger
away from possible image features.

Figure 11 displays an example of denoising a piecewise constant image. The weight

function in (20) is defined as ω(x) =
(
1 + |∇f(x)|2

)−3/2
. We observe that the result by

classical TV minimization suffers from over-smoothing, while the denoised image provided
by the weighted TV almost equals the ground truth. Indeed, note that TVω recovers sharp
edges because diffusion across edges is avoided.

Clean Noisy Classical TV Weighted TV

Figure 11: Denoising by classical TV and weighted TV with ω(x) =
(
1 + |∇f(x)|2

)−3/2
.

The result by classical TV suffers from over-smoothing and some image features vanish.
On the contrary, the image provided by weighted TV almost equals the ground truth.

Higher-Order Total Variation

Classical and weighted total variation result in staircasing artifacts in smooth regions of the
image. In order to avoid them, higher-order TV [23, 34] encourages piecewise polynomial
functions of degree greater than one as solutions.

Of particular interest is the total generalized variation (TGV) pioneered by Bredies,
Kunisch, and Pock [23]. Sharing all advantageous properties of total variation, TGV
involves higher-order derivatives of u, which allows recovering images with sharp edges and
exempted from staircasing effect. The second-order TGV has shown convincing results in
several image processing tasks. Formally, it is computed as

TGV2(u) = min
v
α1

∫
Ω
|∇u(x)− v(x)| dx + α0

∫
Ω
|∇v(x)| dx,

where v is an auxiliary variable, and α0, α1 ≥ 0 are weighting parameters. Note that α1 is
related to the penalization of jumps (first-order discontinuities) in u, whereas α0 is related
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to the penalization of kinks (second-order discontinuities). The main properties of this
regularization are robustness as well the ability to reconstruct piecewise affine functions,
contrary to TV and TVω that can only reconstruct piecewise constant functions.

3.3 Nonconvex Total Variation

An important property of convex TV is that makes any local minimizer to be a global
minimizer. However, Aubert and Kornprobst [11] pointed out that nonconvexity gives bet-
ter results in numerical tests. The nonconvexity that is mentioned here can be expressed
as in (17), but with φ being a nondecreasing, nonconvex potential function. Different
nonconvex functions have been considered either in a statistical or variational framework
[11, 70, 136, 141, 148]. However, their practical interest is limited by theoretical deficiencies
about the existence of solutions and the convergence of minimizing sequences. Further-
more, nonconvexity requires complex computational stages involving backward-parabolic
Euler-Lagrange equations that lead to ill-posed problems, which is for instance the case
of the widely known Perona-Malik nonlinear diffusion equation [148].

In the discrete setting, an important effort has been done in order to avoid the nu-
merical intricacies arising with nonconvex regularization. Robini et al. [152] combined
simulated annealing with deterministic continuation for the reconstruction of piecewise
constant images. Because the computational complexity of simulated annealing is expo-
nential in the number of dimensions being optimized, Blake and Zisserman [19] proposed
the so-called graduated nonconvexity (GNC) method that consists in smoothing the func-
tional being minimized. Even though there is no guarantee for global convergence, Blake
[18] experimentally showed that for a finite number of iterations the GNC approach leads
to minimizers having a lower energy than simulated annealing. Nikolova et al. [140, 141]
introduced a nonsmooth continuation GNC-like approach for the restoration of piecewise
constant images in the context of linear inverse problems. The segmentation and the
restoration problems are solved jointly by minimizing a nonconvex and nonsmooth en-
ergy. However, there is no guarantee for the convergence of the continuation method.
Furthermore, an important drawback is the use of a large number of additional variables,
which increases the computational complexity of the algorithm. Other interesting ap-
proaches for dealing with nonconvex optimization can be found in [28], where the authors
introduced a robust gradient sampling algorithm for solving nonsmooth nonconvex uncon-
strained minimization problems; in [41], where a smoothing nonlinear conjugate gradient
method was considered; in [97], where a Newton-type solution algorithm was provided
to minimize an energy involving a compromise between the `q−norm, 0 < q < 1, of the
gradient and the classical convex total variation; or in [21], where the authors proposed
a proximal alternating linearized minimization algorithm by completely depart from the
convex setting.

The half-quadratic criterion [39, 70, 71, 72] mentioned before can be also useful for
smooth nonconvex potential functions, meaning that limt↓0+ φ′(t) = 0. However, nons-
mooth nonconvex φ’s are not tratable within this framework. The main interest in the
latter is motivated by theoretical results according to which the minimizers are images
composed of constant regions surrounded by neat edges larger than a bound [140, 141]. In
other words, fully segmented solutions of arbitrary linear inverse problems can be found
by minimizing an energy with a nonsmooth nonconvex regularization term. Under these
conditions, one can further consider the restoration of piecewise constant images where
the number of the regions and their values are not fixed in advance from data obtained at
the output of a linear operator. Figure 12 shows an example of joint deconvolution and
segmentation of a natural image by minimizing a nonsmooth nonconvex TV energy. One
sees the superiority of nonconvexity with respect to classical TV since the result in the
first case looks much clearer with better defined contours.
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Clean Convolved Classical TV Nonconvex TV

Figure 12: Joint deconvolution and segmentation by classical TV and nonsmooth noncon-
vex TV with φ(t) =

√
1 + t − 1. In the last case, the result is a segmented image where

the blur has been completely removed. On the contrary, the restored image provided by
classical TV suffers from over-smoothing.

3.4 Nonlocal Total Variation from NL-Means

The main assumption underlying local TV functionals is that an image consists of con-
nected smooth regions (objects) surrounded by sharp contours (edges). Accordingly, TV
regularization is optimal to reduce noise and reconstruct the main geometrical shape in an
image, but it fails to preserve fine structures, details, and texture. In contrast to the local
case, neighborhood filters [25, 166, 173], in which any point can interact directly with any
other point in the whole domain, use not only the spatial closeness between points but
also closeness of intensity values in the image.

The regularity hypothesis of nonlocal filtering is that natural images are self-similar
in the sense that every small window has many similar windows in the same image as
illustrated in Figure 13. In this setting, Buades, Coll, and Morel [25] proposed the nonlocal
means (or NL-means) denoising algorithm for reducing the noise of an image by computing
the average of most resembling pixels. The resemblance is much more reliable if it is
evaluated by comparing a whole window around each pixel, not just the color of the
intensity itself. The filtered value by the NL-means algorithm is thus given by

NL[u](x) =
1

Υ(x)

∫
Ω

exp

(
−
(
κρ ∗ |u(x + ·)− u(y + ·)|2

)
(0)

h2

)
u(y)dy, ∀x ∈ Ω, (21)

where κρ is a Gaussian kernel acting as a weighted neighborhood of size ρ, Υ(x) is the
normalization factor, and h > 0 acts as a filtering parameter. Note that h controls the
decay of the exponential function and, therefore, quantifies how fast the weights decay
with increasing dissimilarity of patches. The weights are significant only if a Gaussian
window around y looks like the corresponding Gaussian window around x. In the end,
the average made between very similar regions preserves the integrity of the image but
reduces its small fluctuations, which contain noise.

Inspired by the NL-means algorithm, Kindermann, Osher, and Jones [106] interpreted
neighborhood filters as regularizations based on nonlocal functionals. Gilboa and Osher
[79] further considered the general kind of quadratic nonlocal functional∫∫

Ω×Ω
(u(y)− u(x))2 ωu0(x,y) dy dx, (22)

where the weight ωu0 is computed on an image which can be, for instance, the noisy image
in denoising applications or any additional image from which similarity can be computed.
The weight is always assumed nonnegative and symmetric. Furthermore, the authors in
[79] stated that simply iterating (21) is not strictly a diffusion process. In fact, they
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Figure 13: Natural images are self-similar. The colored squares indicate some groups of
image regions which are almost indistinguishable: red on the roof edge, yellow in the sky,
green along the windows, and orange in the hedge.

showed that it can be understood as analogous to Jacobi’s iterative method for solving∫
Ω

(u(y)− u(x))ωu0(x,y) dy = 0.

Gilboa and Osher proposed instead the gradient descent flow for the minimization of the
energy (22), whose limit is obtained by the numerical iteration

un+1(x) = un(x) + τ

∫
Ω

(
un(y)− un(x)

)
ωu0(x,y) dy, ∀x ∈ Ω,

where τ is the time step in the descent direction. The freedom of u0 and the weight
distribution (independent of u) make this formulation a linear and powerful tool for image
processing.

Gilboa et al. [79, 80] also formalized a systematic and coherent framework for nonlocal
operators. In particular, they defined the nonlocal gradient as

∇ωu0
u(x,y) =

(
u(y)− u(x)

)√
ωu0(x,y), ∀y ∈ Ω

for a nonnegative and symmetric weight function ωu0 , and the nonlocal divergence of a
function v : Ω× Ω→ R as(

divωu0
v
)

(x) =

∫
Ω

(v(x,y)− v(y,x))
√
ωu0(x,y) dy.

It is now easy to extend the quadratic nonlocal regularization (22) to the one-homogeneous
nonlocal total variation [80], giving rise to∫

Ω

√∫
Ω

(u(y)− u(x))2 ωu0(x,y) dy dx

for the “isotropic” variant and∫∫
Ω×Ω
|u(y)− u(x)|

√
ωu0(x,y) dy dx

for the “anisotropic” variant. Similarly to (15), Sawatzky [161] introduced the dual for-
mulation of the nonlocal total variation as follows:

NLTV(u) = sup

{∫
Ω
u(x)

(
divωu0

ξ
)
(x) dx : ξ ∈ C1

c (Ω× Ω,R), ‖ξ(x,y)‖ ≤ 1,∀x,y ∈ Ω

}
.
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In Figure 14, we compare the performances of the standard and nonlocal TV regular-
izations for image denoising. As expected, the denoised image obtained from the classical
TV is piecewise smooth in such a way that some image features and fine structures are
not recovered. On the contrary, the self-similarity of natural images allows the nonlocal
variant to reconstruct far better high-frequency details such as texture.

Clean Noisy Classical TV Nonlocal TV

Figure 14: Denoising by classical TV and nonlocal TV. Although removing noise, stan-
dard TV is not able to recover fine structures and the image looks piecewise smooth.
By exploiting self-similarities, the nonlocal variant provides much better visual results,
especially close to edges and at regions with texture.

3.5 Vectorial Total Variation

A lot of research has focused on extending the classical TV from scalar to vector-valued
images u : Ω → RC , u(x) = (u1(x), . . . , uC(x)) for all x ∈ Ω, being uk a component or
channel of u.

A major decision with color images is how to couple channels. One of the first ap-
proaches, proposed by Blomgren and Chan [20] in 1998, consisted in using a global channel
coupling by penalizing the `2 norm of the TV contributions across channels:

VTV(u) =

√√√√ C∑
k=1

(TV(uk))
2.

From the associated Euler-Lagrange equation, one observes that there is a global weak
channel coupling so that the same per-channel weight is used for all pixels. However, local
coupling outperforms global coupling in many theoretical and practical aspects [101]. In
2008, Bresson and Chan [24] extended the dual formulation of scalar TV described in (15)
to vector-valued functions. More concretely, they defined

VTV(u) = sup

{∫
Ω

C∑
k=1

uk(x) div (ξk(x)) dx : ξ = (ξ1, . . . , ξC) ∈ C1
c

(
Ω,RC×M

)
;

ξk : Ω→ RM , ∀k ∈ {1, . . . , C}; ‖ξ(x)‖ ≤ 1, ∀x ∈ Ω

}
.

(23)

Depending on the norm used for the dual variable in (23) one obtains different regular-
izations for color images. For instance, the matricial norm ‖ξ(x)‖ = maxk ‖ξk(x)‖2 is
formally equivalent to

VTV(u) =

∫
Ω

C∑
k=1

|∇uk(x)| dx =
C∑
k=1

TV(uk).
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This formulation first appeared in [10]. Summing up the contribution of each channel
separately is probably the most simple and straightforward way to deal with vectorial
total variation. However, as pointed out by Goldluecke et al. [81], the drawbacks are color
smearing and edge distortion because of the missing channel coupling. Bresson and Chan

[24] also used the norm ‖ξ(x)‖ =
√∑

k ‖ξk(x)‖22 in (23), which formally leads to

VTV(u) =

∫
Ω

√√√√ C∑
k=1

|∇uk(x)|2dx.

The authors noted that this method actually favours gray-value images over colored ones.

Another class of approaches to defining vectorial TV emerges when considering the
Riemann geometry of the image manifold. A color image can be considered as a para-
metric two-dimensional manifold embedded in a C−dimensional space [52]. In this frame-
work, the metric tensor of the manifold is analogous to the structure tensor of the image,
(∇u(x))>∇u(x). Therefore, its eigenvectors determine the direction of maximal and min-
imal change at each point and its eigenvalues, respectively denoted by λ+(x) and λ−(x),
give their rate of change. Sapiro and Ringach [158, 159, 160] pioneered in using this for-
mulation and defined the anisotropic diffusion for vectorial images by smoothing in the
direction of minimal change. They proposed the following generalization of vectorial TV:

VTV(u) =

∫
Σ
g
(
λ+(x), λ−(x)

)
dx,

where Σ denotes the image manifold and g is a suitable scalar-valued function. Based on
this class of methods, Goldluecke et al. [81] showed that the natural choice arising from
geometric measure theory is to penalize the largest singular value of the Jacobian, that is
g =

√
λ+(x), which is known as spectral or Schatten-∞ norm. Of particular interest is the

so-called nuclear norm that arises from g =
√
λ+(x)+

√
λ−(x). This regularization, which

was studied at length in [113, 114], is a convex relaxation of minimizing the rank of the
image Jacobian at each pixel [151]. Finally, another relevant approach based on Riemann
geometry was introduced by Kimmel, Malladi, and Sochen [105, 167], who considered
the graph of an image embedded in a (C + 2)−dimensional space and proposed an area
minimizing flow. This class of regularizations lead to diffusion equations with the direction
given by the Beltrami flow.

Figure 15 exhibits the ability of several vectorial TV models for color image denoising.
We clearly observe that both the result provided by the uncoupled TV [10] and the one
obtained from the Schatten−∞ norm [81] present strong color artifacts. On the one hand,
this indicates that a channel coupling is advantageous when penalizing the gradient of the
image. On the other hand, since the nuclear norm [113, 114] provides the best visual result
among the methods under comparison, one can also argue that imposing jumps of different
color channels to point into the same direction can more effectively be enforced by the
convex relaxation proposed in [113, 114] than having a single direction in the dual variable
as in [81]. Although the nuclear norm shows nice denoising properties, a derivative matrix
which has two derivative vectors being equal to zero also has rank one such that colored
edges are not actively suppressed.

4 Outline of the Thesis and Contributions

In this thesis, several new models for regularized ill-posed inverse problems in digital
imaging are introduced by means of nonconvex, nonlocal, and vectorial total variation.
Theoretical and practical aspects are analyzed in detail. In addition to classical image
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Clean Noisy [10]

[24] [81] [113, 114]

Figure 15: Color denoising by several state-of-the-art vectorial TV regularizations. Strong
color artifacts remain when no channel coupling is involved [10] or when penalizing the
larger singular value of the Jacobian [81]. Although colored edges are not actively sup-
pressed, the nuclear norm [113, 114] provides the most pleasant visual result.

restoration problems such as denoising and deblurring, significant progress are made in
the fields of satellite pansharpening and digital demosaicking.

The main contributions are split into four components which are contained in the
Chapters 1 through 4. For better readability, these chapters are mostly self-contained, so
that notations may differ one to another since they are introduced to make each problem
as understandable and simple as possible.

Half-Linear Regularization for Nonconvex Total Variation

In Chapter 1, we study the image restoration problem though the minimization of energies
composed of a quadratic data-fidelity term and a nonsmooth nonconvex regularization
term.

Due to major difficulties arising in the continuous setting, most state-of-the-art meth-
ods dealing with nonconvex TV focus on the discrete framework. By considering an image
as a two-dimensional matrix of size N ×N , we aim at solving

arg min
u

N∑
i,j=1

φ(|(∇u)i,j |) +
λ

2
‖f −Ψu‖22, (24)

where φ : R+ → R+ is a nonsmooth nonconvex function. We start our investigations by
establishing the existence of solution to (24). Note that if φ is bounded and nonconvex,
then the above energy is not coercive unless we impose Ψ to be invertible, which is not
the case in most applications. Consequently, the coercivity of the functional cannot be
used. We provide a novel result for guaranteeing the existence of solution for very general
potential functions φ and linear operators Ψ instead.

Motivated by Charbonnier and Geman et al.’s works [39, 70, 71], we expand the scope of
edge-preserving convex approximations to nonsmooth nonconvex penalization terms. By
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introducing a closed-form dual variable, we reformulate the objective functional (24) as an
augmented energy which is linear with respect to the norm of the gradient of the image
to be recovered. For this reason, we refer to our approach as half-linear regularization.
To do that, it is necessary to assume some specific edge-preserving conditions on φ, which
are imposed to have forward diffusion (smoothing) in quasi-constant areas and backward
diffusion (enhancement) around edges.

The interest in nonsmooth nonconvex energies is motivated by theoretical results which
assert that they provide better possibilities for restoring images with neat edges. In par-
ticular, we prove that any (local) minimizer of the optimization problem (24) is composed
of constant regions surrounded by neat edges larger than a bound. Equivalently, fully
segmented solutions of arbitrary linear inverse problems can be found by minimizing an
objective functional where the regularization term is constructed using a nonconvex po-
tential function. We can thus consider the restoration of piecewise constant images where
the number of the regions and their values are not fixed in advance from noisy and blurred
data obtained at the output of a linear operator.

The half-linear approach is based on the following fundamental result.

Theorem 1. Under suitable hypothesis on the nonsmooth nonconvex function φ:

i) There exists a strictly convex and decreasing function ϑ : (0, α] → [0, β), where
α = limt↓0+ φ′(t) and β = limt→+∞ (φ(t)− tφ′(t)), such that

φ(t) = min
ω∈(0,α]

(ωt+ ϑ(ω)) .

ii) For every fixed t ≥ 0, the unique minimum is reached at ω = φ′(t).

By using Theorem 1, the minimization in (24) can be rewritten in a dual formulation as

arg min
u,ω

N∑
i,j=1

(
ωi,j |(∇u)i,j |+ ϑ(ωi,j)

)
+
λ

2
‖f −Ψu‖22. (25)

Note that the above energy involves a weighted total variation term on u with ω playing
the role of weight function. Furthermore, from Theorem 1, the value of ω that minimizes
(25) for every fixed u is given by

ωi,j = φ′ (|(∇u)i,j |) , ∀i, j ∈ {1, . . . , N}. (26)

It is important to emphasize that the above closed formula and the strictly decreasing of
φ′ guarantee the role of ω as an indicator of edges. So our approach detects and takes into
account progressively the discontinuities of the image.

In view of (25), we propose a dual algorithm that alternates minimizations over u and
ω. The minimizer with respect to ω is explicitly given in (26), whereas the minimization
over u is equivalent to the minimization of the weighted total variation, which can be
efficiently solved by splitting schemes. We further establish convergence results for the
proposed algorithm.

Figure 16 compares the performances of half-quadratic and half-linear criteria for de-
noising a piecewise-constant image. We observe that the result by half-quadratic suffers
from over-smoothing, while the denoised image provided by the half-linear approach al-
most equals the ground truth and exhibits sharp edges. Note also that the plot of the
dual variable associated with the restored image confirms its edge-detection behaviour.
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Clean Noisy Half-quadratic Half-linear Dual variable

Figure 16: Denoising by half-quadratic regularization with φ(t) = t2

1+t2
and half-linear

regularization with φ(t) = t√
1+t2

. The result from half-linear better approaches the ground

truth since edges are sharp and the overall image looks clear. Furthermore, the dual
variable recovers neat contours. On the contrary, the denoised image provided by half-
quadratic suffers from over-smoothing and, thus, all details are blurred.

Collaborative Total Variation for Vector-Valued Images

In Chapter 2, we take a generalized viewpoint that unifies all vectorial TV models men-
tioned in the literature. By considering the discrete (local or nonlocal) gradient of u as
a linear operator D : RN×C → RN×M×C , one obtains a three-dimensional structure: one
dimension corresponding to the pixels, one dimension corresponding to the directional
derivatives, and one dimension corresponding to the spectral channels. The smoothness of
this tensor can be then measured by taking different norms along each dimension. Depend-
ing on the type of these norms we obtain very different properties of the regularization,
leading to novel models for color images.

In this setting, it makes sense to interpret the vectorial TV as looking for an image for
which the gradient is sparse. We thus use collaborative sparsity [109, 185] to model differ-
ent types of VTV which are then used in a variational formulation to provide regularized
solutions to ill-posed inverse problems in color imaging. We call this class of regularizers
collaborative total variation (CTV). More concretely, we define the following collaborative
sparsity enforcing norm for penalizing the gradient of a color image.

Definition 1. Let ‖ · ‖a : RN → R be any vector norm and ‖ · ‖~b : RM×C → R any
matrix norm. Then, the collaborative norm of A ∈ RN×M×C , which will be denoted by
‖ · ‖~b,a : RN×M×C → R, is defined as

‖A‖~b,a = ‖v‖a, with vi = ‖Ai,:,;‖~b, ∀i ∈ {1, . . . , N},

where Ai,:,: is the (two-dimensional) submatrix obtained by stacking the second and third
dimensions of A at the i−th position in the first dimension.

Two relevant cases follow from Definition 1. For example, if we first take the `p norm
to one of the dimensions of the initial 3D structure, then the `q norm along one of the
dimensions of the remaining 2D matrix, and the `r norm to the remaining vector, one
obtains the `p,q,r norm:

‖A‖p,q,r =

 N∑
i=1

 M∑
j=1

(
C∑
k=1

|Ai,j,k|p
)q/pr/q


1/r

.

A second important example consists in penalizing with the `p norm the singular values
of the 2D matrices arising from each position along one of the dimensions of the initial
3D structure (that is, the Schatten−p norm) and then applying the `q norm along the
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remaining vector:

(Sp, `q)(A) =

 N∑
i=1

∥∥∥∥∥∥∥
 Ai,1,1 · · · Ai,1,C

...
. . .

...
Ai,M,1 · · · Ai,M,C


∥∥∥∥∥∥∥
q

Sp


1/q

.

Since duality and subdifferentiability play a direct role in computing optimality con-
ditions of several regularized problems, we characterize the subdifferential and the dual
norm to any collaborative sparsity enforcing norm. Furthermore, all variants of CTV can
be solved very efficiently using the same splitting scheme, for instance, the primal-dual
hybrid gradient (PDHG) method [33, 68, 190]. Since the key to obtaining a fast PDHG
algorithm is an efficient evaluation of the proximity operators, they are provided in detail.

The question which CTV methods work well depends on the data, so we cannot expect
one regularization to be the best choice for all types of images. This makes the under-
standing of what prior hypothesis different collaborative norms are based on even more
important. As an illustrative example, Figure 17 shows the ability of different channel
couplings in `p,1,1 regularizations to suppress color artifacts. We used a synthetic image
where we left open if the colored pattern is signal content or noise. In view of the results,
one expects a color coupling with an `p norm to be stronger the larger p is.

Noisy `1 coupling `2 coupling `∞ coupling

Figure 17: Which channel coupling disfavours color artifacts? One observes that uncou-
pling channels (`1 norm) keeps the colored waves but the strongest channel coupling (`∞

norm) eliminates them. In between both approaches, the `2 channel coupling suppresses
but does not eliminate the wave pattern.

The results in Figure 17 are explained through the generalized concept of singular
vectors and singular values of arbitrary convex regularizations developed by Benning and
Burger [16], who showed that a signal can be well restored if it is a singular vector of
the regularization term. We theoretically state that an `1 coupling allows jumps to be
at different positions in the different channels, whereas both `2 and `∞ couplings require
jumps in different spectral components to be at the same position. In the last case, the
difference is that the size of the jumps are allowed to be arbitrary in an `2 coupling, while
they have to be either zero or of equal magnitude in an `∞ coupling. Equal magnitude of
the jumps in all three color channels leads to a grayscale image.

The proposed collaborative TV can be applied to several regularized ill-posed inverse
problems such as denoising, deblurring, and inpainting. Figure 18 displays the recon-
structed images using several collaborative sparsity enforcing norms. We clearly observe
that the denoised image provided by `∞,1,1 is superior in visual quality. Indeed, see the
strong color artifacts on the parrot’s cheek in all others. This preliminary test indicates
that a suppression of color artifacts with an `∞ coupling is more important than making
weaker and more general assumptions on the types of jumps in natural images.
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Clean Noisy `1,1,1 `2,1,1

`∞,1,1 `∞,2,1 (S1, `1) (S∞, `1)

Figure 18: Color denoising by penalizing the local gradient with different collaborative
sparsity enforcing norms. Observe that strong color artifacts remain on the parrot’s cheek
in all results except for the one provided by the `∞,1,1 norm.

Nonlocal Variational Pansharpening

In Chapter 3, we deal with the ill-posed inverse problem arising from satellite imagery.
The data consists of a high-resolution panchromatic image P : Ω→ R and a low-resolution
multispectral image defined on a sampling grid S ⊂ Ω and denoted by uS : S → RC . The
acquisition system for uS results in low-pass filtering followed by subsampling and, thus,
the forward linear operator looks like (3).

Inspired by the work of Ballester et al. [13], who pioneered the variational framework
in pansharpening image fusion, we propose to solve the inverse problem by using nonlocal
TV regularization. More concretely, the data term in (11) is defined as

Edata(u, f) =
1

2

C∑
k=1

∫
S

(
uSk (x)− (κk ∗ uk)↓s (x)

)2
dx, (27a)

and we choose the regularization term to be

Ereg(u) =
1

2

C∑
k=1

∫∫
Ω×Ω

(uk(y)− uk(x))2 ωP (x,y) dy dx, (27b)

where the weight is computed depending on the similarity of patches in the panchromatic:

ωP (x,y) =
1

Υ(x)
exp

(
−d (P (x), P (y))

h2

)
. (28)

In the above expression, Υ(x) is the normalization factor, d (P (x), P (y)) computes the
distance between patches around x and y, and h > 0 is a filtering parameter. In principle,
we incorporate the same constraint as in [13], namely the panchromatic image is a linear
combination of the underlying high-resolution spectral components:

P (x) =

C∑
k=1

αkuk(x), ∀x ∈ Ω, (29)
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[93] [90] [182] [13] Ours

Figure 19: Pansharpening aerial imagery by several state-of-the-art methods and our own.
In general, all methods except ours lead to considerably loss of spectral quality. The pro-
posed model better preserves the chromacity instead and, consequently, the corresponding
difference image contains less amount of information.

where {αk} are nonnegative mixing coefficients satisfying
∑

k αk = 1.

Owing to the nonlocal nature of the operators we are concerned with, classical bound-
ary conditions do not yield well-posed problems. Accordingly, we define the nonlocal
boundary Γ ⊂ RM \ Ω as a collar domain surrounding Ω with finite nonzero volume and
we prescribe the values of the minimizer at it. Therefore, the regularization term (27b)
has to be defined on Ω̃ = Ω ∪ Γ. We then define a rigorous vector calculus for nonlocal
operators with nonnegative and possibly nonsymmetric weights, for which we prove an
integration by parts formula and a nonlocal Poincaré’s inequality, among others.

In order to guarantee mathematical consistency, we also extend the data term (27a)
to the whole domain. For that purpose, we consider the Dirac’s comb defined by the
sampling grid S, that is ΠS =

∑
x∈S δx, and we also define uΩ : Ω → RC as an arbitrary

continuous extension of uS to Ω. Writing the constraint (29) with the help of its Lagrange
multiplier and putting all together, we propose the following minimization problem:

arg min
u
J1(u) =

1

2

C∑
k=1

∫∫
Ω̃×Ω̃

(uk(y)− uk(x))2 ωP (x,y) dy dx

+
λ

2

∫
Ω

(
C∑
k=1

αkuk(x)− P (x)

)2

dx

+
µ

2

C∑
k=1

∫
Ω

ΠS ·
(
κk ∗ uk(x)− uΩ

k (x)
)2
dx,

(30)

where λ ≥ 0 and µ ≥ 0 are trade-off parameters. Thanks to the developed nonlocal vector
calculus, we claim that there exists an unique minimizer in a suitable space of functions.
We use the gradient descent method to solve the above problem so that the solution is
numerically computed by iterating its Euler-Lagrange equation.

Figure 19 exhibits a first performance evaluation of the proposed model with respect to
state-of-the-art pansharpening techniques [13, 90, 93, 182]. To a greater or lesser extent,
we observe that all results except ours suffer from strong color distortions. The proposed
pansharpening technique better preserves the chromaticity and, as a consequence, the
obtained high-resolution multispectral image illustrates significant perception gain.

As explained at the beginning of the introduction, the panchromatic and the low-
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resolution multispectral components are misregistered. Furthermore, the generation of
aliasing in all multispectral modalities (see Figure 6) does not allow resampling or inter-
polating them for co-registration. According to these inconveniences, it would be desirable
to have a channel-decoupled pansharpening model to proceed as follows: superimpose the
panchromatic image – which hardly contains aliasing – on each spectral band; solve the
pansharpening problem for each channel independently; and, finally, superimpose all high-
resolution spectral components on a common geometry.

Looking at (30), one realizes that the problem arises from the constraint given in (29),
which, on the other hand, does not follow in general as illustrated in Figure 5a. In view
of the foregoing observations, we propose to replace (29) with

uk(x)

P (x)
=
ũk(x)

P̃k(x)
, ∀k ∈ {1, . . . , C}, ∀x ∈ Ω, (31)

where P̃k : Ω→ R and ũk : Ω→ R are the respective extensions of PSk and uSk to the whole
domain by bicubic interpolation, with PSk : S → R denoting the panchromatic image at
the resolution of the sampling grid S obtained by the same downsampling process than
for the k−th low-resolution spectral band. Equation (31) can be shown to be equivalent

to uk(x)− ũk(x) = ũk(x)

P̃k(x)

(
P (x)− P̃k(x)

)
, that is, the high frequencies (geometry or spatial

details) of the panchromatic are forced to coincide with those of each high-resolution
spectral band. Casting (31) in a variational framework leads to the minimization problem

arg min
u
J2(u) =

1

2

C∑
k=1

∫∫
Ω̃×Ω̃

(uk(y)− uk(x))2 ωP (x,y) dy dx

+
δ

2

C∑
k=1

∫
Ω

(
uk(x)P̃k(x)− ũk(x)P (x)

)2
dx

+
µ

2

C∑
k=1

∫
Ω

ΠS ·
(
κk ∗ uk(x)− uΩ

k (x)
)2
dx.

(32)

Figure 20 displays some close-ups of the upsampled image by bicubic interpolation, the
result provided by modified Brovey’s method proposed in [112], and the result obtained
from the minimization of (32) on a scene captured by Pléiades. The proposed method
correctly incorporates the high frequencies of the panchromatic into the spectral compo-
nents leading to a high-spatial and high-spectral resolution image. The generation of false
frequency alias prevails in the upsampled image and the Brovey’s result. On the contrary,
the nonlocal channel-decoupled variational model is able to almost suppress these aliasing
artifacts and makes the image to look clearer with sharper edges.

Nonlocal and Spectral Correlation Adaptive Demosaicking

In Chapter 4, we propose a two-step demosaicking algorithm taking advantage of image
self-similarities and for which inter-channel correlation is encoded in a clear and intuitive
manner and automatically adapted depending on the image. The aim is to solve the ill-
posed inverse problem described by the forward linear operator given in (2) according to
the data acquisition system of digital cameras.

Demosaicking techniques have been extensively reviewed in literature [86, 118, 126].
In general terms, state-of-the-art methods have been mainly tested on two databases with
very different properties. On the one hand, images in the Kodak collection2 have few color
saturated regions, but are challenging by their Nyquist frequency details. On the other

2Kodak dataset is available free of charge at http://r0k.us/graphics/kodak/
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Interpolated Brovey Ours

Interpolated Brovey Ours

Figure 20: Pansharpening Pléiades imagery by bicubic interpolation, modified Brovey’s
method and the model given in (32). The interpolated images as well Brovey’s results suffer
from strong aliasing, which mainly concentrates throughout the main road in pictures
from the first row and results in relevant color distortions in those from the second row.
The proposed method almost suppresses the aliasing and provides high-spatial and high-
spectral resolution images instead.

hand, images in the IMAX (or McMaster) collection [118] have many more saturated colors
and edges separating colored regions. In practice, most part of demosaicking techniques are
still designed to deal with exclusively one of the mentioned databases. That is, algorithms
are conceived completely different depending on the amount of inter-channel correlation
in the test images being used. As a consequence, they give convincing results in one basis
but usually poor results in the other. In order to balance the assumption on chromatic
regularity for each image, we introduce an automatic parameter β that can naturally range
in (0, 1], meaning zero that there is no correlation among channels.

Let us describe in short the first step of the algorithm we propose. Consider a CFA
block as shown in Figure 2 and focus on a pixel (i, j) where the green has to be inferred.
We reconstruct the green component along north, south, east, and west directions by
imposing it to have the high frequencies of the red/blue channel up to a factor modelled by
β. For example, the interpolated green value in the north direction is computed as Ĝi,j =

Gi,j−1+β
2 (RBi,j −RBi,j−2), whereRB stands for the red or blue channel depending on the

CFA mask. Once the green has been completely estimated, we use bilinear interpolation
along each direction to estimate the missing differences DGi,j = RBi,j − βGi,j , where
Gi,j denotes here either an original green sample or an inferred one. Finally, the missing

red/blue value at each pixel and along each direction is recovered as R̂Bi,j = D̂Gi,j+βGi,j .
In the end, we are given four fully color images which are finally combined at each pixel
according to their chromatic smoothness.

The second step of the proposed demosaicking technique consists in a nonlocal filtering
of the channel differences. By involving image self-similarity and redundancy, one reduces
the color artifacts appearing in the previous step because of misjudgement on the selection
of the direction of interpolation. The chromatic regularity assumption of the algorithm is
balanced by the same value of β.

Figure 21 points out how difficult is to make guesses at corners or at crossing points,
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Reference [92] [186] [26]

[188] [73] [104] Ours

Figure 21: This figure illustrates how the pattern of the window blinds is distorted because
of wrong guesses at corners and crossing points. On the other hand, relevant color artifacts
are also created by most of the demosaicked images. Only the proposed algorithm gives a
fully visual acceptable solution.

even though the image is mainly gray. All state-of-the-art techniques [26, 73, 92, 104,
186, 188] except ours modify the original pattern of the window blind. Note also that
most of the methods incur a high risk of creating wrong color spots since they are not
able to correctly choose between horizontal and vertical interpolation. Only the proposed
technique reconstructs accurately the original image.

Conclusions and Appendix

In Chapter 5, we briefly review the results of the present thesis. We discuss a number of
limitations of the proposed models and point out directions of ongoing and future work.

In order to not break the flow of the argument, certain topics are postponed to the Ap-
pendix. Each chapter has its own appendix where one can mainly find some mathematical
proofs, a broad experimental comparison on color image denoising by collaborative TV
published at IPOL webpage3, and a detailed description of the demosaicking algorithm
proposed in this thesis and also available online at IPOL.

3Image Processing On Line is an open science and reproducible research journal at http://www.ipol.im
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Chapter 1

Half-Linear Regularization for Nonconvex Total Variation

Image restoration, which is the problem of recovering an original image from a degraded
observation of it, has been analyzed at length from different points of view [30, 80, 157, 179].
In this chapter, we study this problem within a variational framework through the min-
imization of energies composed of a quadratic data-fidelity term and a TV−based regu-
larization term depending on a nonsmooth nonconvex potential function. In the discrete
setting, existence of minimizer is established for arbitrary linear operators modelling the
degradation process. Furthermore, we prove that fully segmented solutions can be found
by minimizing objective nonconvex functionals. However, their practical interest is lim-
ited by theoretical deficiencies about the convergence of minimizing sequences. In order to
overcome this drawback, we introduce an auxiliary variable that behaves as edge detector
and, on the other hand, makes the criterion half-linear in the sense that the dual energy
depends linearly on the gradient of the image to be recovered. This leads to an efficient
optimization algorithm, for which convergence is guaranteed, with wide applicability to
several image restoration tasks such as denoising and deblurring.

The chapter is organized as follows. After introducing the state of the art for image
restoration models with nonconvex priors in Section 1.1, Section 1.2 displays the general
minimization problem we focus on and establishes the existence of solution. We discuss
in Section 1.3 the set of conditions imposed on the potential function under which the
half-linear regularization applies. This section also contains theoretical results that give
meaning to our approach and allow us to introduce a robust optimization algorithm in
Section 1.4. The applicability of the algorithm in image denoising and deconvolution is
exhibited in Section 1.5. Concluding remarks and some potential lines of future work are
outlined in Section 1.6.

1.1 Introduction

In the variational framework, image restoration is generally addressed through the min-
imization of a functional involving a regularization term related to the gradient of the
image to be recovered u and another one which measures the fidelity to the data f . The
regularization is written in terms of a so-called potential function φ : [0,+∞)→ [0,+∞),
and the problem consists in the minimization of the energy functional∫

Ω
φ (|∇u(x)|) dx +

λ

2
‖f −Ψu‖22,

where u and f belong to a suitable space of functions, Ψ is the linear operator modelling
the degradation of u, and λ ≥ 0 is a trade-off parameter between both energy terms.

The most common model is the widely mentioned total variation smoothing functional
of Rudin, Osher, and Fatemi [157], which follows by choosing φ(t) = t. Although convex
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functions are often used for the regularization term, Aubert and Kornprobst [11] showed
that nonconvexity gives better results in numerical tests. Since the pioneering work of S.
Geman and D. Geman [72], different nonconvex potential functions have been considered
either in the statistical or the variational framework [11, 70, 136, 141, 148]. However, their
practical interest is limited by theoretical deficiencies about the existence of solutions and
the convergence of minimizing sequences. Furthermore, nonconvexity requires complex
computational stages involving backward-parabolic Euler-Lagrange equations that lead to
ill-posed problems. For instance, this is the case of the well-known Perona-Malik nonlinear
diffusion equation [148].

An important effort has been done in order to avoid the numerical intricacies aris-
ing from nonconvex optimization in the discrete setting. Robini et al. [153] combined
simulated annealing with deterministic continuation for the reconstruction of piecewise
constant images. On the other hand, Nikolova et al. [140, 141] proposed a nonsmooth
continuation GNC-like approach, pioneered by Blake and Zisserman [19], in the context of
linear inverse problems. The segmentation and the restoration problems are solved jointly
by minimizing a nonsmooth nonconvex energy. However, there is no guarantee for the
convergence of the continuation method. Furthermore, an important drawback is the use
of a large number of additional variables, which increases the computational complexity
of the algorithm. Other interesting approaches for dealing with nonconvex optimization
can be found in [28], where the authors introduced a gradient sampling algorithm; in [41],
where a smoothing nonlinear conjugate gradient method was considered; in [97], where
a Newton-type solution algorithm was provided; or in [21], where the authors proposed
a proximal alternating linearized minimization algorithm by completely depart from the
convex setting.

Motivated by Charbonnier and Geman et al.’s works [39, 70, 71], who proposed the
half-quadratic criterion for solving convex and smooth nonconvex minimization prob-
lems through Laplacian-like energies, we expand the scope of edge-preserving convex
approximations to nonsmooth nonconvex models. By introducing a closed-form dual
variable, which behaves as an edge detector, we reformulate the primal functional as
an augmented energy that turns out to be linear with respect to the norm of the gradient
of the image to be recovered. For this reason, we refer to our approach as half-linear
regularization. We impose some specific conditions on the potential function to preserve
the main information of the image, namely forward diffusion in quasi-constant areas and
enhancing around edges. In the end, we are left with a dual optimization problem that is
straightforward to solve with respect to the auxiliary variable because of its closed expres-
sion, whereas it reduces to weighted TV minimization [91, 168] with respect to the main
variable.

From a numerical point of view, the weighted total variation is not easy to minimize
since it is not differentiable at zero. However, TV−based regularization can better preserve
sharp edges, which are usually the most important features to recover, than Laplacian-
like regularization as proposed in [39]. On the other hand, using nonsmooth nonconvex
potential functions is motivated by theoretical results according to which the half-linear
criterion gives rise to images composed of constant regions surrounded by neat edges. The
main interest of this assertion is that fully segmented solutions of arbitrary linear inverse
problems can be found by minimizing an objective functional where the regularization
term is constructed using nonconvexity. In other words, one can consider the restoration
of piecewise constant images where the number of the regions and their values are not
fixed in advance from noisy and blurred data.

Finally, let us emphasize that the content of this chapter was the object of the pub-
lished article [46], whereas some preliminary parts were previously presented at the Inter-
national Conference on Image Processing 2014 (ICIP’14) [45]. We detail below the major
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contributions included in this chapter:

• We prove the existence of minimizer for general nonconvex discrete energies by only
imposing that the linear operator modeling the degradation of the image does not
annihilate constant functions as the gradient does. Because the coercivity is not
guaranteed for some of the functionals under consideration, the novelty lies on the
original mathematical tools used in the proof.

• The main contribution is the half-linear regularization for nonsmooth nonconvex
energies satisfying a suitable set of conditions for general edge preservation.

• Nikolova et al. [140] proved that the minimization of nonsmooth nonconvex energies
gives rise to piecewise constant images with neat edges. We relax the conditions
imposed there and, thus, extend the result to more general functionals.

• The last contribution is an optimization dual algorithm that exploits the properties
of the half-linear regularization. We establish convergence results for our scheme.
Numerical experiments confirm the role of the dual variable as edge detector and
exhibit the efficiency of our approach to solve the segmentation and restoration
problems jointly from noisy and blurred data.

1.2 The Discrete Nonconvex Minimization Problem

Let us introduce the discrete minimization problem we are interested in. We assume that
an image is defined as a two-dimensional matrix of size N ×N , although it would be easy
to adapt all arguments for a general non-square matrix. We denote by X the Euclidean
space RN×N endowed with the usual scalar product 〈u, v〉X =

∑
i,j ui,jvi,j . If u ∈ X, the

discrete gradient is a vector in Y = X ×X given by (Du)i,j =
(
(D1u)i,j , (D2u)i,j

)>
, with

(D1u)i,j =

{ ui+1,j − ui,j
α

if i < N,

0 otherwise,

and

(D2u)i,j =

{ ui,j+1 − ui,j
α

if j < N,

0 otherwise,

for each i, j ∈ {1, . . . , N}. Here α > 0 is a real scaling parameter that tunes the value of
the gradient above which a discontinuity is detected. The standard Euclidean norm of R2

will be simply denoted by | · |.
With the previous notations, the general problem we consider is

arg min
u∈X

J(u), (1.1a)

where J : X → R is the discrete (nonsmooth nonconvex) functional given by

J(u) =

N∑
i,j=1

φ (|(Du)i,j |) +
λ

2
‖f −Ψu‖2X . (1.1b)

In this setting, the linear operator Ψ : X → X is considered as an N2 ×N2 matrix.
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1.2.1 Existence of Minimizer

We start our investigations of the problem (1.1) by establishing the existence of solution.
A basic requirement for addressing it is

(A0) ker(Ψ) ∩ ker(D) = {0},

which is equivalent to suppose that Ψ does not annihilate constant functions as the gradient
operator does. Note that if φ is a bounded nonconvex potential function, then (1.1b) is
not coercive unless we impose Ψ to be invertible. However, this hypothesis does not apply
when Ψ is, for instance, a convolution operator with a point spread kernel. Therefore,
the coercivity of the functional cannot be used. We provide a novel and original proof
instead. Beyond guaranteeing the existence of solution to the minimization problem under
consideration, the main contributions of the following result are the mathematical tools
used in its proof.

Theorem 1.1. Let φ : [0,+∞)→ [0,+∞) be a continuous and increasing function satis-
fying φ(0) = 0. If (A0) holds, then there exists û ∈ X such that

û = arg min
u∈X

J(u),

with J : X → R defined in (1.1b).

Proof. Since φ(t) ≥ 0 for all t ∈ (0,+∞) and φ(0) = 0, then J is bounded below by zero
and, as a consequence, its infimum exists. Let us denote it by m = infu∈X J(u).

Define J1(u) = λ
2‖f − Ψu‖2X , which corresponds to the data-fidelity term in (1.1b).

Using standard tools from convex analysis [50, 64], it is straightforward to prove that the
optimization problem

arg min
u∈X

J1(u) (1.2)

has at least one solution. If Ψ is of full rank, then the solution to (1.2) is unique and, thus,
J is coercive and continuous so that the proof would be finished. Otherwise, the solution
set to (1.2) is given by the affine variety u0 + ker(Ψ), where u0 is a particular solution of
the Euler-Lagrange equation Ψ>(Ψu− f) = 0.

Let µ0 ∈ [0,+∞) be such that µ0 = minu∈X J1(u). For any µ ≥ µ0, consider the subset

Xµ = {u ∈ X : J1(u) ≤ µ}

and define the functional

J2(u) =

N∑
i,j=1

φ (|(Du)i,j |) , ∀u ∈ Xµ, (1.3)

which corresponds to the regularization term in (1.1b). Let us prove that J2 defined in
(1.3) reaches its minimum in Xµ. Fix u0 ∈ Xµ0 and define τ = maxi,j |(Du0)i,j |. We can
assume τ > 0, otherwise u0 would be a minimizer of (1.3) so we would done. Since Xµ

is unbounded, we can move sufficiently far from u0 in Xµ so that any v = u − u0, with
u ∈ Xµ, tends to be parallel to ker(Ψ). Therefore, (A0) implies that there exits κ > 0
such that

‖v‖X > κ ⇒ |(Dv)i,j | ≥ 2τ, ∀(i, j) ∈ {(i, j) : |(Dv)i,j | 6= 0}. (1.4)

On the other hand, take r > κ and define the set K = Xµ ∩Br(u0), where Br(u0) denotes
the closed ball of radius r centered at u0. Because J2 is continuous and K is compact,
there exists uµ ∈ K such that

J2(uµ) = min
u∈K

J2(u) =: kµ.
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It remains to prove that uµ is in fact a minimizer of (1.3) in the whole Xµ. But, for any
u ∈ Xµ \ K, one has that ‖v‖X ≥ r > κ, which together with (1.4) yield

|(Du)i,j | = |(D(u0 + v))i,j | ≥ τ ≥ |(Du0)i,j |, ∀i, j ∈ {1, . . . , N}.

The previous inequalities and the fact that φ is increasing imply J2(u) ≥ J2(u0) ≥ J2(uµ),
so uµ is a minimizer of (1.3) in Xµ.

Finally, consider the function g : [µ0,+∞) → R defined as g(µ) = µ + kµ. Since g is
continuous and coercive, there exists µ̂ ∈ [µ0,+∞) such that

g (µ̂) = min
µ∈[µ0,+∞)

g(µ).

In what follows, we shall prove that g(µ̂) = m. By definition of infimum, for any ε > 0
there exists v ∈ X such that J(v) < m+ ε. Define µ∗ = λ

2‖f −Ψv‖2X , whence one clearly
has that v ∈ Xµ∗ , and let uµ∗ be a minimizer of J2 in Xµ∗ . We deduce that

g(µ∗) = µ∗ +
N∑

i,j=1

φ(|(Duµ∗)i,j |) ≤
λ

2
‖f −Ψv‖2X +

N∑
i,j=1

φ(|(Dv)i,j |) = J(v) < m+ ε.

Since g(µ̂) ≤ g(µ∗) < m+ ε for any ε > 0, then g(µ̂) ≤ m. On the other hand, we have

m ≤ J(uµ̂) =
λ

2
‖f −Ψuµ̂‖2X + J2(uµ̂) ≤ µ̂+ kµ̂ = g(µ̂).

Then, g(µ̂) = m and uµ̂ ∈ Xµ̂ is a minimizer of J , which ends the proof.

1.3 Half-Linear Regularization

It is well known that the minimization of nonconvex energies involves numerical difficul-
ties which restrict the methods that can be used. For instance, the discrete optimization
problem (1.1) may exhibit various local minima that could not be global because of the
nonconvexity. In order to overcome these drawbacks, we reformulate the objective func-
tional J in (1.1b) as an augmented energy J∗ by introducing a closed-form dual variable.
Under suitable conditions on the potential function φ, the dual problem involves a half-
linear regularization in the sense that J∗ is linear with respect to the main variable, thus
leading to the weighted total variation [91, 168] with the auxiliary variable behaving as
edge detector.

1.3.1 Assumptions on the Potential Function

In order to correctly introduce the half-linear regularization, we need to assume some spe-
cific conditions on the potential function. A qualitative reasoning on the Euler-Lagrange
equation is developed here to justify the set of required conditions, which are imposed to
have forward diffusion (smoothing) in quasi-constant areas and backward diffusion (en-
hancement) around edges.

Let us suppose that some u ∈ X happens to be a solution to (1.1). Then it formally
satisfies the Euler-Lagrange equation div

(
φ′ (|Du|) Du

|Du|

)
+ λΨ> (Ψu− f) = 0, if Du 6= 0,

|Du| = 0, otherwise.
(1.5)

Note that the divergence term is clearly related to the weighted total variation regu-
larizer and, thus, φ′ (|Du|) acts as the “weight”. In the case that a pixel belongs to a
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38 Half-Linear Regularization for Nonconvex Total Variation

quasi-constant area, we can assume that all neighboring gradients are close to zero. Con-
sequently, we impose

lim
t↓0+

φ′ (t) = α, 0 < α < +∞,

so that (1.5) behaves as the usual total variation near points where the norm of the gradient
is small. On the other hand, consider a pixel belonging to an edge. A discontinuity appears
in its neighborhood and, thus, the gradient in the orthogonal direction of the edge is large.
In this case, we impose

lim
t→+∞

φ′(t) = 0,

that is, φ′ (|Du|) is close to zero in the transversal direction of the edge in order to preserve
the singularity. Furthermore, since we want to avoid that small variations in the gradient
produce large changes in the value of the weight, we impose φ′ to be continuous. It also
seems natural that there should be a one-to-one correspondence between values of the
gradient and values of the weight, so that φ′ must be strictly monotonous.

We can summarize all conditions imposed on the potential function as follows:

(A1) φ : [0,+∞)→ [0,+∞) strictly increases on (0,+∞), with φ(0) = 0.

(A2) φ is twice continuously differentiable on (0,+∞).

(A3) φ′ strictly decreases on (0,+∞).

(A4) limt→∞ φ
′(t) = 0.

(A5) limt↓0+ φ′(t) = α, with 0 < α < +∞.

Requirements involved in (A1)-(A2) are typical in image restoration [11]. In general,
(A3)-(A5) are conceived in such a way that small variations are smoothed, assuming they
are due to noise, and high variations are preserved, supposing they are generated by edges.
But noise can also produce high variations while edges with low contrast can generate
low gradient modulus. This may be seen as a limitation of the proposed approach that
commonly occurs with most of edge-preserving regularizations such as the half-quadratic
criterion [39, 70, 71].

Remark 1.1. In view of (A2) and (A5), we can define the right derivative of φ at zero by
φ′(0) = α. Therefore, φ is continuously differentiable on [0,+∞). However, under the
above conditions, the even extension of φ to R would be non differentiable at zero.

Let us now study the above requirements from another point of view. Using the
tangent and normal directions to the isophotes, namely the level lines along which the
image intensity is constant, the Euler-Lagrange equation can be decomposed in terms of
the directional derivatives. Hence, (1.5) can be formally rewritten as Ψ>Ψu+

1

λ

(
φ′(|Du|)
|Du|

uTT + φ′′(|Du|)uNN
)

= Ψ>f, if Du 6= 0,

|Du| = 0, otherwise,
(1.6)

where uTT and uNN denote the second derivatives in the tangent and the normal direction,
respectively. At first glance, (A1)-(A5) imply that we encourage forward diffusion along
isophotes and backward diffusion along the gradient direction.

Perona and Malik [148] showed that edge enhancement and reconstruction of blurred
images can be performed by imposing the normal diffusion coefficient to be negative. In
our case, (A3) implies φ′′(|Du|) < 0. Consequently, an inverse diffusion might be observed
in the normal direction when using the proposed class of potential functions.
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1.3. Half-Linear Regularization 39

At locations where the gradient is low, (A5) ensures that the tangent diffusion coeffi-
cient is large. Consequently, the diffusion takes place mainly following the isophotes while
these curves are also enhanced. In a neighborhood of an edge, condition (A4) implies

lim
t→+∞

φ′(t)

t
= 0 and lim

t→+∞
φ′′(t) = 0,

which means that there is no diffusion neither in the tangent nor in the normal direction.

Note that φ′(t)
t tends to 0+ but φ′′(t) tends to 0− so that the edge is not only preserved

but also slightly enhanced. In the end, one may observe that the diffusion process gives
rise to an image with constant regions surrounded by sharp edges.

1.3.2 The Main Dual Theorem

The key of the half-linear regularization is given by the following theorem.

Theorem 1.2. Let φ satisfy requirements (A1)-(A5) and let α ∈ (0,+∞) be the value
given in (A5).

i) There exists a strictly decreasing and strictly convex function ϑ : (0, α) → (0, β),
where β = limt→+∞ (φ(t)− tφ′(t)), such that

φ(t) = min
ω∈(0,α)

(ωt+ ϑ(ω)) . (1.7)

ii) For each t > 0, let ω̂ ∈ (0, α) be the argument of the minimum in (1.7). Then, ω̂ is
unique and it is given by ω̂ = φ′(t). Furthermore, for t = 0 the minimum is ω̂ = α.

Proof. In view of (A2), φ′ : (0,+∞) → (0, α) is continuous and strictly decreases. Then,
φ is strictly concave on (0,+∞) and, thus,

φ(t) ≤ φ(s) + (t− s)φ′(s), ∀t, s ∈ (0,+∞), (1.8)

with equality only if t = s. Furthermore, there exists a strictly decreasing function ϕ :
(0, α) → (0,+∞), which is continuously differentiable on (0, α) due to (A2), such that
ϕ(ω) = (φ′)−1 (ω). From (1.8) it follows that

φ(t) = min
s∈(0,+∞)

{
φ(s) + (t− s)φ′(s)

}
, ∀t ∈ (0,+∞). (1.9)

For each ω ∈ (0, α), let us define the function

ϑ(ω) = φ (ϕ(ω))− ωϕ(ω) (1.10)

with limit values
lim
ω→α

ϑ(ω) = lim
s↓0+

(
φ(s)− φ′(s)s

)
= 0,

lim
ω↓0+

ϑ(ω) = lim
s→+∞

(
φ(s)− φ′(s)s

)
=: β.

(1.11)

On the other hand, substituting (1.10) into (1.9) and taking into account that ϕ is one-
to-one, we obtain

φ(t) = min
ω∈(0,α)

{
φ (ϕ(ω)) + (t− ϕ(ω))φ′ (ϕ(ω))

}
= min

ω∈(0,α)
{tω + ϑ(ω)} ,

which proves (1.7).
Using the chain rule, we have ϑ′(ω) = −ϕ(ω). Since ϕ takes its values in (0,+∞),

then ϑ′(ω) < 0 for any ω ∈ (0, α) and, consequently, ϑ strictly decreases. We can thus
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40 Half-Linear Regularization for Nonconvex Total Variation

define the limits of the function as ϑ : (0, α) → (0, β), with β given in (1.11). Now, the
second derivative of ϑ is given by

ϑ′′(ω) = lim
h→0

ϑ′(ω + h)− ϑ′(ω)

h
= lim

h→0

−ϕ(ω + h) + ϕ(ω)

h
= −ϕ′(ω),

which is strictly positive since ϕ is a continuously differentiable function that strictly
decreases. Therefore, ϑ is strictly convex on (0, α).

Finally, we shall prove statement (ii). For any t ∈ (0,+∞), the minimimum in (1.9)
is achieved for s = t or, equivalently, for ω = φ′(t). Let us emphasize that it is also true
when t = 0. Indeed, in view of Remark 1.1, one has that φ′(0) = α so ϕ(α) = 0. From
(1.11), we can define ϑ(α) = 0 and, thus, φ(0) = infω ϑ(ω) = ϑ(α) = 0, which clearly fits
in with statement (ii) for ω = φ′(0) = α.

Remark 1.2. The proof of the theorem reveals the explicit expression of ϑ, although the
second statement makes clear that we do not really need it to solve (1.7).

By assuming that (A1)-(A5) hold, the optimization problem (1.1) can be rewritten as

arg min
u∈X

J(u) = arg min
u∈X

{
min

ω∈(0,α]N2
J∗(u, ω)

}
, (1.12a)

with ω = (ωi,j)1≤i,j≤N and the dual energy being explicitly given by

J∗ (u, ω) =

N∑
i,j=1

(
ωi,j |(Du)i,j |+ ϑ(ωi,j)

)
+
λ

2
‖f −Ψu‖2X . (1.12b)

Note that J∗ is linear with respect to the norm of the gradient of the main variable and
it is strictly convex with respect to the auxiliary variable when the main one is fixed4.
In fact, J∗ involves a weighted total variation on u with ω as the weight distribution.
Furthermore, from Theorem 1.2, the value of the dual variable that minimizes (1.12b)
when u is fixed is explicitly given by

ωi,j = φ′ (|(Du)i,j |) , ∀i, j ∈ {1, . . . , N}.

It is important to emphasize that the above closed formula and the strictly decreasing
property of φ′ guarantee the role of ω as an indicator of edges. Indeed, if ωi,j is close to
zero, then the gradient at pixel (i, j) is large and it belongs to an edge. On the other
hand, if ωi,j is close to α, then the gradient at pixel (i, j) is small and it belongs to a
quasi-constant region.

Table 1.1 lists some examples of nonsmooth nonconvex potential functions satisfying
(A1)-(A5), and Figure 1.1 displays their graphs as well as the graphs of the corresponding
weight distributions.

Theorem 1.2 is based on similar results related to the half-quadratic regularization
[39, 70, 71]. However, it is important to distinguish between the scope of both approaches.
Functions on which half-quadratic applies do not meet all assumptions (A1)-(A5). More-
over, our potential functions and those given in [39, 70, 71] have different behaviors near
zero, although both are edge-preserving in the general sense. Another important difference
relies on their associated Euler-Lagrange equations. The proposed model approximates
the potential function by t 7→ ω|t|, that is the weighted total variation with the weight

4Note that J∗ is strictly convex with respect to u whenever Ψ is invertible, which is not in general the
case under consideration. Accordingly, the convex optimization problem minu∈X J

∗(u, ω) may have several
solutions. Even though J∗ is convex in each variable when the other is fixed, this does not guarantee the
overall convexity.
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1.3. Half-Linear Regularization 41

φ(t) ω̂ α β ϑ(ω)

φ1(t) =
t√

1 + t2
1

(1 + t2)
3
2

1 1
(

1− ω
2
3

) 3
2

φ2(t) =
t

1 + t

1

(1 + t)2
1 1 (1−

√
ω)

2

φ3(t) = ln (1 + t)
1

1 + t
1 +∞ ω − lnω − 1

φ4(t) = (1 + t)γ − 1,
0 < γ < 1

γ

(1 + t)1−γ γ +∞ ω − 1 + (1− γ)

(
ω

γ

) γ
γ−1

Table 1.1: Examples of potential functions satisfying (A1)-(A5), with the associated
weights ω̂ that solve (1.7), and the strictly convex functions ϑ : (0, α)→ (0, β).

φ(t) vs t = |Du| ω̂ = φ′(t) vs t = |Du|

Figure 1.1: Plots associated to the potential functions φ1 (solid line), φ2 (large dashed
line), φ3 (short dashed line), and φ4 (thick line), with γ = 0.8, listed in Table 1.1.

given by ω = φ′(t). On the contrary, the half-quadratic criterion uses the transformation
t 7→ ωt2, which leads to the weighted Laplacian – linked to quadratic functionals – with
the weight being φ′(t)/t. In this regard, Rudin, Osher, and Fatemi [157] observed that
quadratic regularization does not allow recovering sharp discontinuities as the total vari-
ation does. Hence, we meet a meaningful benefit of the half-linear regularization. After
all, Theorem 1.2 is a significant contribution to the minimization of energy functionals in
the image restoration field because it allows dealing with potential functions that are not
treatable by the half-quadratic approach.

1.3.3 Properties of the Minimizers

The interest in the class of potential functions described previously is motivated by theo-
retical results in [140, 141], which assert that nonsmooth nonconvex regularization provides
better possibilities for restoring piecewise constant images. We show a similar result for
the optimization problem (1.1) by assuming the imposed hypothesis on φ. The main
interest of this result is that fully “segmented” solutions of arbitrary linear inverse prob-
lems can be found by minimizing an objective functional where the regularization term is
constructed using a nonsmooth nonconvex potential function. To prove that, we need to
assume the following additional condition:

(A6)
φ′′(t)

t2
strictly increases on (0,+∞) and lim

t↓0+

φ′′(t)

t2
= −∞.

We can state now the following result, the proof of which is outlined in Appendix A.1.

Theorem 1.3. Suppose that assumptions (A0)-(A6) hold. Then, any solution û ∈ X to
the minimization problem (1.1) satisfies

either |(Dû)i,j | = 0 or |(Dû)i,j | ≥ θ, ∀ i, j ∈ {1, . . . , N}, (1.13)
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42 Half-Linear Regularization for Nonconvex Total Variation

where 0 < θ < +∞ is the unique real value that solves φ′′ (θ) = −λµθ2‖f‖2X , with µ being
a constant such that µ ≥ 1.

Although θ is not given explicitly, this theorem provides interesting theoretical justifi-
cation. We can consider the restoration of piecewise constant images where the number of
the regions and their values are not fixed in advance from noisy and blurred data obtained
at the output of a linear operator.

Theorem 1.3 is based on a similar result in [140], where Nikolova et al. showed the same
property but under different conditions. To compare both results, any twice continuously
differentiable function5 satisfying Nikolova’s requirements also meets (A1)-(A6) and, thus,
our theorem follows. However, φ1 in Table 1.1 is a good counterexample to show that the
other way around is not always satisfied.

1.4 The Proposed Dual Algorithm

For solving the minimization problem (1.12), we propose Algorithm 1.1, which exploits
the properties of the half-linear regularization by alternating minimizations over u and ω.

Algorithm 1.1 Proposed dual algorithm

u0 = f
repeat

ωn+1 = arg minω J
∗ (un, ω) = φ′ (|Dun|)

un+1 = arg minu J
∗ (u, ωn+1

)
until convergence

On the one hand, when un is known and fixed, Theorem 1.2 states that the minimizer
of J∗ (un, ω) with respect to the dual variable ω ∈ (0, α]N

2
is explicitly given by

ωn+1
i,j = φ′

(
| (Dun)i,j |

)
, ∀i, j ∈ {1, . . . , N}. (1.14a)

On the other hand, once ωn+1 is known and fixed, the minimization problem

un+1 = arg min
u∈X

J∗
(
u, ωn+1

)
(1.14b)

is equivalent to the minimization of the weighted total variation regularization:

arg min
u∈X

N∑
i,j=1

wn+1
i,j | (Du)i,j |+

λ

2
‖f −Ψu‖2X ,

where ωn+1 plays the role of the weight distribution.

1.4.1 Convergence Analysis

The iterative procedure described in Algorithm 1.1 converts the original nonconvex mini-
mization problem into a sequence of convex minimization problems. As usual, convergence
is a key theoretical issue for iterative schemes. However, nonconvexity introduces theoreti-
cal deficiencies about the existence of a global minimizer and the convergence of minimizing
sequences {un}n≥0. In our case, it can be shown that {un}n≥0 converges to a stationary
point of (1.1) provided its stationary points are isolated. Otherwise, the accumulation

5In fact, Theorem 1.3 can be generalized to potential functions φ being C2 on (0,+∞) \ H, where H
is a finite set of points (possibly empty) with 0 /∈ H and such that if t ∈ H then φ′(t−) > φ′(t+) and
−∞ < limτ→t− φ

′′(τ) < limτ→t+ φ
′′(τ) ≤ 0.
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1.4. The Proposed Dual Algorithm 43

points of {un}n≥0 can be guaranteed to get arbitrarily close to the set of all stationary
points of J .

For every u ∈ X let us define the mapping

M(u) = arg min
v∈X

J∗ (v, ωu) , (1.15a)

where ωu = φ′ (|Du|). Note thatM is a point-to-set map that associates with every point
u ∈ X a subset of X (see [128] for more details about this class of mappings). This is
due to the fact that J∗ is not strictly convex with respect to its first variable and, thus,
it may have several minimizers. The procedure (1.14) is thus equivalent to the iterative
application of (1.15) from an initial point u0 ∈ X, that is

un+1 ∈M(un), (1.15b)

where it is not relevant which of the points in the set M(un) is assigned to un+1.

The fixed points ofM satisfy u ∈M(u). By the construction in (1.15), all fixed points
are minimizers of J∗ with respect to its first variable, but they are also stationary points
of J as stated in the following proposition. Its proof is outlined in Appendix A.2.

Proposition 1.4. Let us consider S = {u ∈ X : u ∈M(u)}, that is the set of fixed points
of M. Then, u ∈ S if and only if u is a stationary point of the primal functional J .

We can state now several results about the convergence of the proposed algorithm that
strengthen theoretically it. Our analysis proceeds in much the same way as in [51, 143].
We first show that the sequence {J(un)}n≥0 is decreasing and convergent, and that the
sequence {un}n≥0 has accumulation points. Under additional conditions, we prove that
{un}n≥0 converges to a stationary point of (1.1). The following theorem contains the
statements about the convergence of our algorithm. All proofs are in Appendix A.3.

Theorem 1.5. Let conditions (A0)-(A5) hold. From any initial point u0 ∈ X, let {un}n≥0

be any sequence generated by Algorithm 1.1 as described in (1.15). Then, the following
statements hold:

i) The sequence {J(un)}n≥0, with J(un) = J∗(un, ωn+1), decreases and converges to
J(û), where û is a stationary point of J .

ii) The sequence {un}n≥0 has convergent subsequences and their limits are stationary
points of J .

iii) ‖un+1 − un‖X → 0 as n→ +∞.

iv) Either {un}n≥0 converges to a stationary point of J or the accumulation points of
{un}n≥0 form a continuum6 in S.

v) If all stationary points of J are isolated, then {un}n≥0 converges to a stationary
point of J .

vi) There exists a sequence {ûn}n≥0 of stationary points of J such that it satisfies
limn→∞ ‖un − ûn‖X = 0.

vii) Let û be any isolated stationary point of J . If û is a strong local minimizer of J , then
there exists an open neighborhood of û, denoted by Nû, such that {un}n≥0 converges
to û for any u0 ∈ Nû.

6A nonempty compact connected metric space is called a continuum.
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44 Half-Linear Regularization for Nonconvex Total Variation

Remark 1.3. From the previous theorem, we can state the main conclusions about the
convergence of the proposed algorithm:

• From (v), the algorithm converges to a stationary point of J if all stationary points
are isolated.

• If it is not possible to ensure that all stationary points of J are isolated, then from
(ii) and (iv) either {un}n≥0 converges or its accumulation points form a continuum
in S. The algorithm also behaves well in the latter situation. Indeed, by (i) and
(vi), {J(un)}n≥0 converges and {un}n≥0 gets arbitrarily close to S.

• We cannot rigorously exclude the possibility that the sequence {un}n≥0 converges
to a saddle point, if such exists. However, this is very unlikely since, by (vii), any
isolated stationary point that is a minimum is locally attractor, whereas maxima
and saddle points are unstable. In fact, convergence to a maximum is only possible
if initialized there owing to (i).

Finally, let us emphasize that the above convergence analysis does not depend on the
numerical scheme used to solve the convex minimization problem (1.14b).

1.4.2 Algorithmic Details

In order to solve (1.14b) efficiently, we use the first-order primal-dual algorithm proposed
by Chambolle and Pock [33] that can be applied to a wide class of convex optimization
problems comprising ours.

We shall make use of the so-called proximity operator, a generalization of the projection
operator. More concretely, the proximity operator or proximal mapping of a proper, convex,
and lower-semicontinuous function ϕ is defined as

proxτϕ(x) = arg min
y

{
1

2τ
‖y − x‖2 + ϕ(y)

}
, (1.16)

where τ > 0 is a scaling parameter. Since the function to be minimized is strongly convex,
there exists an unique solution to (1.16). The previous definition indicates that proxτϕ(x)
is a point that compromises between minimizing ϕ and being close to x. For differentiable
functions and small values of τ , the proximal mapping behaves as a kind of gradient step,
that is, proxτϕ(x) ' x − τ∇ϕ(x). In this setting, the celebrated Moreau’s identity [134]
connects the proximity operator of a function and of its Lengendre-Fenchel transform (or
convex conjugate) in the following way:

x = proxϕ(x) + τprox 1
τ
ϕ∗

(x
τ

)
.

Let K : X → Y be a general continuous linear operator. Let F : Y → [0,+∞] and
G : X → [0,+∞] be proper, convex, and lower-semicontinuous functionals. Consider the
nonlinear primal problem

min
u∈X
{F (Ku) +G(u)}

and its associated saddle-point problem

min
u∈X

max
p∈Y
{〈Ku, p〉Y +G(u)− F ∗(p)} . (1.17)

Any solution (û, p̂) ∈ X × Y to (1.17) satisfies Kû ∈ ∂F ∗(p̂) and −K>p̂ ∈ ∂G(û), so the
iterates of the algorithm proposed by Chambolle and Pock are

pn+1 = proxσF ∗ (pn + σKūn) ,
un+1 = proxτG

(
un − τK>pn+1

)
,

ūn+1 = un+1 + θ
(
un+1 − un

)
.

(1.18)
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The algorithm thus consists in alternating a gradient ascent in the dual variable p and
a gradient descent in the primal variable u. The step-size parameters τ > 0 and σ > 0
are chosen such that τσ‖K‖2 < 1. Moreover, θ ∈ [0, 1] controls the over-relaxation in
u. A fundamental requirement in (1.18) is that the proximity operators have closed-form
solutions or can be effectively computed with a high precision.

We first emphasize that ϑ(ω) in (1.12b) is not involved in (1.14b) and, thus, our primal
problem is

arg min
u∈X


N∑

i,j=1

ωi,j |(Du)i,j |+
λ

2
‖f −Ψu‖2X

 .

Let K be defined as Ku = ωDu, the adjoint operator of which is K>p = −div (ωp). For
casting (1.14b) in the form (1.17), it remains to identify F and G and detail the proximity
operators in (1.18). For a better understanding, we exhibit first the case Ψ = Id.

Identity operator

If Ψ = Id, define F (Ku) = ‖Ku‖1 and G(u) = λ
2‖f − u‖

2
X . Therefore, the associated

saddle-point problem is

min
u∈X

max
p∈Y

{
〈u,−div (ωp)〉X +

λ

2
‖f − u‖2X − δP (p)

}
,

where P = {p ∈ Y : |pi,j | ≤ 1, ∀i, j} and δP is the indicator function of P defined as

δP (p) =

{
0 if p ∈ P,
+∞ if p /∈ P.

The proximity operator of F ∗ reduces to point-wise Euclidean projectors onto L2 balls:

p̂i,j =
pi,j

maxi,j{1, |pi,j |}
, ∀i, j ∈ {1, . . . , N}. (1.19)

Furthermore, proxτG can be computed point-wise using its Euler-Lagrange equation:

ûi,j =
ui,j + τλfi,j

1 + τλ
, ∀i, j ∈ {1, . . . , N}.

The iterative scheme for Ψ = Id is outlined in Algorithm 1.2.

Algorithm 1.2 Detailed algorithm for Ψ = Id

u0 = f
repeat

ωn+1 = φ′ (|Dun|), p0 = 0, v0 = un, v̄0 = v0

repeat

pk+1 =
pk + σωn+1Dv̄k

max {1, |pk + σωn+1Dv̂k|}

vk+1 =
vk + τdiv

(
ωpk+1

)
+ τλf

1 + τλ
v̄k+1 = (1 + θ) vk+1 − θvk

until convergence
un+1 = v

until convergence
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General case

For general linear operators, a convenient reformulation can be obtained by dualizing the
norm in the data-fidelity term. This introduces an additional dual variable q ∈ X, yielding

min
u∈X

max
p∈Y,q∈X

{
〈u,−div (ωp)〉X + 〈Ψu− f, q〉X − δP (p)− 1

2λ
‖q‖2X

}
.

We have F ∗(p, q) = δP (p) + 1
2λ‖q‖

2
X and G(u) = 0. The proximity operator of F ∗ can be

computed separately for each variable. For p ∈ Y we get the same result as in (1.19) and
for q ∈ X we obtain

q̂i,j =
qi,j

1 + σλ
, ∀i, j ∈ {1, . . . , N}.

Finally, since G = 0 and u is unconstrained, the proximity operator of G is the identity.
The general iterative scheme is outlined in Algorithm 1.3.

Algorithm 1.3 Detailed algorithm for a general linear operator Ψ

u0 = f
repeat

ωn+1 = φ′ (|Dun|), p0 = 0, q0 = 0, v0 = un, v̄0 = v0

repeat

pk+1 =
pk + σωn+1Dv̄k

max {1, |pk + σωn+1Dv̂k|}

qk+1 =
qk + σ

(
Ψv̄k − f

)
1 + σλ

vk+1 = vk + τ
(
div
(
ωpk+1

)
−Ψ>qk+1

)
v̄k+1 = (1 + θ) vk+1 − θvk

until convergence
un+1 = v

until convergence

1.5 Experimental Results, Discussion, and Comparison

In this section, we present a set of experimental results illustrating the performance of the
half-linear regularization. The aim is to show that, whatever may be the perturbations
to which an image is subjected, the proposed algorithm provides piecewise constant im-
ages with neat edges. A detailed performance comparison between our method and some
TV−based restoration algorithms is displayed, the half-quadratic approach by Charbon-
nier et al. [39] among themselves.

We left Algorithm 1.1 proceed until the relative error ‖un+1−un‖2/N2 became smaller
than 10−6. The initial weight was set to ω0

i,j = φ′(|(Df)i,j |) at each pixel, where f is the
observed data. The trade-off parameter λ and the scaling parameter α were estimated em-
pirically in all cases. Moreover, the tolerance for Chambolle-Pock’s scheme in Algorithms
1.2 and 1.3 was 10−4, and the parameters there were fixed to τ = σ = 1/

√
8 and θ = 1.

All standard deviations given in this section are relative to the intensity range [0, 255].

1.5.1 Edge-Detection Behaviour of the Dual Variable

Section 1.3 revealed that requirements (A3)-(A5) strengthen the role of the dual variable
as indicator of edges. This fact was experimentally checked by applying the proposed dual
approach for Ψ = Id.
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Noisy φ1 φ2 φ3 φ4

(
γ = 1

2

)
Figure 1.2: Weights associated to the denoised images obtained after applying the half-
linear approach for each potential function. The noisy image contains Gaussian noise of
standard deviation 10. The parameters were fixed to λ = 0.1 and α = 30. As expected,
the dual variable perfectly detects the edges of the underlying image.

A first example is given in Figure 1.2. We display the weight associated to each
potential function in Table 1.1 after applying our algorithm to a degraded image with
noise of standard deviation 10. For a better visualization, the dual variable is plotted in
grayscale, so that black pixels correspond to negligible weights (enhancement) whereas
white pixels stand for the largest ones (smoothing). Despite the noise, ω perfectly detects
the edges, contours, and the geometric details of the underlying image.

Figure 1.3 shows the restoration of a non-constant image. As it has been theoretically
justified, the solutions are piecewise constant images with neat edges. We also observe
that the potential function used in the experimentation influences the result. Indeed, some
image features are emphasized by some φ’s whereas they are omitted by some others. Note
that, in general, image regions with slight intensity variations are more regularized with φ1

than with the other potentials. It can be thought that this fact is due to limt↓0+ φ′′1(t) = 0
in (1.6) and, as a consequence, small gradients are not enhanced. Anyway, the behavior
of the dual variable can be supervised by the scaling parameter α, which controls the
magnitude of the gradient that one wants to preserve. In this sense, Figure 1.4 displays
the weights for several values of α. As the scaling parameter increases, more singularities
are penalized.

1.5.2 Image Restoration Using Different Potential Functions

Many nonconvex potential functions have been proposed in the literature as regularization
terms. We are interested in those listed in Table 1.1 satisfying conditions (A1)-(A6). In
the following, the optimal values of the trade-off parameter λ and the scaling parameter
α were chosen manually to maximize the so-called peak signal-to-noise ratio7 (PSNR).

Image denoising

Figure 1.5 displays an example on piecewise constant data corrupted with Gaussian noise of
standard deviation 25. Note that all potential functions behave similarly except φ4, which
performs significantly worse. The numerical results are quite impressive, since the RMSE
values have been reduced by one third whereas the PSNR values have been considerably
improved. Furthermore, the denoised images are visually close to the ground truth in all
cases. Therefore, the proposed model is able to remove the noise from the data and it
provides denoised images with closed constant regions surrounded by neat edges.

7The peak signal-to-noise ratio (PSNR) is the ratio between the reference signal and the recovered signal
in an image, given in decibels. The higher the PSNR, the closer the recovered image is to the original.

Its value is defined as PSNR = 10 log10

(
MAX2

MSE

)
, where MSE is the mean-squared error and MAX is the

maximum possible pixel value of the image. In our case, since the pixels are represented using 8 bits per
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φ1 φ2 φ3 φ4

(
γ = 1

2

)
Figure 1.3: Restored images (first row) and its associated weights (second row) obtained
after applying the proposed algorithm for each potential function. The observed data was
a noise-free image and the parameters were fixed to λ = 0.1 and α = 10. Note that pixels
have different weights depending on the potential function being used. On the other hand,
small gradients are more regularized with φ1 than with the other potential functions.

α = 10 α = 20 α = 30 α = 50

Figure 1.4: Weights associated to the results obtained after applying the proposed al-
gorithm with φ2 and for several values of α to a noise-free image. The dual variable
can be efficiently modelled by α, since it tunes the value of the gradient above which a
discontinuity is detected. As α increases, more gradients are penalized.

Once we have confirmed that the half-linear regularization works well on the class of
data related to the underlying image model, we want to check its performance on textured
images. Figure 1.6 shows that, as a consequence of Theorem 1.3, the algorithm provides
segmented-denoised images where high-frequency details such as texture are removed. In
fact, TV−based denoising algorithms are not able to distinguish between high-frequency
signals generated by texture from noise.

Image deconvolution

Deblurring is the problem of restoring an image that has been blurred and possibly cor-
rupted with noise. Deconvolution refers to the case where the blur to be removed is linear
and shift-invariant, so it may be expressed as a convolution with a point spread function.

sample, MAX = 255.
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Reference
Noisy

RMSE = 20.33
PSNR = 21.97

φ1

RMSE = 7.67
PSNR = 30.44

φ2

RMSE = 7.71
PSNR = 30.39

φ3

RMSE = 7.69
PSNR = 30.41

φ4 (γ = 0.9)
RMSE = 8.32
PSNR = 29.73

Figure 1.5: Joint denoising and segmentation of a piecewise constant image corrupted
with Gaussian noise of standard deviation 25. The results are close to each other, except
for φ4 that performs considerably worse. Despite the high noise level, the denoised images
are piecewise constant with neat edges and closed regions.

We suppose that the linear operator is given by Ψu = κ∗u, where κ is a Gaussian convolu-
tion kernel. In this case, we used Algorithm 1.3 to solve (1.14b), which requires convolving
twice with Gaussian functions. For large values of the standard deviation, this operation
in the spatial domain is extremely time consuming. This can be solved by working in the
Fourier domain where the convolution becomes a mere multiplication. In fact, the con-
volution with a normalized Gaussian can be implemented exactly in the discrete Fourier
domain [135].

We first display an example of deconvolution of a piecewise constant image. The
observed data was simulated by convolving the ground truth with a Gaussian kernel of
standard deviation 5. Figure 1.7 shows the restored images for each potential function.
We observe that all results are of high quality since the blur has been completely removed
while edges have been enhanced. Therefore, images look clear and are visually close to
the ground truth.

Figure 1.8 illustrates the restoration of a textured image, which was convolved with a
Gaussian kernel of standard deviation 3. In this case, our algorithm provides segmented
images from blurred data and, thus, the problems of segmentation and deconvolution are
solved jointly.

1.5.3 Half-Quadratic Regularization versus Half-Linear Regularization

The differences between the half-quaratic and the half-linear regularizations have been
thoroughly explained in this chapter. However, let us exhibit numerically benefits, limita-
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Reference
Noisy

RMSE = 10.00
PSNR = 28.14

φ1

RMSE = 5.27
PSNR = 33.69

φ2

RMSE = 5.31
PSNR = 33.63

φ3

RMSE = 5.26
PSNR = 33.72

φ4

(
γ = 1

2

)
RMSE = 5.27
PSNR = 33.69

Figure 1.6: Joint denoising and segmentation of a textured image corrupted with Gaussian
noise of standard deviation 10. As expected, the algorithm provides segmented-denoised
images with neat edges, where high-frequency details are not preserved. This is the case
of the house bricks.

tions, and complementarities of both methods. We implemented in C/C++ the algorithm
proposed in [39] with the potential function φGM = t2/(1 + t2), which satisfies all edge-
preserving requirements for half-quadratic regularization. Note that φGM is nonconvex but
smooth. For our algorithm, we used φ1 from Table 1.1, which in fact satisfies φ1 =

√
φGM .

First, we tested both algorithms on a piecewise constant image corrupted with Gaus-
sian noise of standard deviation 20. The parameters λ and α were chosen manually to
maximize the PSNR for each method. Figure 1.9 reveals that the result provided by the
half-quadratic criterion becomes cartoon-like because of over-smoothing and, thus, some
important details have been blurred. This phenomenon does not happen in our case since
image features are highly preserved and edges look clear. These assertions are confirmed
by the RMSE and PSNR values, for which our model has better performance.

Both methods were also used to denoise a textured image corrupted with Gaussian
noise of standard deviation 10. Figure 1.10 displays the result for each algorithm. In
general terms, our approach provides a piecewise-constant denoised image, whereas the
result provided by half-quadratic is piecewise smooth. Note also that important artifacts
in the sky appear in the latter case. The half-linear regularization is also superior in terms
of the error. Anyway, both methods remove high-frequency details such as texture.

In practice, the previous examples suggest that our model is more robust, specially
at edges. To show the robustness, the trade-off parameter was voluntary bad adjusted,
λ = 10−4, and both algorithms were run for the same number of iterations. One sees in
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Reference Convolved φ1

φ2 φ3 φ4 (γ = 0.5)

Figure 1.7: Joint deconvolution and segmentation of a piecewise constant image convolved
with Gaussian kernel of standard deviation 5. In all cases, the blur has been removed while
the edges and other image features have been enhanced. The results are thus piecewise
constant images close to the ground truth.

Reference Convolved φ1

φ2 φ3 φ4 (γ = 0.5)

Figure 1.8: Joint deconvolution and segmentation of a textured image convolved with
Gaussian kernel of standard deviation 3. The results are segmented images where the blur
has been completely removed.
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Reference
Noisy

RMSE = 16.37
PSNR = 23.85

Half-quadratic
RMSE = 6.62
PSNR = 31.72

Half-linear
RMSE = 6.03
PSNR = 32.52

Figure 1.9: Comparison between half-quadratic and half-linear regularizations for denois-
ing a piecewise constant image corrupted with Gaussian noise of standard deviation 20.
The values of the parameters were fixed to λ = 0.09 and α = 20 for the half-quadratic
model, and to λ = 0.03 and α = 20 for the proposed one. Note that our result better
approaches the ground truth since edges are sharper and the overall image looks clearer.
The denoised image provided by the half-quadratic model suffers from over-smoothing
and, as a consequence, image features are blurred.

Reference
Noisy

RMSE = 10.00
PSNR = 28.14

Half-quadratic
RMSE = 5.47
PSNR = 33.38

Half-linear
RMSE = 5.27
PSNR = 33.69

Figure 1.10: Comparison between half-quadratic and half-linear regularizations for de-
noising a textured image corrupted with Gaussian noise of standard deviation 10. The
parameters were fixed to λ = 0.9 and α = 25 for the half-quadratic model, and to λ = 0.2
and α = 45 for the proposed one. The result provided by the half-quadratic criterion
presents artifacts in the sky. On the other hand, both algorithms remove high-frequency
details giving rise to denoised-segmented solutions.

Figure 1.11 that the restored noise-free image has been more regularized with the half-
quadratic than with the half-linear approach. It is clear that the asymptotic behavior of
half-linear is a piecewise-constant image. On the contrary, the asymptotic behavior of half-
quadratic is an isotropically-smoothed image. Consequently, the half-quadratic criterion
yields to an over-smoothing process in such a way that image features are partially or
completely removed. Our approach is able to preserve the edges, even when the role of
the fidelity-term in the energy functional is almost insignificant.

1.5.4 Comparison with TV−Based Image Denoising Algorithms

The image denoising problem has been intensively studied during the last two decades and
numerous algorithms have been proposed. We are interested in those arranged in the class
of variational methods based on the widely mentioned Rudin-Osher-Fatemi model [157].
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Reference Half-quadratic Half-linear

Figure 1.11: Robust restoration of a noise-free image. Both algorithms were run for the
same number of iterations and the trade-off parameter was fixed to be voluntary small,
λ = 10−4. Note that the half-quadratic criterion annihilates most of the edges and image
features. On the contrary, the asymptotic behavior of the half-linear regularization yields
a piecewise constant image.

Book Building Cameraman Chairs Phantom Testcard

Figure 1.12: Set of grayscale images used to compare the half-linear approach with state-
of-the-art TV−based image denoising methods.

A detailed comparison between our method and some TV-based denoising algorithms is
thus performed.

We compare with the Chambolle’s projection algorithm [31], the Split Bregman method
[181], and the half-quadratic approach [39]. Reliable software and online demos on the
two first approaches can be found at Image Processing On Line (IPOL) webpage3 [60, 77].
In all cases, the trade-off parameter λ was selected manually to maximize the PSNR.
Other algorithm-specific parameters were fixed as given in the corresponding papers. The
proposed method used φ3 as potential function. The study was led on the noise-free images
displayed in Figure 1.12. All algorithms were processed on the noisy images obtained from
the original ones after adding white Gaussian noise of several standard deviations, and
the results were saved in integer values relative to the intensity range [0, 255].

Table 1.2 displays the RMSE and the PSNR values of the noisy data and of the de-
noised images obtained after applying all compared techniques on images from Figure
1.12 corrupted with different noise levels. In all cases, the proposed algorithm provides
the best result, which is more than evident as the noise level increases (see Table 1.2a).
It is important to remark the superiority of the half-quadratic and the half-linear regu-
larizations on piecewise-constant images, such as Phantom in Table 1.2b, being our result
the best one also in these cases. On the other hand, we note that the performance of
all methods on images with high-frequency details, such as Building in Table 1.2b, is less
impressive. This can be easily justified by taking into account that TV−based methods
cannot distinguish between high frequencies due to texture from those due to noise. In
these cases, it is more appropriate to use a patch-based algorithm which, on the contrary,
has much greater computational complexity and is usually much more slower than total
variation.

In general, a low performance in the RMSE and PSNR values also entails a rejection
by a human visual inspection. In spite of this, any numerical criterion cannot fully replace
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σ
Noisy Chambolle Split Bregman Half-quadratic Half-linear

RMSE PSNR RMSE PSNR RMSE PSNR RMSE PSNR RMSE PSNR

5 4.85 34.45 3.59 37.27 4.25 35.66 3.36 37.91 3.11 38.80
10 9.60 28.51 5.94 32.79 6.69 31.69 5.48 33.56 5.13 34.22
15 14.31 25.04 8.01 30.16 8.91 29.18 7.43 30.90 6.98 31.43
20 18.88 22.63 9.90 28.31 11.06 27.31 9.39 28.81 8.71 29.47
25 23.40 20.77 11.65 26.90 13.14 25.83 11.45 27.08 10.36 27.93
30 27.77 19.28 13.42 25.67 15.33 24.50 13.59 25.59 11.97 26.66

Avg. 16.47 25.11 8.75 30.18 9.90 29.03 8.45 30.64 7.71 31.42

(a) For each value of the standard deviation, the averages of both the RMSE and the PSNR over
all images in Figure 1.12 are displayed.

Image
Noisy Chambolle Split Bregman Half-quadratic Half-linear

RMSE PSNR RMSE PSNR RMSE PSNR RMSE PSNR RMSE PSNR

1 17.38 24.65 7.21 31.50 8.09 30.44 7.76 31.06 6.99 31.88
2 17.03 24.82 10.50 28.38 11.23 27.79 10.34 28.73 9.57 29.28
3 16.81 24.91 9.00 29.64 10.04 28.68 8.92 29.91 8.26 30.46
4 16.47 25.03 8.80 29.98 9.95 28.93 8.62 30.27 7.88 30.96
5 14.24 26.41 7.20 32.33 9.22 30.03 5.77 34.21 5.29 35.31
6 16.89 24.85 9.80 29.26 10.85 28.30 9.31 29.68 8.27 30.62

Avg. 16.47 25.11 8.75 30.18 9.90 29.03 8.45 30.64 7.71 31.42

(b) For each image in Figure 1.12, the averages of both the RMSE and the PSNR over all standard
deviations are displayed.

Table 1.2: Comparison of RMSE and PSNR values obtained by the half-linear criterion
and some TV−based denoising algorithms on the images from Figure 1.12. In all cases,
our approach provides the best numerical result, which is more than evident as the noise
level increases.

human evaluation, which still is an important criterion for judging the performance of de-
noising algorithms. A first example on the piecewise-constant Phantom image is displayed
in Figure 1.13, where the observed data contains Gaussian noise of standard deviation 30.
Note that the denoised images provided by all techniques except ours are over-smoothed
and, thus, edges look blurred. Furthermore, Chambolle’s and Split Bregman methods
suppress important image features. On the contrary, the proposed algorithm achieves to
completely remove the high-level noise while sharpening the edges. Accordingly, the over-
all denoised image looks the best. Figure 1.14 displays a second example on the Building
image corrupted with Gaussian noise of standard deviation 15. All denoised images are
visually similar, although the result by the half-quadratic criterion presents several arti-
facts on the sky. As pointed out in the analysis based on the metrics, all methods fail to
recover texture such as the trees in front of the building entrance.

1.5.5 Extension to Color Images

For color images, the standard dual definition of the vectorial total variation introduced
by Blomgren and Chan [20] is used in place of the total variation, namely

VTV(u) =
N∑

i,j=1

√√√√ C∑
k=1

|(Duk)i,j |2,

where u = (u1, . . . , uC) is the sought vector-valued image, with uk ∈ RN×N for each
k ∈ {1, . . . , C}, and C is the number of color channels. The dual energy (1.12b) is

J∗ (u, ω) =
N∑

i,j=1

ωi,j
√√√√ C∑

k=1

|(Duk)i,j |2 + ϑ(ωi,j)

+
λ

2
‖f −Ψu‖2X ,
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Reference Noisy Chambolle

Split Bregman Half-quadratic Half-linear

Figure 1.13: Denoising Phantom image corrupted with Gaussian noise of s.d. 30. All
results except ours suffer from over-smoothing and, thus, the denoised images become
cartoon-like. Some image features have been almost suppressed by Chambolle’s and Split
Bregman methods. On the other hand, our result best approaches the original image
because the noise has been completely removed and the overall image looks clear.

Reference Noisy Chambolle

Split Bregman Half-quadratic Half-linear

Figure 1.14: Denoising Building image corrupted with Gaussian noise of s.d. 15. The
results are visually close to each other, although the denoised image by half-quadratic
criterion presents important artifacts on the sky. The performance of all techniques on
images with high-frequency details is not entirely good. Indeed, the texture of the trees
in front of the building entrance is not recovered from the noisy data.
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Reference
Noisy

RMSE = 14.98
PSNR = 24.63

Chambolle
RMSE = 6.61
PSNR = 31.73

Half-linear
RMSE = 6.06
PSNR = 32.48

Figure 1.15: Denoising a color image corrupted with Gaussian noise of standard deviation
15. Our result better preserves edges and it looks clearer than the image by Chambolle’s
algorithm. Indeed, the letters from the cover book are blurred in the latter case.

where f = (f1, . . . , fC) is the observed color data and ωi,j = φ′
(√∑

k |(Duk)i,j |2
)

is the

weight. It is straightforward to adapt Algorithms 1.2 and 1.3 to the vectorial case.
In order to illustrate the behavior of the half-linear regularization, Figure 1.15 displays

an example of color denoising for an image corrupted with Gaussian noise of standard
deviation 15. We used φ3 as potential function and we compare with Chambolle’s pro-
jection method. As in the grayscale case, the denoised image provided by Chambolle’s
algorithm suffers from over-smoothing since some details are blurred. Indeed, note the
loss of information on the letters from the cover book. On the contrary, our result looks
clearer and image features are better preserved.

1.6 Concluding Remarks

In this chapter, we have proposed the half-linear regularization to minimize objective func-
tionals composed of a quadratic data-fidelity term involving an arbitrary linear operator,
and a nonsmooth nonconvex regularization term that depends on the norm of the gradient
of the image to be recovered. By imposing some hypotheses on the potential function,
we have proved the existence of solution to the minimization problem. Furthermore,
our approach introduces a closed-form auxiliary variable that correctly detects edges and
preserves them from smoothing. Accordingly, we have presented a dual optimization algo-
rithm that converts the primal problem into a sequence of convex optimization problems.
Because of the properties of the minimizers, the solutions are piecewise constant images
with neat edges, where the number of the regions and their values are not fixed in advance
from noisy and blurred data. We have validated the proposed strategy with theoretical
results and we established convergence properties for our algorithm.

An important issue that should be kept in mind is that our approach limits the eligible
potential functions to concave ones. This may be seen as both a limitation and an impor-
tant contribution. Indeed, the concavity, which cannot be handled with the half-quadratic
regularization, provides remarkable benefits in the image restoration field. Concave po-
tential functions allow solving jointly the segmentation and the restoration of images from
noisy and blurred data in the context of regularized ill-posed inverse problems.

The experiments have convincingly shown that the half-linear regularization outper-
forms TV−based image restoration algorithms for recovering piecewise constant images
from noisy and blurred data. The proposed approach could be extended to other image
processing problems involving total variation penalties. Another point for future work will
be studying in detail its extension to vector-valued images. Finally, it would be interest-
ing to test a continuation-like strategy in the numerical minimization of the nonsmooth
nonconvex energy functional.
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Chapter 2

Collaborative Total Variation for Vector-Valued Images

Even after over two decades, the total variation [157] remains one of the most popular
regularizations for image processing problems and has sparked a tremendous amount of
research, particularly to move from scalar to vector-valued functions. In this chapter,
we propose an unifying framework based on collaborative sparsity enforcing norms that
naturally incorporates (local and nonlocal) vectorial TV models from literature. More
concretely, we consider the gradient of a color image as a three-dimensional matrix or
tensor with dimensions corresponding to the spatial extent, the differences to other pixels,
and the spectral channels. The smoothness of this tensor is then measured by taking
different norms along the different dimensions. Depending on the type of these norms,
one obtains very different properties of the regularization, leading to novel TV models for
vector-valued images. We call this class of regularizations collaborative total variation. On
the theoretical side, we characterize the dual norm, the subdifferential, and the proximal
mapping of the proposed regularizers. We further prove, with the help of the generalized
concept of singular vectors initiated in [16], that an `∞ channel coupling leads to the
strongest channel correlation and has the greatest potential to reduce color artifacts.

This chapter is organized as follows. We first introduce in Section 2.1 the state of
the art related to vectorial total variation. We detail in Section 2.2 the discrete convex
optimization problem we are concerned with. Section 2.3 introduces the definition of
collaborative norm and develops some general properties which play a direct role when
computing optimality conditions of regularized ill-posed inverse problems. In Section 2.4,
we summarize the current literature on different definitions for extending the (local and
nonlocal) TV to multichannel images. All of them are analyzed as special cases of our
approach. We investigate in Section 2.5 which channel coupling leads to the strongest
correlation, makes the most prior assumptions, and has the greatest potential to reduce
color artifacts. In Section 2.6, we give detailed explanations on how to determine minimiz-
ers of typical image processing problems using collaborative TV as a prior. Particularly,
we write down the proximity operators for all types of regularizations discussed in this
chapter. We compare different collaborative TV methods in numerical experiments for
denoising, deblurring, and inpainting of color images in Section 2.7, before drawing some
conclusions and potential lines of future work in Section 2.8.

2.1 Introduction

The idea of the vectorial total variation is to extend the classical definition of TV to
vector-valued functions u : Ω → RC , where Ω ⊂ RM is the image domain and C stands
for the number of spectral components of u.

A major decision with color images is how to couple channels. A straightforward

57



58 Collaborative Total Variation for Vector-Valued Images

approach proposed by Blomgren and Chan [20] consists in using a global channel coupling
by penalizing the `2 norm of the TV contributions across channels. However, local coupling
outperforms global coupling in many theoretical and practical aspects [101]. For this
reason, most of the methods in color image reconstruction used an `1 or `2 norm to
penalize the scalar total variation of the channels at each pixel [10, 24]. Importantly,
Bresson and Chan [24] extended the dual formulation described in (15) from grayscale to
vector-valued functions as follows:

VTV(u) = sup

{∫
Ω

C∑
k=1

uk(x) div (ξk(x)) dx : ξ = (ξ1, . . . , ξC) ∈ C1
c

(
Ω,RC×M

)
;

ξk : Ω→ RM , ∀k ∈ {1, . . . , C}; ‖ξ(x)‖ ≤ 1, ∀x ∈ Ω

}
,

from where one obtains very different vectorial TV regularizations depending on the norm
applied to the dual variable. For instance, ‖ξ(x)‖ = maxk ‖ξk(x)‖2 is equivalent to
summing up the contribution of each channel separately [10], being its main drawbacks
color smearing and edge distortion. Another relevant case considered in [24] follows from

‖ξ(x)‖ =
√∑

k ‖ξk(x)‖22, which introduces a weak channel coupling at each pixel favour-

ing gray-value structures over colored ones. Additionally, some interesting approaches
incorporate a change of color space [36, 49] in the definition of the vectorial total varia-
tion.

Further versions of vectorial TV are based on the singular values of the Jacobian at
each pixel, that is, the submatrix obtained by fixing a pixel location and looking at the
remaining structure in the channel and derivative dimensions [114, 156, 160, 167]. For
typical color images, one penalizes the `p norm of the singular values, called Schatten
p−norm, of matrices of the form(

∂x1u1(x) ∂x1u2(x) ∂x1u3(x)
∂x2u1(x) ∂x2u2(x) ∂x2u3(x)

)
,

where x = (x1, x2). It was shown in [81] that the natural choice for vectorial TV that
arises from geometric measure theory is the Schatten ∞−norm, that is, the penalization
of the largest singular value. Another important case is the nuclear norm or Schatten
1−norm [113, 114] that follows from the penalization of the singular values with the help
of the `1 norm. In fact, the nuclear norm is a convex relaxation of minimizing the rank of
the Jacobian at each pixel [151], so the gradients of different color channels are encouraged
to point into the same direction.

There is much less work regarding the extension of nonlocal regularization, which was
pioneered in a variational formulation by Osher et al. [78, 79, 106] based on the success
of the nonlocal-means denoising algorithm [25], to color images. In particular, Gilboa and
Osher [80] introduced the one-homogeneous nonlocal total variation (NLTV) model for
grayscale images by penalizing the nonlocal gradient ∇ωu(x,y) = (u(y)− u(x))

√
ω(x,y),

with ω(x,y) being a weight distribution, independent of u, that computes the similarity
between patches centered at x and y. In the literature that uses neighborhood filters
for color image processing, it is common to first compute the similarity weights using all
channels at the same time, but then applying the NLTV regularization to each channel
separately. Interestengly, [54] is the only work on coupling color channels in an NLTV
approach we are aware of. In particular, the authors of [54] proposed to couple the
spectral components in analogy to [20]:√√√√ C∑

k=1

(∫
Ω

√∫
Ω

(uk(y)− uk(x))2 ω(x,y) dy dx

)2

.
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2.1. Introduction 59

In this chapter, we will show not only improvements for the vectorial local TV but also
for the vectorial NLTV by using more sophisticated coupling schemes.

In the community of compressed sensing, the key idea is the reconstruction of sparse
signals by penalizing with the `1 norm. Therefore, after discretization, the total variation
can be interpreted as looking for an image for which the gradient is sparse. More recently,
the research has focused on the the so-called collaborative sparsity [185]. The general idea
is that if a matrix A ∈ Rn×m has the property that many rows are entirely zero, but if a
row contains a nonzero entry the other entries are likely to be nonzero as well, then we

can use the group lasso or `2,1 regularization, namely ‖A‖2,1 =
∑n

i=1

√∑m
j=1(Ai,j)2. In

this sense, the isotropic total variation for grayscale images given in (16) exactly coincides
with the `2,1 norm of the gradient. Indeed, it is well known that the isotropic TV leads to
piecewise constant images (row sparse A), but prefers round shapes (both image derivatives
being nonzero, that is, both entries in a row of A being nonzero). Therefore, from a
compressed sensing point of view, all classical total variation methods model different
types of collaborative sparsity.

Motivated by the above ideas in compressed sensing, we propose a general and intuitive
framework that allows us not only to handle pre-existing vectorial total variation models
but also to introduce some new interesting regularizations for color image processing. Our
idea is that, in a discrete setting, the gradient of a vector-valued image is nothing but
a three-dimensional matrix or tensor with the dimensions corresponding to the spatial
extent, the derivatives considered as linear operators containing the differences to other
pixels, and the spectral channels. The energy or smoothness of this tensor can be measured
by taking different norms along the different dimensions. Although only `1 and `2 channel
couplings have been used so far, it makes sense to look at vectorial TV regularizations as
applying the more and more popular mixed matrix norms [109] to the (local or nonlocal)
gradient of the image. In particular, methods with an `∞ part have attracted some
attention in compressed sensing since they impose an even stronger collaboration [67, 95].
Our framework also incorporates the Schatten p−norms for the regularization of the two-
dimensional matrices arising by fixing one position in one of the dimensions (typically, in
the pixel dimension) of the proposed three-dimensional structure.

Let us indicate that the work developed in this chapter is the object of the submitted
article [61] and of the reproducible research article [63], with available source code and
online demo for color image denoising at Image Processing On Line webpage3. Some parts
related to the NLTV model were presented at the international conference of Energy Min-
imization Methods on Computer Vision and Pattern Recognition 2015 (EMMCVPR’15)
[62]. The major contributions included in this chapter are summarized as follows:

• The introduction of a large family of convex energy functionals that generalize the
(local and nonlocal) scalar TV to vector-valued images. We use collaborative spar-
sity to model different types of vectorial TV which are then used in a variational
formulation to provide regularized solutions to ill-posed inverse problems in color
imaging. We call this family of regularizers collaborative total variation (CTV).

• The definition of general collaborative sparsity enforcing norms and the characteri-
zation of their dual norms as well as their subdifferentials, which play a direct role
in computing optimality conditions of several regularized problems.

• The proof, with the help of the generalized concept of singular vectors [16], that
an `∞ channel coupling leads to the strongest correlation, makes the most prior
assumptions, and has the greatest potential to reduce color artifacts.

• The proposal of sophisticated collaborative norms that lead to novel methods for
color images. All variants can be solved very efficiently by using the same splitting
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60 Collaborative Total Variation for Vector-Valued Images

scheme, for instance, the primal-dual hybrid gradient (PDHG) method [33, 68, 190].
Since the key to obtaining a fast PDHG algorithm is an efficient evaluation of the
proximity operators, they are provided in detail.

• An extensive experimental evaluation of CTV methods on several image process-
ing problems such as denoising, deblurring, or inpainting. In particular, a de-
tailed performance comparison in color Gaussian denoising using images from several
databases with very different inherent properties is provided.

2.2 Problem Formulation and Notations

We will consider discrete versions of the total variation for the remainder of this chapter
unless otherwise stated. Let us define the Euclidean spaces X = RN×C and, up to a
permutation of the dimensions, Y = RN×M×C . In this setting, N is the number of pixels
of the image, M is the number of directional derivatives, and C is the number of spectral
components. A color image is thus defined as a two-dimensional matrix of size N × C
denoted by u = (u1, . . . ,uC) ∈ X, with uk = (u1,k, . . . , uN,k)

> ∈ RN for each channel
k ∈ {1, . . . , C}. On the other hand, we also consider the linear operator D : X → Y
such that Du ∈ Y is a three-dimensional matrix or tensor. We use the colon to denote
all elements along one dimension. For example, the `p norm of A ∈ Y with respect to its
third dimension reads ‖Ai,j,:‖pp =

∑
k |Ai,j,k|p.

The general problem we are concerned with is

arg min
u∈X
‖Du‖~b,a +G(u), (2.1)

where G : X → R is a proper, convex, and lower semicontinuous functional and ‖ · ‖~b,a is
a collaborative sparsity enforcing norm penalizing the gradient of the color image to be
detailed later. To have a terminology close to the scalar case, we use the term gradient
also for vector-valued functions in which case it refers to taking the derivatives in all
components and all directions, that is, to the Jacobian of a multichannel image.

2.3 Collaborative Total Variation Regularization

In the following, we introduce a novel regularization family for solving inverse problems in
color image processing within a variational setting. The proposed models are based on the
use of collaborative sparsity enforcing norms, which will be abbreviated as collaborative
norms, defined below.

2.3.1 Definition of Collaborative Norm

By considering the derivatives of a color image as a linear operator, one obtains a three-
dimensional matrix or tensor with one dimension corresponding to the pixels in the image,
one dimension corresponding to the directional derivatives, and one dimension correspond-
ing to the color channels. The following two examples illustrate how the proposed structure
applies for local and nonlocal gradients of an image.

Example 2.1. For illustrative purposes, suppose that a color image given on a rectangular
domain of size Nw×Nh has been rearranged from left to right and from top to bottom into
a matrix u ∈ RN×3. Consider D in (2.1) to be the local gradient computed via forward
differences along horizontal and vertical directions. Then, the submatrix obtained by
fixing the n−th pixel is(

un+1,1 − un,1 un+1,2 − un,2 un+1,3 − un,3
un+Nw,1 − un,1 un+Nw,2 − un,2 un+Nw,3 − un,3

)
.
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2.3. Collaborative Total Variation Regularization 61

Example 2.2. Let us see how a neighborhood filter fits in our framework for a color
image with four pixels. Let D in (2.1) be defined as the nonlocal gradient with respect to
a weight function ω, which measures the similarity between two pixels in the image. In
this case, we have N = 4, M = 4, and C = 3. Contrary to the previous example, we fix
here the color dimension to the k−th channel. Therefore, the remaining two-dimensional
submatrix along pixel and derivative dimensions is

0 ω1,2 (u1,k − u2,k) ω1,3 (u1,k − u3,k) ω1,4 (u1,k − u4,k)
ω2,1 (u2,k − u1,k) 0 ω2,3 (u2,k − u3,k) ω2,4 (u2,k − u4,k)
ω3,1 (u3,k − u1,k) ω3,2 (u3,k − u2,k) 0 ω3,4 (u3,k − u4,k)
ω4,1 (u4,k − u1,k) ω4,2 (u4,k − u2,k) ω4,3 (u4,k − u3,k) 0

 .

In general, the previous matrix is of size N ×N . However, one usually uses a few nonzero
weights in practical applications. Let us also emphasize that the above expression gener-
alizes the definition of local gradient given in Example 2.1. Indeed, we only need to define
the weights ωn,k to be all zero except those corresponding to the right and lower neighbors
of each pixel, which are equal to one.

Although in the literature only `1 and `2 norms have been mainly used so far, it makes
sense to look at vectorial TV as applying the more and more popular mixed norms to
the gradient of the image (see [67, 95, 109] and references therein). For a general tensor
A ∈ Y , we introduce the following family of norms.

Definition 2.1. Let ‖·‖a : RN → R be any vector norm and ‖·‖~b : RM×C → R any matrix
norm. Then, the collaborative norm of A ∈ Y , which will be denoted by ‖ · ‖~b,a : Y → R,
is defined as

‖A‖~b,a = ‖v‖a, with vi = ‖Ai,:,;‖~b, ∀i ∈ {1, . . . , N}, (2.2)

where Ai,:,: is the (two-dimensional) submatrix obtained by stacking the second and third
dimensions of A at the i−th position in the first dimension.

Two relevant cases immediately arise from the proposed framework.

Example 2.3. By first taking the `p norm to one of the dimensions of A, then the `q

norm along one of the two dimensions of the remaining matrix and, finally, the `r norm
to the remaining vector, we obtain the `p,q,r norm defined as

‖A‖p,q,r =

 N∑
i=1

 M∑
j=1

(
C∑
k=1

|Ai,j,k|p
)q/pr/q


1/r

. (2.3)

In (2.3), any of the indices p, q, or r being equal to infinity means taking the maximum
of the absolute values along the corresponding dimension. Note that the `p,q,r norm arises
from (2.2) by taking ‖ · ‖~b as the matrix `p,q norm and ‖ · ‖a as the vectorial `r norm.

Example 2.4. Another important case consists in penalizing with the help of the `p

norm the singular values of the matrices Ai,:,: arising from each position i along one of the
dimensions of A, the so-called Schatten−p norm, and then applying the `q norm along the
remaining vector. Accordingly, we define the (Sp, `q) norm as

(Sp, `q)(A) =

 N∑
i=1

∥∥∥∥∥∥∥
 Ai,1,1 · · · Ai,1,C

...
. . .

...
Ai,M,1 · · · Ai,M,C


∥∥∥∥∥∥∥
q

Sp


1/q

. (2.4)

Note that the (Sp, `q) norm is obtained from (2.2) by considering ‖ · ‖~b to be the matrix
Schatten-p norm and ‖ · ‖a, the vectorial `q norm.
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62 Collaborative Total Variation for Vector-Valued Images

Since the collaborative norms defined in (2.2) are non invariant to permutations of the
dimensions, we introduce the notation ‖A‖~b,a(col, der, pix) for first applying the matrix

norm ‖ · ‖~b to the submatrix obtained by fixing each pixel and looking at the remaining
derivative and channel dimensions, and then using the vectorial norm ‖ ·‖a along the pixel
dimension. In particular, we use `p,q,r(col, der, pix) for the class of norms defined in (2.3),
and (Sp(col, der), `q(pix)) for those given in (2.4). With these notations, the abbreviations
col, der, and pix stand for color, derivative, and pixel, respectively. Although collaborative
norms do not depend on whether the local or the nonlocal gradient is considered, we
sometimes use `p,q,rω to emphasize that we are penalizing the `p,q,r norm of the nonlocal
gradient of the image.

Importantly, note that our framework covers any transform along each of the dimen-
sions, in particular, allows us to incorporate color space transforms before applying any
collaborative norm.

2.3.2 General Properties of Collaborative Norms

It is well known that duality plays a direct role in computing optimality conditions of
several regularized ill-posed inverse problems. The following result characterizes the dual
norm to any collaborative norm.

Theorem 2.1. Let ‖ ·‖~b∗ and ‖ ·‖a∗ denote the dual norms to ‖ ·‖~b and ‖ ·‖a, respectively.
Consider A ∈ Y and define v ∈ RN such that vi = ‖Ai,:,:‖~b∗ for each i ∈ {1, . . . , N}. If
‖v‖a∗ only depends on the absolute values of v′is, then the dual norm to ‖ · ‖~b,a, which will

be denoted by ‖ · ‖~b∗,a∗, is

‖A‖~b∗,a∗ = ‖v‖a∗ , with vi = ‖Ai,:,;‖~b∗ , ∀i ∈ {1, . . . , N}. (2.5)

In other words, the dual norm of the composite is the composite of the dual norms.

Proof. We aim at proving that

sup
{
〈A,B〉 : B ∈ Y, ‖B‖~b∗,a∗ ≤ 1

}
= ‖A‖~b,a,

where ‖·‖~b∗,a∗ is defined in (2.5). Let B ∈ Y satisfying ‖B‖~b∗,a∗ ≤ 1 be fixed but arbitrary,

and define v
~b
i = ‖Ai,:,:‖~b and v

~b∗
i = ‖Bi,:,:‖~b∗ for each i ∈ {1, . . . , N}. Applying Hölder

inequality for both ‖ · ‖~b and ‖ · ‖a norms yields

〈A,B〉 =

N∑
i=1

M∑
j=1

C∑
k=1

Ai,j,kBi,j,k ≤
N∑
i=1

‖Ai,:,:‖~b‖Bi,:,:‖~b∗ = 〈v~b, v~b∗〉

≤ ‖v~b‖a‖v
~b∗‖a∗ = ‖A‖~b,a‖B‖~b∗,a∗ ≤ ‖A‖~b,a.

The proof reduces now to show that the equality holds for some of these B’s.
Since ‖ · ‖a∗ is the dual norm to ‖ · ‖a, there exists some z ∈ RN , ‖z‖a∗ ≤ 1, such that

〈v~b, z〉 = ‖v~b‖a. We can additionally assume that zi ≥ 0 for all i ∈ {1, . . . , N}. Indeed,
suppose that zj < 0 for some j ∈ {1, . . . , N} and define z̃ as follows:

z̃i =

{
zi if i 6= j,
−zi if i = j,

∀i ∈ {1, . . . , N}.

Since ‖z‖a∗ only depends on the absolute values of the zi’s, it follows that ‖z̃‖a∗ ≤ 1. If

v
~b
j > 0, then one deduces that 〈v~b, z〉 < 〈v~b, z̃〉, which contradicts the definition of ‖v~b‖a.

If v
~b
j = 0, then ‖v~b‖a = 〈v~b, z〉 = 〈v~b, z̃〉 so we can take z̃ instead of z.
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2.3. Collaborative Total Variation Regularization 63

On the other hand, since ‖ · ‖~b∗ is the dual norm to ‖ · ‖~b, there exists yi ∈ RM×C ,
‖yi‖~b∗ ≤ 1, such that 〈Ai,:,:, yi〉 = ‖Ai,:,:‖~b for all i ∈ {1, . . . , N}.

Now, it is easy to check from the definitions of z ∈ RN and each yi ∈ RM×C that

‖A‖~b,a = ‖v~b‖a = 〈v~b, z〉 =
N∑
i=1

zi‖Ai,:,:‖~b =
N∑
i=1

zi〈Ai,:,:, yi〉 =
N∑
i=1

M∑
j=1

C∑
k=1

ziAi,j,ky
i
j,k,

from where ‖A‖~b,a = 〈A,B〉 by choosing Bi,j,k = ziy
i
j,k. Furthermore,

v
~b∗
i = ‖Bi,:,:‖~b∗ = ‖ziyi‖~b∗ = |zi| · ‖yi‖~b∗ ≤ |zi| = zi, ∀i ∈ {1, . . . , N}.

Let v ∈ RN , ‖v‖a ≤ 1, be fixed but arbitrary, then

〈v~b∗ , v〉 =

N∑
i=1

v
~b∗
i vi ≤

N∑
i=1

zivi ≤ ‖z‖a∗‖vi‖a ≤ 1,

which implies ‖B‖~b∗,a∗ = ‖v~b∗‖a∗ = sup{〈v~b∗ , v〉 : v ∈ RN , ‖v‖a ≤ 1} ≤ 1. This means that

we met B ∈ Y , ‖B‖~b∗,a∗ ≤ 1, such that 〈A,B〉 = ‖A‖~b,a, which concludes the proof.

Theorem 2.1 states that the `p
∗,q∗,r∗ norm is dual to `p,q,r, where p∗, q∗, and r∗ denote

the Hölder conjugate exponents of p, q, and r, respectively. Similarly, the dual norm of
(Sp, `q) is (Sp

∗
, `q
∗
). In the previous result, we have implicitly proved a Hölder’s inequality

for collaborative norms.

Lemma 2.2. Under conditions of Theorem 2.1, we have

|〈A,B〉| ≤ ‖A‖~b,a · ‖B‖~b∗,a∗ , ∀A,B ∈ Y.

We also furnish ourselves with the subdifferential of the proposed collaborative norms
that will be useful for computing their proximal mappings.

Theorem 2.3. Consider A ∈ Y and define v ∈ RN such that vi = ‖Ai,:,:‖~b for each
i ∈ {1, . . . , N}. If ‖v‖a∗ only depends on the absolute values of vi’s, then the subdifferential
of ‖ · ‖~b,a is given by

∂
(
‖A‖~b,a

)
=
{
B ∈ Y : ‖B‖~b∗,a∗ ≤ 1 and 〈B,A〉 = ‖A‖~b,a

}
.

Proof. Since ‖ · ‖~b,a is positively one-homogeneous, it is well-known that its subdifferential
is given by

∂
(
‖A‖~b,a

)
=
{
B ∈ Y : 〈B,A〉 = ‖A‖~b,a and 〈B,Z〉 ≤ ‖Z‖~b,a ∀Z ∈ Y

}
.

Recall now that the Legendre-Fenchel transform of a proper convex function is defined
as f∗(y) = supx {〈y, x〉 − f(x)}. Furthermore, the Legendre-Fenchel transform of a norm
f(x) = ‖x‖ turns to be the indicator function on the unit ball of the dual norm, that is

f∗(y) =

{
0 if ‖y‖∗ ≤ 1,
+∞ otherwise.

We refer the reader to [99, 154] for more details. Therefore, taking the supremum over
all Z ∈ Y in 〈B,Z〉 ≤ ‖Z‖~b,a yields f∗(B) ≤ 0. By Theorem 2.1, we necessarily have

‖B‖~b∗,a∗ ≤ 1, which ends the proof.
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2.4 Vectorial Total Variation Revisited

The collaborative norms defined in the previous section support most of pre-existing de-
finitions of TV for vector-valued images. Table 2.1 displays an overview of all (local and
nonlocal) vectorial TV regularizations proposed in literature we are aware of. Since many
of these methods only involve either the isotropic or the anisotropic variant, we complete
the table by including the missing parts. Interestingly, there are cases where one can define
different versions because of an ambiguity in the permutation of the dimensions. Although
our framework is described in a discrete fashion we provide the state of the art using contin-
uous notations. We thus assume that u ∈ C1

(
Ω,RC

)
, with Ω ⊂ R2, so that the local gra-

dient is ∇uk(x) = (∂x1uk(x), ∂x2uk(x)) for each channel k ∈ {1, . . . , C} and at each pixel
x = (x1, x2) ∈ Ω, and the nonlocal gradient is ∇ωuk(x,y) = (uk(y)− uk(x))

√
ω(x,y) for

each channel and each pair of pixels x,y ∈ Ω.
Approaches to defining vectorial TV regularizations can roughly be divided into two

classes. The first class of methods extends the definition of the scalar case to multichannel
images by introducing a suitable channel coupling. The second class of approaches emerges
when considering the Riemann geometry of the image manifold. All of them are analyzed
below as special cases of CTV.

2.4.1 Vectorial TV Models from Channel Coupling

The first known extension of the total variation to color images is due to Blomgren and
Chan [20]. They applied the Euclidean norm to the vector obtained from the TV contri-
butions across channels, that is,

VTV(u) =

√√√√ C∑
k=1

(TV(uk))
2. (2.6)

From the Euler-Lagrange equation associated to (2.6), namely

TV(uk)

VTV(u)
· div

(
∇uk
‖∇uk‖

)
= 0, ∀k ∈ {1, . . . , C},

one easily observes that there is a global-weak channel coupling such that the same per-
channel weight is used for all pixels. Consequently, this model favours the restoration of
images for which similar noise is measured in each channel. In our framework, the vectorial
TV proposed in [20] can be written as an `2,1,2(der, pix, col) penalty.

Probably, the most simple way to introduce vectorial TV is to sum up the contributions
of each channel separately [10], which leads to

VTV(u) =

C∑
k=1

TV(uk). (2.7)

Depending on the coupling used along the derivative dimension, we obtain the isotropic
version, `2,1,1(der, pix, col), which was the one originally proposed in [10], or the anisotropic
variant, `1,1,1(der, pix, col). As pointed out by Goldluecke et al. [81], the drawbacks
underlying this approach are color smearing and edge distortion because of the missing
channel coupling. We can expect (2.7) to be a good choice if there is no particular relation
between channels.

In [24], the isotropic vectorial TV with a local `2 channel coupling is proposed:

VTV(u) =

∫
Ω

√√√√ C∑
k=1

(
(∂x1uk(x))2 + (∂x2uk(x))2

)
dx, (2.8)

64



2.4. Vectorial Total Variation Revisited 65

Literature Continuous Formulation Collaborative TV

[10]

C∑
k=1

∫
Ω

√
(∂x1uk(x))2 + (∂x2uk(x))2 dx `2,1,1(der, pix, col)

Anisotropic
variant

C∑
k=1

∫
Ω

(
|∂x1uk(x)|+ |∂x2uk(x)|

)
dx `1,1,1(der, pix, col)

[20]

√√√√ C∑
k=1

(∫
Ω

√
(∂x1uk(x))2 + (∂x2uk(x))2 dx

)2

`2,1,2(der, pix, col)

Anisotropic
variant

√√√√ C∑
k=1

(∫
Ω

(
|∂x1uk(x)|+ |∂x2uk(x)|

)
dx

)2

`1,1,2(der, pix, col)

[24]

∫
Ω

√√√√ C∑
k=1

((
∂x1uk(x)

)2
+
(
∂x2uk(x)

)2)
dx `2,2,1(der, col, pix)

Anisotropic
variants

∫
Ω


√√√√ C∑
k=1

(∂x1uk(x))2 +

√√√√ C∑
k=1

(∂x2uk(x))2

 dx `2,1,1(col, der, pix)

∫
Ω

√√√√ C∑
k=1

(
|∂x1uk(x)|+ |∂x2uk(x)|

)2
dx `1,2,1(der, col, pix)

Strong
coupling

∫
Ω

(
max

1≤k≤C
|∂x1uk(x)|+ max

1≤k≤C
|∂x2uk(x)|

)
dx `∞,1,1(col, der, pix)∫

Ω

max
1≤k≤C

(
|∂x1uk(x)|+ |∂x2uk(x)|

)
dx `1,∞,1(der, col, pix)

Isotropic
variants

∫
Ω

√(
max

1≤k≤C
|∂x1uk(x)|

)2

+

(
max

1≤k≤C
|∂x2uk(x)|

)2

dx `∞,2,1(col, der, pix)∫
Ω

max
1≤k≤C

√
(∂x1u(x))2 + (∂x2u(x))2 dx `2,∞1(der, col, pix)

Supremum
variant

∫
Ω

max

{
max

1≤k≤C
|∂x1uk(x)|, max

1≤k≤C
|∂x2uk(x)|

}
dx `∞,∞,1(col, der, pix)

[114]

∫
Ω

(√
λ+(x) +

√
λ−(x)

)
dx (S1(col, der), `1(pix))

Frobenius
norm

∫
Ω

√
|λ+(x)|+ |λ−(x)| dx (S2(col, der), `1(pix))

[81]

∫
Ω

√
λ+(x) dx (S∞(col, der), `1(pix))

[79]

C∑
k=1

∫
Ω

∫
Ω

|uk(y)− uk(x)|
√
ω(x,y) dy dx `1,1,1ω (der, pix, col)

Isotropic
variant

C∑
k=1

∫
Ω

√∫
Ω

(uk(y)− uk(x))2 ω(x,y) dy dx `2,1,1ω (der, pix, col)

[54]

√√√√ C∑
k=1

(∫
Ω

√∫
Ω

(uk(y)− uk(x))2 ω(x,y) dy dx

)2

`2,1,2ω (der, pix, col)

Anisotropic
variant

√√√√ C∑
k=1

(∫
Ω

∫
Ω

|uk(y)− uk(x)|
√
ω(x,y) dy dx

)2

`1,1,2ω (der, pix, col)

Table 2.1: Overview of local and nonlocal vectorial TV regularizations proposed in liter-
ature and the way they fit in our framework.
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which is equivalent to the collaborative norm `2,2,1(der, col, pix). Blomgren and Chan [20]
noted that this method actually favours gray-value images over colored ones, which leads
to color smearing in denoising applications.

The extension of the scalar nonlocal TV to vector-valued images has not sparked as
much research as the local case. The easiest, and also the most common way, to introduce
nonlocal vectorial TV was already pointed out by Gilboa and Osher [79] and consists in
penalizing the nonlocal gradient of each channel independently, that is,

NL–VTV(u) =
C∑
k=1

∫
Ω

∫
Ω
|uk(y)− uk(x)|

√
ω(x,y) dy dx. (2.9)

Typically, information from other spectral bands is incorporated via the weights. Note
that (2.9) is equivalent to the penalization of the collaborative norm `1,1,1ω (der, pix, col),
which is invariant to permutations of the dimensions. In [54], it was proposed to couple
the dimensions in analogy to (2.6) by considering a regularization of the form

NL–VTV(u) =

√√√√ C∑
k=1

(∫
Ω

√∫
Ω

(uk(y)− uk(x))2 ω(x,y) dy dx

)2

,

which can be denoted by `2,1,2ω (der, pix, col) in our framework.
The inclusion of additional color transforms has also been proposed to improve the

performance of vectorial TV methods. It is well known that RGB channels of natural
images are highly correlated. In view of this, some researchers incorporated different
color transforms into the definition of vectorial TV and penalized the gradient of each
component in the new basis separately [36, 49, 130]:

VTV(u) =

C∑
k=1

TV(uk ◦ ϕ), (2.10)

where ϕ : RC → RC̃ is an orthonormal transform between color spaces. The key idea is to
choose ϕ such that it provides effective reduction of the correlation among channels. Note
that (2.10) is equivalent to penalize the collaborative norm `1,1,1(der, pix, ϕ(col)) for the
anisotropic variant and `2,1,1(der, pix, ϕ(col)) for the isotropic one.

2.4.2 Vectorial TV Models from Riemann Geometry

A color image can be considered as a parametric two-dimensional manifold embedded
in a C−dimensional space [52]. In this framework, the metric tensor of the manifold is
analogous to the structure tensor of the image, that is, (∇u(x))>∇u(x). Therefore, the
eigenvectors of (∇u(x))>∇u(x) determine the directions of maximal and minimal change
at each point and the eigenvalues, which will be respectively denoted by λ+(x) and λ−(x),
give their rate of change.

In this setting, Sapiro [158] introduced the general vectorial TV model

VTV(u) =

∫
Σ
ϕ(λ+(x), λ−(x)) dx, (2.11)

where Σ denotes the image manifold and ϕ is a suitable scalar-valued function. In general,
(2.11) is defined for differentiable functions, but only for special cases one has dual for-
mulations that extend it to locally integrable functions. This is the case of the Frobenius
norm

VTV(u) =

∫
Ω

√
|λ+(x)|+ |λ−(x)| dx, (2.12)
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which is equivalent to the definition of the vectorial TV given in (2.8) and, thus, either
`2,2,1(der, col, pix) or (S2(col, der), `1(pix)) can be used to denote it.

Based on the class of methods presented by Sapiro, Goldluecke et al. [81] showed that
the natural choice for vectorial TV arising from geometric measure theory is to penalize
the largest singular value of the Jacobian:

VTV(u) =

∫
Ω

√
λ+(x) dx. (2.13)

This regularization is known as the spectral or Schatten−∞ norm and fits in our framework
as (S∞(col, der), `1(pix)).

Another relevant approach based on Riemann geometry was pioneered by Kimmel et
al. [105, 167], who considered the graph of an image embedded in a (C + 2)−dimensional
space and proposed an area minimizing flow. This class of regularizations leads to diffusion
equations with the direction given by the Beltrami flow. Roussos and Maragos [156]
generalized the Beltrami flow by using higher dimensional mappings which depend on
image patches in the form

VTV(u) =

∫
Ω
ϕ
(
λ+
r (x), λ−r (x)

)
dx, (2.14)

where ϕ is an increasing function with respect to both arguments, and λ+
r (x) and λ−r (x) are

the larger and smaller eigenvalues of the structure tensor κr(x) ∗ (∇u(x))>∇u(x), with
κr being a nonnegative, rotationally symmetric convolution kernel. In posterior works
[113, 114], a deeper analysis for the particular choice ϕ = ‖ · ‖p was developed. There, the
tensor TV that arises for p = 1 is renamed as the nuclear norm, which can be written as
(S1(col, der), `1(pix)) in our case. In order to incorporate information from the vicinity of
every point in the image domain as in (2.14), we only have to incoporate a linear operator
of the form κr ∗ ∇ and penalize the resulting structure with the help of the collaborative
(Sp(col, der), `1(pix)) norm. Contrary to our approach, neither spatially-global coupling
norms like (2.6) nor TV with an `∞ channel coupling are covered by (2.14).

Recently, Holt [101] interpreted Schatten−p norms as a special case of spatially-local
coupling models. The author proposed to smoothen a differentiable function u by penal-
izing its Jacobian matrix, which is written as

VTV(u) =

∫
Ω
ϕ (Ju(x)) dx, (2.15)

where Ju : Ω → RM×C denotes the Jacobian matrix of u, so [Ju(x)]j,k = ∂
∂xj

uk(x).

This Jacobian framework is closely related to (2.11), since the structure tensor is given
by Ju(x)J>u (x) at each point in the image. Note that (2.7) and (2.8) are special cases
of (2.15), but any method using spatially-global couplings such as (2.6) is not covered
by Holt’s approach. In [101], the author considered only functions that are written in
terms of the singular values of Ju. Therefore, the Frobenius norm (2.12) follows from ϕ =√
|λ+(x)|+ |λ−(x)|, the spectral norm (2.13) follows from ϕ =

√
λ+(x), and the nuclear

norm [114] follows from ϕ =
√
λ+(x) +

√
λ−(x). In our framework, the regularizations

arising from (2.15) are given by (Sp(col, der), `1(pix)).

2.4.3 Other Vectorial TV Models

For the sake of completeness, we should also mention that there exist several further
TV variants, such as nonconvex regularizations based on `p norms with p < 1 [110] and
nonconvex extensions for minimizing the rank of submatrices in a TGV framework [131].
Additional work has been done to improve TV with the help of Bregman iteration [132,
144]. The study of the previously mentioned classes of methods, however, goes beyond
the scope of this thesis.
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2.5 Which Channel Coupling Disfavours Color Artifacts?

For discussing the question which CTV methods work better, we have to understand
what kind of properties they try to impose on the reconstructed images. In this section,
we analyze the differences between a color coupling in the `1, `2, and `∞ fashion with
the help of the generalized concept of singular vectors [16]. We restrict ourselves to the
case of Gaussian denoising modelled by the anisotropic collaborative TV penalizations
`1,1,1(col, der, pix), `2,1,1(col, der, pix), and `∞,1,1(col, der, pix). The question whether a
strong or a weak coupling leads to better results depends on the type of correlation in the
data. Our investigations explain why the `∞ norm leads to the strongest relation, makes
the most prior assumptions, and has the greatest potential to reduce color artifacts.

As an illustrative example, Figure 2.1 shows the results of a numerical experiment
regarding the ability of different channel couplings to suppress color artifacts. We used
a synthetic image where we left open if the colored wave pattern is signal content or
noise. We see that the channel-by-channel regularization eliminates all noise from constant
regions but the color structure is not touched. On the contrary, the `∞ norm is able
to remove the color oscillations completely. In between both, the `2 channel coupling
significantly reduces the colors around the white square but does not eliminate them.
Therefore, we expect a channel coupling with an `p norm to be stronger the larger p is.
These first observations are corroborated in Figure 2.2, which displays the results for an
image with totally uncorrelated channels, and Figure 2.3, which exhibits the performance
of the same collaborative norms on an almost black-and-white image. We observe that
the `1 channel coupling is superior to the others in Figure 2.2 since the gradient of each
spectral component is penalized independently. On the contrary, the strong inter-channel
correlation of the underlying image in Figure 2.3 favours the use of the `∞ norm.

Noisy `1 coupling `2 coupling `∞ coupling

Figure 2.1: Denoising of a synthetic image where we left open if the colored wave pattern is
signal content or noise. One observes that uncoupling channels (`1 norm) keeps the colored
waves but the strongest channel coupling (`∞ norm) eliminates them. In between both
approaches, the `2 channel coupling suppresses but does not eliminate the wave pattern.

Benning and Burger developed in [16] a generalization of the concept of singular vectors
and singular values for arbitrary convex regularizations, and showed that a signal can be
well restored if it is a singular vector to the regularization for which is used. The authors
also proved that, even in the case of noisy data, an exact reconstruction (up to a loss of
contrast) is possible under certain conditions. In this sense, they provided a theoretical
basis for explaining that total variation works particularly well for piecewise constant
images. We provide below the definitions of singular value and singular vector for image
denoising problems.

Definition 2.2. Let J be a convex regularization energy such that ∂J(u) 6= ∅ at every
u ∈ dom J . Then, every function uλ ∈ X satisfying ‖uλ‖ = 1 and λuλ ∈ ∂J(uλ) is called
a singular vector of J with corresponding singular value λ.
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Noisy `1 coupling `2 coupling `∞ coupling

Figure 2.2: Denoising of a synthetic image with totally uncorrelated channels. The regular-
ization making use of an `1 channel coupling is superior to the others because it penalizes
the gradient of each spectral component independently.

Noisy `1 coupling `2 coupling `∞ coupling

Figure 2.3: Denoising of a synthetic image with high inter-channel correlation. Since
the spectral components are highly correlated, the `∞ channel coupling provides the best
result, free from spots and color artifacts.

Our analysis is focused on the energy J(u) = ‖Du‖~b,a and D is defined as the discrete

local gradient computed via backward differences and denoted by Du =
(
Dx1u, Dx2u

)
,

where Dx1 and Dx2 stands for the horizontal and vertical partial derivatives, respectively.
Let D> denote the adjoint operator of D defined by analogy with the continuous setting,
namely 〈D>u, v〉 = 〈u,Dv〉. In this setting, a pixel is written as x = (x1, x2), with x1

being the row and x2, the column in the rectangular domain.
In the case of J being one-homogeneous we even have that λuλ ∈ ∂J(uλ) is equivalent

to λ = J(uλ), which easily follows from Euler’s identity [180]: 〈v,u〉 = J(u) for any
v ∈ ∂J(u). Note that, for any u ∈ ∂J(u), one can define λ =

√
J(u) = ‖u‖ and uλ = 1

λu
such that uλ is a singular vector. We therefore omit λ from Definition 2.2 and focus on the
construction of u ∈ X satisfying u ∈ ∂J(u). Since J(u) = ‖Du‖~b,a, the latter condition

is met if u can be written as u = D>z for some z ∈ ∂Du

(
‖Du‖~b,a

)
which, by applying

Theorem 2.3, is equivalent to

〈z, Du〉 = ‖Du‖~b,a and ‖z‖~b∗,a∗ ≤ 1. (2.16)

In what follows, all mathematical proofs have been moved to Appendix B.1. We aim
at finding some z ∈ Y satisfying (2.16) to determine u = D>z ∈ ∂J(u). Motivated by
[16], it makes sense to consider piecewise linear funtions whose changes happen only at
{−1,+1}. More specifically, we choose

z1
k(x1, x2) = c1

kl
1
k(x1) and z2

k(x1, x2) = c2
kl

2
k(x2), ∀k ∈ {1, . . . , C}, (2.17)

for some crk ∈ R, and lrk having the following properties: |lrk(t)| ≤ 1 for all t, lrk piecewise
linear, and the linearity changing at t only if |lrk(t)| = 1. We illustrate examples for z1

k

and z2
k of the form (2.17) in Figure 2.4. It is remarkable that singular vectors to the

regularizations under consideration can all be written in the form of (2.17) and only differ
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70 Collaborative Total Variation for Vector-Valued Images

Illustration of z1
k Illustration of z2

k

Figure 2.4: Examples of functions z1
k and z2

k of the form (2.17) whose divergences generate
singular vectors. As we can see, they are constant in one direction, piecewise linear in the
other, and the points where the piecewise linearity changes are at {−1,+1}.

Regularization Singular Vectors Properties

‖Du‖1,1,1 uk(x1, x2) = −c1k Dx1 l1k(x1)− c2k Dx2 l2k(x2) The piecewise linear functions lrk
depend on k, crk ∈ {0,±1}

‖Du‖2,1,1 uk(x1, x2) = −c1k Dx1 l1(x)− c2k Dx2 l2(x2) The piecewise linear functions lr

do not depend on k, ‖cr‖2 = 1

‖Du‖∞,1,1 uk(x1, x2) = −c1k Dx1 l1(x1)− c2k Dx2 l2(x2) The piecewise linear functions lr

do not depend on k, crk ∈ {0,±1}

Table 2.2: Comparison of singular vectors to CTV regularizations with different channel
couplings. An `1 coupling allows jumps to be at different positions in the different channels,
whereas `2 and `∞ require them to be at the same position. The difference between the
last two cases is that the size of the jumps can be arbitrary with `2 while it has to be
either zero or of equal magnitude with `∞.

in two aspects. First, the piecewise linear functions lrk depend or not on the channel.
Second, the coefficients crk may be different for each channel coupling.

Table 2.2 displays the precise construction of singular vectors for each method. The
results displayed there meet what we would expect based on the regularization behavior
of the different methods exhibited in Figures 2.1-2.3. For the `1 norm, each channel can
have its own lrk such that jumps can be at different positions in the different channels.
Since no relation on the positions of the jumps in different channels is imposed, we can
expect the `1,1,1 norm to not suppress color artifacts and not change the position of the
edges. This is a theoretical explanation for what we saw in Figure 2.1. Both `2 and `∞

couplings require lrk to be independent of k, that is, jumps in different color channels are
encouraged to be at the same position. The difference between them is that the size of the
jumps, associated to the coefficients crk, are allowed to be arbitrary in the `2 case, while
they have to be either zero or of equal magnitude with the `∞ norm. Equal magnitude of
the jumps in all three color channels leads to a grayscale image up to an offset.

For illustration purposes, Figure 2.5 shows some examples of singular vectors. De-
pending on the type of jumps in the data, that is, jumps in different color channels being
independent of one another, jumps being at the same positions but of different size, or

70



2.6. Numerical Minimization 71

Image for which zrk are dif-
ferent, so all three color
channels have jumps at dif-
ferent positions. Up to a
scaling, this is a singular
vector to `1,1,1 but not to
`2,1,1 or `∞,1,1.

Image for which lrk are
the same, so jumps are
at the same positions,
and coefficients crk are
[0.54, 0.2,−0.82]. Up to a
scaling, this is a singular
vector to `2,1,1 but not to
`1,1,1 or `∞,1,1.

Image for which lrk are the
same, so jumps are at the
same positions, and all coef-
ficients crk are equal to one.
Up to a scaling, this is a sin-
gular vector to `1,1,1, `2,1,1,
and `∞,1,1.

Image with four instead of
two jumps in each chan-
nel and in each direction.
Again, the edge sets of the
color channels are different.
Up to a scaling, this is a sin-
gular vector to `1,1,1 but not
to `2,1,1 or `∞,1,1.

Image with four jumps in
each direction, jumps in the
different color channels be-
ing aligned, and coefficients
crk being [0.2,−0.59,−0.78].
Up to a scaling, this is a sin-
gular vector to `2,1,1 but not
to `1,1,1 or `∞,1,1.

Image with four jumps in
each direction, jumps in the
different color channels be-
ing aligned, and coefficients
crk being [1,−1,−1]. Up to
a scaling, this is a singular
vector to `1,1,1, `2,1,1, and
`∞,1,1.

Figure 2.5: Illustrating singular vectors to collaborative TV regularization with `1, `2, and
`∞ channel couplings. While the true singular vectors have zero mean, the above images
have been rescaled to lie in [0, 1] for visualization purposes.

jumps being at the same positions and likely of the same size, the regularizations `1,1,1,
`2,1,1, or `∞,1,1 will show a superior performance. Interestingly, the numerical results in
Section 2.7 indicate that a suppression of color artifacts by using `∞,1,1 is more important
than making weaker and more general assumptions on the type of jumps in natural images.

2.6 Numerical Minimization

It is remarkable that all variants of collaborative norms can be solved very efficiently by
using splitting techniques. The only thing that changes when changing the regularization
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is the proximity operator. Although it has been already used in Chapter 1, let us recall
that the proximity operator of a proper, convex, and lower-semicontinuous function ϕ is

proxτϕ(x) = arg min
y

{
1

2
‖y − x‖22 + τϕ(y)

}
, (2.18)

where τ > 0 is a scalar parameter. Furthermore, Moreau’s identity relates the proximity
operator of a function to that of its Legendre-Fenchel (or convex conjugate) transform in
the following way:

x = proxτϕ(x) + τprox 1
τ
ϕ∗

(x
τ

)
. (2.19)

We refer the reader to [99, 154] for a deeper insight in convex analysis.

2.6.1 Proximity Operators of Collaborative TV

Theorem 2.3 allows us to write the optimality condition to (2.18) for ϕ = ‖ · ‖~b,a as

Â = proxτ‖·‖~b,a
(A) ⇔ ‖A− Â‖~b∗,a∗ ≤ τ and 〈A, Â〉 = τ‖Â‖~b,a + ‖Â‖22, (2.20)

for any A ∈ Y . In this setting, ‖ · ‖2 denotes the Euclidean norm applied to the vectorial
structure obtained by rearranging the original three-dimensional matrix into a vector.
When it is not possible to obtain an explicit solution from (2.20), one usually invokes
duality through Moureau’s identity (2.19):

Â = A− proj 1
τ
‖·‖~b∗,a∗≤1(A), (2.21)

where proj 1
τ
‖·‖~b∗,a∗≤1 denotes the projection operator onto the unit ball of the dual norm.

Example 2.5. We now display the proximal mappings of the regularizations based on
`p,q,r norms which will be used in the experimental section.

• The proximity operator of the `1,1,1 norm decouples in all variables and each problem
just contains an absolute value penalty:(

proxτ‖·‖1,1,1(A)
)
i,j,k

= max (|Ai,j,k| − τ, 0) sign
(
Ai,j,k

)
.

• By a short computation, one obtains the proximal mapping of the `2,1,1 norm as the
(generalized) shrinkage:(

proxτ‖·‖2,1,1(A)
)
i,j,k

= max (‖Ai,j,:‖2 − τ, 0)
Ai,j,k
‖Ai,j,:‖2

,

as well that of the `2,2,1 norm:(
proxτ‖·‖2,2,1(A)

)
i,j,k

= max (‖Ai,:,:‖2,2 − τ, 0)
Ai,j,k
‖Ai,:,:‖2,2

.

• Whenever the supremum norm is involved, it is more convenient to use (2.21) to
express the proximity operator of the collaborative norm under consideration by the
proximity operator of its dual. For the `∞,1,1 case, one has(

proxτ‖·‖∞,1,1(A)
)
i,j,k

= Ai,j,k − τsign
(
Ai,j,k

)(
proj‖·‖1≤1

(
1

τ
|Ai,j,:|

))
i,j,k

,

72



2.6. Numerical Minimization 73

where |Ai,j,:| denotes the component-wise absolute value of the vector Ai,j: and
proj‖·‖1≤1, the projection onto the unit ball of the `1 norm. Although such a pro-
jection does not admit a closed form solution and is computationally expensive in
high dimensions (namely, hyperspectral images), several efficient algorithms have
been proposed so far and we refer to [55] for an example. In particular, it can still
be computed very efficiently for RGB images. Similarly to `∞,1,1, we obtain the
proximity operator of the `∞,∞,1 norm as(

proxτ‖·‖∞,∞,1(A)
)
i,j,k

= Ai,j,k − τsign (Ai,j,k)

(
proj‖·‖1,1≤1

(
1

τ
|Ai,:,:|

))
i,j,k

,

with proj‖·‖1,1≤1 denoting the projection operator onto the unit ball of the `1,1 norm.

Finally, the proximity operator of the `∞,2,1 norm is(
proxτ‖·‖∞,2,1(A)

)
i,j,k

= Ai,j,k − τsign
(
Ai,j,k

)(
proj‖·‖1,2≤1

(
1

τ
|Ai,:,:|

))
i,j,k

,

where proj‖·‖1,2≤1 denotes the projection operator onto the unit ball of the `1,2 norm.
Opposed to the previous cases, this projection is much more computationally expen-
sive and requires the solution of a convex optimization problem.

Let us now discuss the proximity operator of the `2,∞,1 norm. For that purpose,
we require a previous result that states the chain rule for subdifferentials. The proof is
outlined in Appendix B.2.

Theorem 2.4 (Chain Rule of Subdifferentials). Let f : Rn → Rm be a vector-valued
function such that fj : Rn → R is proper and convex for each j ∈ {1, . . . ,m}. Let
g : Rm → R be convex, proper, and nondecreasing in each argument. Then,

∂(g ◦ f)(x0) ⊇
{
ξ ∈ Rn : ξ =

m∑
j=1

qjvj , q = (q1, . . . , qm) ∈ ∂g(f(x0)),

vj ∈ ∂fj(x0), ∀1 ≤ j ≤ m
}
.

(2.22)

at any x0 ∈ dom (g ◦ f). If further x0 ∈ int dom (g ◦ f) and all fj are locally lower
semicontinuous, then the inclusion in (2.22) becomes an equality.

Although the proximal mapping of the collaborative `2,∞,1 norm seems difficult to be com-
puted at first glance, Theorem 2.4 leads to a particularly interesting observation regarding
functionals with an `2 norm as an inner regularization. The following result will provide
us the key for computing this class of proximal operators.

Theorem 2.5. Let f : Rn×m → Rn be defined as

fi(u) = ‖ui,:‖2 =

√√√√ m∑
j=1

u2
i,j , ∀i ∈ {1, . . . , n}, ∀u ∈ Rn×m,

and let g : Rn → R be any proper, convex function that is nondecreasing in each argument.
Then, the proximity operator of g ◦ f is(

proxτ(g◦f)(u)
)
i,j

=
ui,j
‖ui,:‖2

max(‖ui,:‖2 − τvi, 0), ∀i ∈ {1, . . . , n}, j ∈ {1, . . . ,m},

where the vi’s are the components of the vector v ∈ Rn given by

v = arg min
w∈Rn

1

2

∥∥∥∥w − 1

τ
f(u)

∥∥∥∥2

2

+
1

τ
g∗(w). (2.23)
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Proof. The optimality condition arising from the definition of proximity operator yields

proxτ(g◦f)(u) = u− τξ, for some ξ ∈ ∂(g ◦ f)(û). (2.24)

Let us define û as

ûi,j =
ui,j
‖ui,:‖2

max(‖ui,:‖2 − τvi, 0), ∀i ∈ {1, . . . , n}, j ∈ {1, . . . ,m}, (2.25)

where the vi’s are the components of the vector v ∈ Rn solving (2.23). We aim at proving
that û satisfies (2.24). For that purpose, note that û in (2.25) can be stated as the solution
of a weighted `1,2−regularized problem:

ûi,: = ui,: − τvizi, for some zi ∈ ∂ (‖ûi,:‖2) , ∀i ∈ {1, . . . , n}. (2.26)

In view of (2.24) and (2.26), we only need to prove that the matrix with columns vizi is
in ∂(g ◦ f)(û). By the chain rule stated in Theorem 2.4, this follows whenever zi ∈ ∂fi(û),
which is true by definition of zi, and v ∈ ∂g(f(û)). In order to prove the latter, note that
(2.23) yields the optimality condition

t = f(u)− τv, (2.27)

for some t ∈ ∂g∗(v) or, equivalently, v ∈ ∂g(t). It is thus sufficient to show that ti =
‖ûi,:‖2 ≡ fi(û). From (2.27), we see that ti = ‖ui,:‖2 − τvi for each i ∈ {1, . . . , n}. Since g
is nondecreasing in each argument, then its proximity operator is nonnegativity preserving
and so ti ≥ 0. Consequently, if ‖ûi,:‖2 = 0, then (2.25) implies ‖ui,:‖2 ≤ τvi and, thus,
ti = 0. Otherwise, it follows that

‖ûi,:‖2 =

∥∥∥∥ ui,:
‖ui,:‖2

(‖ui,:‖2 − τvi)
∥∥∥∥

2

=
∣∣‖ui,:‖2 − τvi∣∣ = ti, ∀i ∈ {1, . . . , n},

which completes the proof.

Example 2.6. By Theorem 2.5, the proximity operator of the `2,∞,1 norm is(
proxτ‖·‖2,∞,1(A)

)
i,j,k

=
Ai,j,k
‖Ai,j,:‖2

max (‖Ai,j,:‖2 − τvi,j , 0) ,

where

vi,j =

(
proj‖·‖1≤1

(
1

τ

(
‖Ai,j,:‖2

)
j

))
i,j

.

In the above formula, (‖Ai,j,:‖2)j denotes the vector we obtain by stacking ‖Ai,j,:‖2 for all
j ∈ {1, . . . ,M}. Note that the proximal mappings associated to `2,1,1 and `2,2,1 can also
be computed by means of Theorem 2.5.

Finally, the proximal mapping associated to the (Sp, `q) norm is a simple combination
of a singular value decomposition followed by the proximity operator of the corresponding
`p norm. Since the regularizations considered in this chapter have an outer `1 norm, then
their proximity operators decouple at each pixel. By denoting B = A>i,:,:, we are thus left
with a problem of the form

min
Z∈RC×M

1

2
‖Z −B‖22 + τ‖Z‖Sp , (2.28)

the solution of which is given in the following proposition first derived in [115].
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Proposition 2.6. Let UΣ0V
T be the singular value decomposition of a matrix B ∈ RC×M .

Then, the proximity operator of the Sp−norm is given by

proxτSp(B) = BV Σ̂Σ†0V
>,

where Σ†0 denotes the pseudo-inverse matrix of Σ0 and Σ̂ = proxτ‖·‖p(diag(Σ0)).

Proof. Let UΣ0V
T be the singular value decomposition of B such that Σ0 is a diagonal

matrix containing the singular values, and U and V are orthonormal matrices consisting of
the corresponding singular vectors. Since Schatten−p norms are invariant to multiplication
with orthonormal matrices, the optimization problem (2.28) is equivalent to

min
Z∈RC×M

1

2
‖U>ZV − Σ0‖22 + τ‖U>ZV ‖Sp . (2.29)

Instead of minimizing over all Z ∈ RC×M , we introduce a new variable Σ = U>ZV ,
minimize over all Σ, and then recover Z = UΣV > as the solution of (2.29). The resulting
optimization problem is

min
Σ∈Rr×r

1

2
‖Σ− Σ0‖22 + τ‖Σ‖Sp ,

where r is the number of nonzero singular values of B. Note that U and V are invertible
such that we are still minimizing over the full matrix space. Furthermore, it is important
to emphasize that the argument that minimizes the above expression has to be a diagonal
matrix due to Mirsky’s inequality [129]. In this case, the Schatten−p norm coincides with
the `p norm of the diagonal, which is the reason why we can finally rewrite the original
problem (2.28) as

min
s∈Rr

1

2
‖s− s0‖22 + τ‖s‖p, (2.30)

where s0 and s denote the diagonal entries of Σ0 and Σ, respectively.
Let Σ̂ now be the diagonal matrix which has the argument ŝ that minimizes (2.30)

as its diagonal. From the singular value decomposition of B, one has BV = UΣ0 and
the commutation of diagonal matrices leads to BV Σ̂ = UΣ0Σ̂ = U Σ̂Σ0. Let Σ†0 be the
pseudo-inverse matrix of Σ0, which is given by

(
Σ†0
)
i,j

=


1

(Σ0)i,i
if i = j and (s0)i,i 6= 0,

0 otherwise.

By multiplying the pseudo-inverse matrix at each right-hand side of the relation BV Σ̂ =
U Σ̂Σ0, one obtains

BV Σ̂Σ†0 = U Σ̂.

Finally, since Σ̂ has at most as many nonzero diagonal entries as Σ0, then

BV Σ̂Σ†0V
> = U Σ̂V > =: Ẑ

solves (2.29), which completes the proof.

Looking at Proposition 2.6, we do not have to compute an explicit representation of U but
is suffices to know V and Σ. Due to the properties of the singular value decomposition,
the diagonal of Σ0 consists of the square root of the eigenvalues of B>B and the columns
of V are the corresponding eigenvectors. As a consequence, our problem reduces to finding
eigenvalues and eigenvectors of the matrix B>B of size M ×M .

Example 2.7. For any A ∈ Y , the proximity operator of the (Sp, `1) norm is(
proxτ(Sp,`1)(A)

)
i

= A>i,:,:Vi
(
proxτ‖·‖p(diag(Σi))

)
Σ†iV

>
i , ∀i ∈ {1, . . . , N},

where A>i,:,: = UiΣiV
>
i is the singular value decomposition of A>i,:,: ∈ RC×M .
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2.6.2 Solving the Minimization Problem

For solving the minimization problem (2.1) that arises from the proposed collaborative TV
regularization, we use the primal-dual hybrid gradient (PDHG) method [33, 68, 82, 190], a
powerful optimization algorithm that breaks complex problems into simple sub-steps and
can handle nonsmoothness of the energy functional.

By introducing an auxiliary variable g ∈ Y and the constraint Du = g in (2.1), we
obtain the following formulation of the original problem:

min
u∈X,g∈Y

‖g‖~b,a +G(u) subject to Du = g.

Now, consider the Lagrangian L (u,g,q) = ‖g‖~b,a +G(u) + 〈q, Du− g〉Y , then the asso-
ciated primal-dual problem is

max
q∈Y

min
u∈X,g∈Y

‖g‖~b,a +G(u) + 〈q, Du− g〉Y . (2.31)

The PDHG algorithm for solving (2.1) iteratively computes the solution of the associated
saddle-point problem (2.31) by means of

un+1 = proxτnG(un − τnD>qn),

ūn+1 = un+1 +
(
un+1 − un

)
,

gn+1 = prox 1
σn
‖·‖~b,a

(
Dūn+1 +

qn

σn

)
,

qn+1 = qn + σn(Dūn+1 − gn+1),

(2.32)

where n ≥ 0 is the iteration number and τn, σn > 0 are step-size parameters. The algorithm
basically consists in alternating a gradient descent in the primal variables (u,g) and a
gradient ascent in the dual variable q. Additionally, an over-relaxation step in the primal
variable is performed by ūn+1 = un+1 +

(
un+1 − un

)
. The procedure described in (2.32)

can also be interpreted as a preconditioned version of the alternating direction method of
multipliers [22].

A drawback of the PHDG scheme is that the condition τnσn‖D‖2 ≤ 1 has to be met
to ensure convergence. For complicated linear operators D, the quantity ‖D‖ can be
difficult to estimate tightly. Additionally, the convergence speed heavily depends on the
particular choices of τn and σn. In order to overcome these drawbacks, we incorporate
the idea proposed by Goldstein et al. in [82], according to which the step-sizes are chosen
adaptively leading to a faster convergence of the algorithm and making the computation of
‖D‖ unnecessary. For the sake of completeness, we outline the adaptive choice procedure
proposed in [82].

Let ι‖·‖~b∗,a∗ denote the indicator function on the unit ball of the dual norm, which is

the Legendre-Fenchel transform of the collaborative norm ‖ · ‖~b,a. Using Moreau’s identity

(2.19), the optimality conditions of the algorithm (2.32) are

1

τn

(
un − un+1

)
−D>qn ∈ ∂G(un+1),

1

σn

(
qn − qn+1

)
+Dūn+1 ∈ ∂ι‖·‖~b∗,a∗ (q

n+1).

After some straightforward computations, one has

1

τn

(
un − un+1

)
−D>

(
qn − qn+1

)
∈ ∂G(un+1) +D>qn+1,

1

σn

(
qn − qn+1

)
−D

(
un − un+1

)
∈ ∂ι‖·‖~b∗,a∗ (q

n+1)−Dun+1.

(2.33)
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Considering that the two expressions on the lefthand side being equal to zero yield the
optimality condition to the original problem (2.1), we define the following sequences of
primal and dual residuals:

Rpn+1 =
1

τn

(
un − un+1

)
−D>

(
qn − qn+1

)
,

Rdn+1 =
1

σn

(
qn − qn+1

)
−D

(
un − un+1

)
.

Accordingly, the PDHG scheme (2.32) converges if

lim
n→∞

(
‖Rpn+1‖

2
1 + ‖Rdn+1‖21

)
= 0

and, thus, one would like to choose τn and σn such that the residuals are as small as
possible. Note that there is a trade-off between small primal residuals Rpn+1 and small
dual residuals Rdn+1. Indeed, a large value of τn leads to a strong minimization in u
but a slow maximization in q, resulting in a small primal residual at the cost of a large
dual residual. On the contrary, a small value of τn leads to a small dual residual at the
cost of a large primal residual. By assuming that Rpn+1 and Rdn+1 increase and decrease
monotonically with τn and σn, respectively, Goldstein et al. [82] suggested to enforce the
following residual balancing principle:

‖Rpn+1‖1 ' ‖R
d
n+1‖1.

Residual balancing methods work by adapting parameters after each iteration to approx-
imately maintain this equality. In order to control the adaptivity level of the algorithm,
a sequence of parameters {αn} is introduced, with αn ∈ (0, 1) for all n ≥ 0. If the primal
and dual residuals differ by a factor greater than ∆, with ∆ > 1, then the step-size related
to the larger residual is increased by a factor of (1−αn)−1 and the step-size related to the
smaller residual is decreased by a factor of (1− αn), for image intensity values in [0, 255].
If both residuals are comparable, then the step-sizes remain the same. Every time the
step-size parameters are updated to fit the balancing principle, we define αn+1 = ηαn, for
some η < 1, so that the adaptivity decreases during the iterations.

Finally, the convergence of the algorithm is guaranteed if the following backtracking
condition is met at each iteration:

bn+1 =
2τnσn

〈
D
(
un+1 − un

)
,qn+1 − qn

〉
γσn‖un+1 − un‖2 + γτn‖qn+1 − qn‖2

≤ 1,

where γ ∈ (0, 1) is some prescribed constant. If the step-sizes are too large and, conse-
quently, the above condition does not hold, τn and σn are decreased by a factor βbn+1, for
some β ∈ (0, 1). In any case, it is also shown in [82] that the above backtracking condition
is only activated a finite number of times.

We provide in Algorithm 2.1 the pseudo-code of the proposed PDHG scheme for solving
minimization problems of the form (2.1) with collaborative TV regularization. Although
the step-size parameters are adapted at each iteration following the process described
previously, the algorithm works with fixed step-sizes as well.

2.6.3 Implementation Details

For practical purposes, we consider images with three color channels (red, green, and blue)
given by a matrix of size N1 × N2 rearranged from left to right and from top to bottom
into a vector of size N . Furthermore, we always assume that the linear operator D in (2.1)
is either the local or the nonlocal discrete gradient.
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Algorithm 2.1 PDHG Scheme for CTV−Based Energy Minimization Models

repeat

un+1 ← proxτnG
(
un − τnD>qn

)
. Optimize for primal variable u

ūn+1 ← un+1 +
(
un+1 − un

)
. Over-relaxation on primal variable u

gn+1 ← prox 1
σn
‖·‖~b,a

(
Dūn+1 +

qn

σn

)
. Optimize for dual variable g

qn+1 ← qn + σn
(
Dūn+1 − gn+1

)
. Update dual variable q

Rpn+1 ←
∥∥∥∥ 1

τn

(
un − un+1

)
−D>

(
qn − qn+1

)∥∥∥∥
1

. Compute primal residual

Rdn+1 ←
∥∥∥∥ 1

σn

(
qn − qn+1

)
−D

(
un − un+1

)∥∥∥∥
1

. Compute dual residual

bn+1 ←
2τnσn〈D

(
un+1 − un

)
,qn+1 − qn〉

γσn‖un+1 − un‖22 + γτn‖qn+1 − qn‖22
. Compute backtracking condition

if bn+1 > 1 then . Decrease step-sizes to fit balancing principle

τn+1 ← βbn+1τn

σn+1 ←
β

bn+1
σn

αn+1 ← α0

un+1 ← un

gn+1 ← gn

qn+1 ← qn

else if Rpn+1 > ∆Rdn+1 then . Increase primal and decrease dual step-sizes

τn+1 ←
1

1− αn
τn

σn+1 ← (1− αn)σn

αn+1 ← ηαn

else if ∆Rpn+1 < Rdn+1 then . Decrease primal and increase dual step-sizes

τn+1 ← (1− αn)τn

σn+1 ←
1

1− αn
σn

αn+1 ← ηαn

else . Keep primal and dual step-sizes

τn+1 ← τn

σn+1 ← σn

αn+1 ← αn

end if

until convergence
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Discrete local gradient

In the local case, we define the discrete gradient operator Du ∈ RN×2×3 via forward
differences. Therefore, the horizontal derivatives are computed as

(Du)i,1,k =

{
ui+1,k − ui,k if i 6≡ 0 mod N1,
0 otherwise,

and the vertical derivatives are given by

(Du)i,2,k =

{
ui+N1,k − ui,k if i 6≡ 0 mod N2,
0 otherwise,

for each channel k ∈ {1, 2, 3} and at each pixel i ∈ {1, . . . , N}.
The discrete divergence is defined, by analogy with the continuous setting, as minus

the adjoint operator of the gradient, that is, div q = −D>u ∈ RN×3. According to the
previous definitions, the divergence operator is explicitly given by

(div q)i,k =


qi,1,k if i ≡ 1 mod N1,
−qi−1,1,k if i ≡ 0 mod N1,
qi,1,k − qi−1,1,k otherwise,

+


qi,2,k if i ≡ 1 mod N2,
−qi−N1,2,k if i ≡ 0 mod N2,
qi,2,k − qi−N1,2,k otherwise,

(2.34)

where q ∈ RN×2×3 is the dual variable.

Discrete nonlocal gradient

For computational purposes, the nonlocal regularization term is limited to interact only
between pixels at a certain distance. In other words, the weight function ω(x,y) is set
to zero for all pair of points x and y such that ‖y − x‖∞ > ν, with ν > 0 being some
prescribed parameter . We choose ν = 5 and, thus, a search window of size 11 × 11 is
considered. Consequently, the matrix obtained by fixing a color channel and looking at the
remaining structure in the pixel and nonlocal derivative dimensions is sparse since only a
few weights are nonzero (we suggest getting back to Example 2.2 for a helpful illustration).
In the end, the discrete nonlocal gradient considered here is Du ∈ RN×121×3.

In the continuous framework, the nonlocal divergence of a function v : Ω× Ω→ R is

(divωv) (x) =

∫
Ω

(
v(x,y)

√
ω(x,y)− v(y,x)

√
ω(y,x)

)
dy, (2.35)

which is minus the adjoint operator of (∇ωu) (x,y) = (u(y)− u(x))
√
ω(x,y). Then, the

discrete nonlocal divergence just consists in the discretization of (2.35), which is equivalent
to the generalization of (2.34) to the 121 differences computed for each pixel.

The weight distribution ω is computed in the way proposed by Buades, Coll, and Morel
in their pioneering work about the nonlocal-means denoising algorithm [25]:

ω(x,y) =


1

Υ(x)
exp

− 1

h2

∑
t∈N0

‖u0(x + t)− u0(y + t)‖22

 if ‖y − x‖∞ ≤ ν,

0 otherwise,

(2.36)

where u0 is some available as well representative data, N0 is a discrete window of size 3×3
centered at 0, and h > 0 is a filtering parameter controlling how fast the weights decay
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with increasing dissimilarity of patches. The normalization factor Υ(x) is defined as

Υ(x) =
∑

{y : ‖y−x‖∞≤ν}

exp

− 1

h2

∑
t∈N0

‖u0(x + t)− u0(y + t)‖22

 .

Note that the weights are significant only if a patch around y looks like the corresponding
patch around x. In the end, the average made between very similar regions preserves the
integrity of the image but reduces its small fluctuations.

An important issue of nonlocal regularization strategies is the estimation of the weight
function. In some image processing problems like denoising or deconvolution, the weight
can be directly estimated from the observed image, which is the case in our experiments.
For many other problems, the observation cannot be used directly and a first approximate
solution is necessary for the computation of the weights.

2.7 Experimental Results, Discussion, and Comparison

We present here an extensive performance evaluation of different CTV−based methods in
several inverse problems in color imaging such as denoising, deblurring, and inpainting. As
described at length in the introduction of this thesis, regularization methods in the varia-
tional framework are associated with a trade-off parameter that controls the contribution
of each term in (2.1) to the total energy. Let us suppose hereafter that G is modelled as
λG(u), with λ > 0 being the regularization parameter. For the sake of consistency among
comparisons, we solved each problem with a large range of different values of λ and only
reported the best result in terms of the highest peak signal-to-noise ratio7 (PSNR).

The adaptive procedure described in Algorithm 2.1 requires several parameters, which
are fixed in all experiments to ∆ = 1.5, η = 0.95, α0 = 0.2, β = 0.95, and γ = 0.75. The
primal and dual step-sizes are initialized with τ0 = σ0 = 0.5. As stopping criterion we
used a tolerance value of 10−5 for the average of the primal and dual residuals at each
pixel. In any case, we stopped the algorithm after 1000 iterations even if the tolerance
was not reached. In these tests, we used images from the Kodak collection2 and we saved
the results in integer values relative to the intensity range [0, 255].

2.7.1 Image Denoising by CTV− `2 Model

We propose to extend the widely mentioned Rudin-Osher-Fatemi model [157] to color
images by using CTV regularization. The primal problem is therefore given by

min
u∈X
‖Du‖~b,a +

λ

2
‖f − u‖22, (2.37)

where f denotes the observed noisy data. The `2 norm is the most suitable choice for sup-
pressing Gaussian noise since the energy (2.37) corresponds to the maximum a posteriori
estimate. The proximity operator of the fidelity term G(u) = λ

2‖f − u‖22 is

proxτG(u) =
u + τλf

1 + τλ
.

To determine the general behaviour of several collaborative TV methods with respect
to changing the regularization parameter, Figure 2.6 shows the plots of the PSNR each
method achieved for certain values of λ. For these tests, we artificially added zero-mean
Gaussian noise of standard deviation 25 to a noise-free color image. One observes that
the peaks of the PSNR curves of the collaborative norms `∞,1,1, (S1, `1), `2,1,1, and `∞,2,1
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achieve the highest values. Interestingly, although `1,1,1 shows one of the lowest perfor-
mances in terms of the maximal PSNR, its corresponding curve seems to drop slower as
one overestimates λ. As it is well known, the optimal value of λ does not always lead to a
complete noise removal. However, a huge reduction of λ provides an over-smoothed result
and, thus, significant information is lost. In the end, the optimal value in terms of the
PSNR gets a compromise between removing noise and preserving signal content.

Figure 2.6: Behaviour of several CTV methods with respect to changing the regularization
parameter λ. The peaks of the curves associated to `∞,1,1, (S1, `1), `2,1,1, and `∞,2,1 achieve
the highest values. Although `1,1,1 shows one of the lowest performances in terms of the
maximal PSNR, its curve drops slower as one overestimates λ.

Figure 2.7 displays the results obtained from (2.37) by applying several collaborative
norms to the local gradient of the sought image. For that purpose, we artificially added
Gaussian noise of standard deviation 30 to the twenty-third Kodak picture and computed
the PSNR for each reconstruction by comparing to the noise-free image. We clearly observe
that the collaborative norm `∞,1,1 provides the best PSNR value and its denoised image is
superior in visual quality. Indeed, see the strong color artifacts on the parrot’s cheek in all
other results. Although (S1, `1) shows nice denoising properties, a derivative matrix which
has two derivative vectors being equal to zero also has rank one such that colored edges
are not actively suppressed. On the other hand, `1,1,1 shows one of the worst performances
since it neither couples the colors nor the derivatives. Furthermore,

(
S∞, `1

)
does not work

very well. It seems that imposing jumps of different color channels to point into the same
direction can more effectively be enforced by the convex relaxation (S1, `1) than having a
single direction in the dual variable as in the

(
S∞, `1

)
approach. Finally, the isotropic `2,2,1

is beaten by the anisotropic `2,1,1, and `2,∞,1(der, col, pix) outperforms `∞,2,1(col, der, pix)
in terms of both PSNR and visual quality assessment. In the end, the large inter-channel
correlation of images in the Kodak dataset explains why `∞,1,1, which encourages jumps
that occur in all channels in the sense given in Section 2.5, performs visually the best.

According to what has been pointed out throughout this chapter, the proposed frame-
work applies to any linear operator computing intensity differences among pixels. There-
fore, the discrete nonlocal gradient can be considered in (2.37). As a very first test, Figure
2.8 provides the results obtained by several anisotropic collaborative norms for denoising
a Kodak image corrupted with Gaussian noise of standard deviation 10. The local and
nonlocal variants of the gradient are considered for a visual quality assessment. In the non-
local case, the weight function ω given in (2.36) was computed on the observed noisy data
and the filtering parameter h was optimized in terms of the highest PSNR. As expected,
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Clean Noisy
`1,1,1(col, der, pix)

PSNR = 30.14
`2,1,1(col, der, pix)

PSNR = 31.00

`2,2,1(col, der, pix)
PSNR = 30.92

`∞,1,1(col, der, pix)
PSNR = 31.13

`∞,2,1(col, der, pix)
PSNR = 30.91

`∞,∞,1(col, der, pix)
PSNR = 30.71

`2,∞,1(der, col, pix) (S1(col, der), `1(pix)) (S∞(col, der), `1(pix))

PSNR = 30.97 PSNR = 31.05 PSNR = 30.46

Figure 2.7: Denoising of the twenty-third Kodak image corrupted with Gaussian noise of
s.d.30 by using several local CTV regularizations in (2.37). We observe that strong color
artifacts remain on the parrot’s cheek in all results except with the `∞,1,1 norm. In fact,
this method gives rise to significantly better visual quality and provides the best PSNR
value. Although (S1, `1) is the norm that most closely approaches `∞,1,1 in terms of the
numerical assessment, it is still far from suppressing spots and color artifacts.

nonlocal regularizations perform better than the local ones for removing noise and color
artifacts while preserving fine structures and texture. For instance, the wood pattern has
almost disappeared in all images provided by local collaborative norms, which does not
happen in such considerable way with the nonlocal variants. Regarding the nonlocal CTV
methods themselves, we observe once more that `∞,1,1 allows reducing color artifacts in a
stronger way than `1,1,1. Interestingly, the gain in image quality by going from an `1 to an
`∞ channel coupling is much bigger for the local than for the nonlocal regularizations. It is
important to emphasize that the weights are computed on the noisy image, which provides
distorted information about the geometry of the underlying solution. By updating ω at
each iteration or computing it on a pre-estimation of the solution, one expects to increase
the quality of the results at some computational cost.

We also compare the computational cost of all local collaborative TV regularizations
used in Figure 2.7. We exclude from this analysis the nonlocal variants since it is well
known that their computational cost is much bigger because of the computation of the
weight distribution, the nonlocal gradient, and the nonlocal divergence at each step. In
this experience, the tolerance was fixed to 5 · 10−3 since we checked that the best PSNR

82



2.7. Experimental Results, Discussion, and Comparison 83

Clean Noisy
TV− `1,1,1

PSNR = 33.60

NLTV− `1,1,1
PSNR = 35.41

TV− `∞,1,1
PSNR = 34.88

NLTV− `∞,1,1
PSNR = 35.65

Figure 2.8: Denoising of the third Kodak image corrupted with Gaussian noise of s.d. 10 by
using several local and nonlocal CTV regularizations in (2.37). We observe that nonlocal
variants outperform local ones in removing noise while preserving high-frequency details.
On the other hand, the superiority of the collaborative norm `∞,1,1 with respect to `1,1,1

is much weaker in nonlocal methods. Even in this case, using an `∞ channel coupling
provides the best visual and numerical results.

values were reached at this point in all cases. All methods were run with the optimal
trade-off parameters on a laptop with one core Processor 2.5 GHz Intel Core i5 with 4 GB
1600 MHz DDR3 RAM. The running times are displayed in Table 2.3. It is important to
make clear that, for each method, the computational cost decreases as λ increases because
the solution is required to be closer and closer to the initial data. We observe that `2,2,1,
`2,1,1, and `1,1,1 are the most efficient methods, although they do not provide the best
denoised images. On the other hand, we realize that the projection onto the unit ball
of the `1,2 norm needed for the `∞,2,1 regularization is computationally expensive, which
does not happen in such considerable way with the projections onto the unit balls of the
`1 and `1,1 norms involved in `∞,1,1 and `∞,∞,1, respectively. The computational costs of
the Schatten−p norms are midway between the most efficient methods and those coupling
the color channels with the `∞ norm.

A more detailed performance comparison analysis among (local) collaborative TV
methods on different databases for Gaussian image denoising is provided in Appendix
B.3. Supporting software and an online demo are available at IPOL webpage3 [63], where
we further include some experiments on cartoon and texture decomposition.

2.7.2 Image Denoising by CTV− `1 Model

If we replace the `2 norm in the data-penalty term of (2.37) by the more robust `1 norm,
the following minimization problem arises:

min
u∈X
‖Du‖~b,a + λ‖f − u‖1. (2.38)
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CTV `1,1,1 `2,1,1 `2,2,1 `∞,1,1 `∞,2,1 `∞,∞,1 `2,∞,1 (S1, `1) (S∞, `1)

CPU 8.939 8.221 7.685 15.931 244.017 19.785 13.749 11.344 10.947

PSNR 30.14 31.00 30.92 31.13 30.91 30.71 30.97 31.05 30.46

λ 0.048 0.034 0.026 0.025 0.019 0.015 0.018 0.031 0.024

Table 2.3: For a 768 × 512 Kodak image, the running times in seconds of the CTV
methods used in Figure 2.7 are displayed. All methods were run on a laptop with one core
Processor 2.5 GHz Intel Core i5 with 4 GB 1600 MHz DDR3 RAM. Note that `2,2,1 is the
most efficient regularization, whereas `∞,2,1 involves high computational costs because of
the projection onto the unit ball of the `1,2 norm. Although the `1 projection also requires
an iterative process, the computational cost of the `∞,1,1 regularization is not far from
that of (S1, `1) but still providing better denoising results in terms of the error and from
a human visual inspection (see Figure 2.7).

Some well-known advantages of (2.38) over the classical model are contrast invariance and
more effectiveness in removing noise containing strong outliers such as the salt-and-pepper
type noise. In this case, the proximity operator of the fidelity term G(u) = λ‖f − u‖1 is

(proxτG(u))i,k =


ui,k − τλ if ui,k − fi,k > τλ,
ui,k + τλ if ui,k − fi,k < −τλ,
fi,k if |ui,k − fi,k| ≤ τλ,

for each channel k ∈ {1, . . . , C} and at each pixel i ∈ {1, . . . , N}. Note that (2.38) poses
a nonsmooth optimization problem, which is also treatable by the PDHG algorithm.

Given the probability α ∈ [0, 1] that a pixel is corrupted, we introduced salt-and-pepper
noise by setting a fraction of α

2 randomly selected pixels to black and another fraction of
α
2 randomly selected pixels to white. Figure 2.9 displays the result each method provided
on the fifth Kodak image for α = 0.15. At first glance, the collaborative `∞,1,1 norm is
the most successful in suppressing color spots. The numerical results confirm this visual
inspection, since the PSNR value generated by `∞,1,1 is clearly superior to all others. In
fact, this is the unique method that actively suppresses the input noise and preserves sharp
edges. For instance, observe that the contours of the green and yellow front mudguards
are specially damaged with all regularizations except `∞,1,1 and, to a lesser extent, `2,∞,1

and (S1, `1).

2.7.3 Image Deblurring

The extension of the classical Gaussian denoising model to image deblurring involves the
minimization of the primal energy

min
u∈X
‖Du‖~b,a +

λ

2
‖f −Ψu‖22, (2.39)

where Ψ is a linear operator modeling the degradation of u caused by blur and possibly
noise. For the following experiments, we focus on image deconvolution, which refers to the
case where the blur to be removed is linear and shift-invariant so that it may be expressed
as a convolution of the image with a point spread function. We thus consider the linear
operator Ψu = κ ∗ u, where κ is a Gaussian convolution kernel.

The proximity operator of the fidelity term G(u) = λ
2‖f −Ψu‖22 is given by

proxτG(u) = (Id+ τλΨ>Ψ)−1
(
u + τλΨ>f

)
.

Note that the above formula requires to compute (Id + τλΨ>Ψ)−1, which is huge time
consuming in the spatial domain for large values of the standard deviation of the kernel.
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Clean Noisy
`1,1,1(col, der, pix)

PSNR = 26.40
`2,1,1(col, der, pix)

PSNR = 29.33

`2,2,1(col, der, pix)
PSNR = 28.77

`∞,1,1(col, der, pix)
PSNR = 31.67

`∞,2,1(col, der, pix)
PSNR = 28.62

`∞,∞,1(col, der, pix)
PSNR = 29.75

`2,∞,1(der, col, pix) (S1(col, der), `1(pix)) (S∞(col, der), `1(pix))

PSNR = 30.50 PSNR = 30.86 PSNR = 27.15

Figure 2.9: Denoising of the fifth Kodak image, where 15% of pixels were corrupted with
salt-and-peper noise, by using several local CTV regularizations in (2.38). We observe that
`∞,1,1 is clearly superior in terms of the PSNR as well from a visual inspection. Indeed,
it is the most effective regularization to remove color spots and preserve sharp contours.
For instance, see the green and yellow front mudguards.

This drawback is solved by working in the Fourier domain where the convolution becomes
a mere multiplication. Hence, using the convolution theorem of Fourier transforms, the
solution to (2.39) can be efficiently computed as

proxτG(u) = F−1

(
F(u) + τλF(Ψ)>F (f)

1 + τλF(Ψ)2

)
,

where F and F−1 denote the fast Fourier transform and its inverse, respectively. Note
that all operations in the above formula are componentwise.

We tested all collaborative TV methods on the third Kodak image. The degraded
data was simulated by convolving the ground truth with a Gaussian kernel of standard
deviation 2 and further adding white Gaussian noise of standard deviation 0.5. The quality
of the restored images with optimal λ’s can be evaluated both visually and numerically in
Figure 2.10. We observe that the blur has been almost suppressed in all cases even though
some geometry and texture cannot be recovered from the blurred data. As expected from
any TV−based model, the restored images tend to be piecewise smooth. In general terms,
it seems that isotropy is more suitable for image deblurring – at least with very little noise
– than anisotropy from the PSNR point of view. Indeed, `2,2,1 and `∞,2,1 provide the best
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Clean Blurred and noisy
`1,1,1(col, der, pix)

PSNR = 32.16
`2,1,1(col, der, pix)

PSNR = 32.56

`2,2,1(col, der, pix)
PSNR = 32.76

`∞,1,1(col, der, pix)
PSNR = 32.59

`∞,2,1(col, der, pix)
PSNR = 32.71

`∞,∞,1(col, der, pix)
PSNR = 32.45

`2,∞,1(der, col, pix) (S1(col, der), `1(pix)) (S∞(col, der), `1(pix))

PSNR = 32.67 PSNR = 32.77 PSNR = 32.57

Figure 2.10: Deblurring of the third Kodak image by using several local CTV regulariza-
tions in (2.39). The blurred image was simulated by Gaussian convolution of s.d. 2 and
further adding Gaussian noise of s.d. 0.5. The blur has been almost suppressed in all cases,
although some high-frequency details cannot be recovered from the blurred data. Note
also that the visual and numerical differences are not as great as in the denoising case.
However, it seems that isotropy is more suitable for restoring images with Gaussian blur
and very little noise since `2,2,1 and `∞,2,1 provide the best results together with (S1, `1).

values together with (S1, `1). On the other hand, one realizes that `∞,1,1 and (S1, `1) are
superior in removing color artifacts at the text on the cap. In the end, the nuclear norm
compromises between removing blur and avoiding color spots.

2.7.4 Image Inpainting

Inpainting is the process of filling-in lost data in a known region of an image. Although
during the last years a lot of effort has been put into the development of powerful image
priors, we are interested in the TV−based image inpainting model [37], which is limited
to inpainting the geometric structure at unknown pixels.

Let I be the inpainting domain, that is, the set of all pixels in the image where the
intensity value of all color channels is unknown. Therefore, the primal problem we focus
on is given by

min
u∈X
‖Du‖~b,a +

λ

2
‖f − u‖2\I , (2.40)
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where ‖ · ‖\I denotes the Euclidean norm at known pixels. We see that the proximity

operator of G(u) = λ
2‖f − u‖2\I is

(proxτG(u))i,k =


ui,k if i ∈ I,
ui,k + τλfi,k

1 + τλ
otherwise,

for each channel k ∈ {1, . . . , C} and at each pixel i ∈ {1, . . . , N}.
For the comparative quality assessment in image inpainting, we used a mask with

random scribbles. Figure 2.11 shows the optimal result in terms of the highest PSNR
provided by each collaborative TV regularization on the twentieth Kodak image. Since
the domain which is to be filled in is thin, pretty good numerical results are in general
obtained. Indeed, all methods exhibit excellent PSNR since an increase of about 20 dB is
reached (the value of the input data is 20.58). Concerning `p,q,r norms, one realizes that
isotropic regularization performs significantly better than anisotropic filtering. On the
other hand, the collaborative norms `2,2,1, (S∞, `1), (S1, `1), and `2,∞,1 are significantly
superior both visually – compare the results at the edge separating the two gray regions
with different intensity – and in terms of the metric. Accordingly, TV−based inpainting
prefers straight contours as they have minimal total variation, but it is less successful for
recovering curved boundaries. In this regard, one sees that all methods perfectly recover
the color edge separating the black from the yellow area in the propeller of the plane, but
they fail at its yellow boundary.

CIELAB color space

All previous experiments were performed using the standard RGB color space. The CIE-
L∗a∗b∗ is a perceptually uniform color space, a property which the common RGB model
does not have, describing all the colors visible to the human eye. The three coordinates
L∗, a∗, and b∗ represent the lightness of the color, its position between red/magenta
and green, and its position between yellow and blue, respectively. Contrary to RGB color
systems, the color differences which one perceives correspond to distances when measuring
colorimetrically in this space.

Figure 2.12 shows the results of minimizing (2.40) on both RGB and CIE-L∗a∗b∗ color
spaces by means of the collaborative norm `2,∞,1, which benefits from the superiority of
isotropic diffusion as demonstrated in Figure 2.11. We observe that the choice of the
uniform color space leads to a slight but visually noticeable improvement. Indeed, the
bleeding of red across edges in RGB space vanishes when transforming the image into
CIE-L∗a∗b∗ before inpainting. Accordingly, the PSNR gain is not negligible.

2.8 Concluding Remarks

Considering the discrete setting, we have proposed in this chapter to view the gradient
of a multispectral image as a three dimensional matrix or tensor with the dimensions
corresponding to the spatial extent, the directional (either local or nonlocal) derivatives
considered as linear operators containing the differences to other pixels, and the spectral
channels. We have then introduced collaborative total variation as the regularization that
arises from taking different norms along each dimension. In particular, we have defined
collaborative sparsity enforcing norms such as `p,q,r and (Sp, `q), leading to novel and
very different methods. We have characterized the dual norm, the subdifferential, and
the proximal mapping of collaborative norms since they play a direct role in computing
optimality conditions of several regularized ill-posed inverse problems. We have further
proved, using the generalized concept of singular vectors, than an `∞ coupling leads to
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Clean Masked
`1,1,1(col, der, pix)

PSNR = 37.97
`2,1,1(col, der, pix)

PSNR = 38.15

`2,2,1(col, der, pix)
PSNR = 39.15

`∞,1,1(col, der, pix)
PSNR = 37.84

`∞,2,1(col, der, pix)
PSNR = 38.23

`∞,∞,1(col, der, pix)
PSNR = 37.88

`2,∞,1(der, col, pix) (S1(col, der), `1(pix)) (S∞(col, der), `1(pix))

PSNR = 38.95 PSNR = 39.09 PSNR = 39.10

Figure 2.11: Inpainting of the twentieth Kodak image, which was partially occluded with
a random scribble, by using several local CTV regularizations in (2.40). We realize that
anisotropy severely compromises the perfomance of `p,q,r norms. On the contrary, `2,2,1,
(S∞, `1), (S1, `1), and `2,∞,1 give similar results and are able to better reconstruct sharp
edges damaged by the mask. In the end, all methods better recover straight contours
such as the edge separating the black from the yellow area in the propeller, but are less
successful in restoring curved boundaries as it is the case of the yellow propeller contour.

the strongest channel correlation, makes the most prior assumptions, and has the greatest
potential to reduce color artifacts.

In experiments, we have demonstrated the wide applicability of the collaborative total
variation to general image processing tasks like denoising, deblurring, and inpainting. A
detailed performance comparison on various databases with different inherent properties
has been displayed for Gaussian denoising. From the above standards, we have exhibited
the superiority of `∞,1,1 for a stronger suppression of color artifacts in natural images, and
of (S1, `1) for restoring edges separating saturated colored regions. In the end, if the type
of images to be reconstructed is known, one can choose a regularization that is tailored to
the particular type of color and derivative correlation.

Finally, the nonlocal variants of the proposed collaborative TV methods have outper-
formed the local ones. As discussed in the introduction of the thesis, this is due to the fact
that nonlocal models take advantage of self-similarities underlying natural images. At the
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Clean
`2,∞,1 in RGB space

PSNR = 38.95
`2,∞,1 in CIELAB space

PSNR = 39.18

Figure 2.12: Inpainting results in RGB and CIELAB color spaces. First, we note that the
PSNR gain in CIELAB is not at all negligible. But, more importantly, the visual quality
assessment demonstrates that a bleeding of red across edges appears in RGB coordinates.
This effect vanishes when the inpainting is carried out in the perceptually uniform CIELAB
color space.

very first tests, the differences among collaborative norms applied to the nonlocal gradient
have not been as relevant as in the local case. Future work will mainly concentrate in a
deeper analysis of how to exploit the properties of collaborative norms for penalizing the
nonlocal gradient.
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Chapter 3

Nonlocal Variational Pansharpening

Many Earth observation satellites decouple the acquisition of a panchromatic image at
high spatial resolution from the acquisition of a multispectral image at lower spatial res-
olution. Pansharpening consists in inferring a high-resolution multispectral image from
these data. In this chapter, we introduce two variational models that incorporate non-
local regularization and further assume that the low-resolution bands are obtained from
the underlying high-resolution ones by low-pass filtering followed by subsampling. Firstly,
we include the constraint that the panchromatic is a linear combination of the spectral
components. The resulting method outperforms state-of-the-art techniques on simulated
data, where a ground truth is available and an objective evaluation is possible. However,
this model needs spectral channels to be co-registered, which is not generally the case
in a real scenario. Furthermore, the generation of aliasing in all multispectral modalities
makes not advisable their co-registration before pansharpening. In view of this, each band
should be fused independently. Additionally, we cannot suppose that the panchromatic
writes as a linear combination of spectral channels for real data, thus making the first
method not applicable. We propose a second variational model that replaces the linearity
constraint with a new one that introduces the high frequencies of the panchromatic into
each spectral component. In order to guarantee the existence and uniqueness of minimizer
for both energies, we also provide a vector calculus on nonlocal operators.

This chapter is organized as follows. In Section 3.1 we present the pansharpening
problem and review the most relevant techniques available in literature. We introduce in
Section 3.2 a first variational model assuming that the panchromatic is a linear combina-
tion of the sought spectral bands. A deep mathematical analysis of the energy functional
is provided in Section 3.3, where a nonlocal vector calculus is developed and the existence
and uniqueness of minimizer is guaranteed. We last derive an optimality condition which
is used to design an efficient algorithm in Section 3.4. Section 3.5 is devoted to extensive
performance evaluation of the proposed method by comparing with state-of-the-art tech-
niques. In order to deal with misregistered and aliased data, we modify the primal energy
in Section 3.7 by replacing the linear combination assumption with a new constraint that
injects the high frequencies of the panchromatic into each spectral component. Section
3.8 exhibits the applicability of the second model on realistic data. Finally, concluding
remarks and lines of future work are discussed in Section 3.9.

3.1 Introduction

Many satellites such as Ikonos, Landsat, Quickbird, and Pléiades provide continuously
growing quantities of remote sensing images useful for a wide range of both scientific and
everyday tasks. Most of them produce a panchromatic image at high spatial resolution and
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several spectral bands at lower spatial resolution. The panchromatic contains reflectance
data representative of a wide range of wavelengths, which allows counting more photons
emitted by the scene, whereas the multispectral sensors cover some specific bandwidth,
which leads to an accurate color description. In order to compensate the limited amount
of energy available in a very particular range of the spectrum, spectral sensors typically
sample over a larger spatial extent. The design of spectral remote sensors with higher
spatial resolution is limited by technical constraints of on-board storage and bandwidth
transmission of the images from the satellite to the Earth. Consequently, multispectral
images are of coarser spatial resolution than the panchromatic.

In the remote sensing field, high spatial resolution is necessary to correctly detect
shapes, edges, and structures, but different types of land are better classified using images
with multiple spectral bands. Considering this trade-off, pansharpening techniques aim at
increasing the spatial resolution of the multispectral data by injecting the high frequen-
cies (spatial details) contained in the companion panchromatic. Pansharpening has been
an intensive field of research during the last decades [170, 175]. Initial methods impose
the final image to match the luminance of the panchromatic while preserving the low
frequencies of the spectral components. This can be written by means of a linear transfor-
mation and substitution for some components in the transformed domain, as it is the case
of Intensity-Hue-Saturation transform [29, 174], Principal-Component-Analysis transform
[40, 165], and Gram-Schmidt orthonormalization [3]. Similar results are achieved by rela-
tive spectral contribution techniques such as intensity modulation [43, 119] and Brovey’s
method [90, 112]. Other lines of research, such as high-pass filtering [102, 162] and high-
pass modulation [163], focus on injecting high-frequency details extracted by subtracting
a low-pass filtered panchromatic from the original one. Several models using a multires-
olution strategy, like discrete wavelet transform [83, 142, 182, 189], contourlet transform
[127], curvelet transform [137], and Laplacian pyramid algorithms [2, 150] have also been
proposed so far.

The main challenging goal of most pansharpening techniques is to get a good com-
promise between spatial and spectral quality. In this regard, variational methods have
recently emerged as a promising direction of research since they usually combine ideas
from various methods into a single mathematical framework. Ballester et al. [13] were
the first to introduce a variational formulation for the pansharpening problem, which
they called P+XS. The authors designed a functional consisting of a regularization term,
which forces the edges of each high-resolution spectral band to line up with those in the
panchromatic, one term related to the image formation model, and a third one being the
Lagrangian formulation of a linear constraint. More concretely, they forced the panchro-
matic to be a linear combination of the sought high-resolution spectral components. Aly
and Sharma [6] used the same fildelity terms but restricted the linear combination assump-
tion to be only imposed on the high-pass filtered components. The authors also proposed
a correlation-dependent regularization term that reduces to constrained least-squares min-
imization in absence of correlation. However, when such spectral correlation between the
panchromatic and the multispectral bands exists, the regularization term incorporates the
high-frequencies from the panchromatic into the solution. On the other hand, Möller et al.
[133] combined ideas from wavelet fusion and P+XS into a single variational framework.
They eliminated the linear combination assumption and included a color and edge match-
ing in the wavelet domain. They further preserved frequency information by keeping the
ratio of all spectral bands constant and by additionally matching the colors away from
edges and texture. Finally, the authors of [187] used some of the assumptions in [13, 133]
to design a model for which the kernel used by the satellite to obtain the low-resolution
data is not prescribed.

We first propose to keep the variational formulation introduced by Ballester et al. in
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[13] while incorporating nonlocal regularization techniques. In this setting, the panchro-
matic image is used to derive nonlocal relationships among patches describing the geometry
of the desired high-spatial and high-spectral resolution image. Being this geometry avail-
able through the panchromatic, namely it does not depend on the solution, it permits the
design of a quadratic functional which makes the numerical minimization straightforward.

As pointed out in the introduction of this thesis, the panchromatic and spectral sensors
are shifted within the focal plane of a telescope in the direction of the satellite scrolling. As
a consequence, the same point on the ground is not captured at the same time by all sensors
or strictly under the same angle. Such inconvenient in geometry is even more critical
when one takes into account the generation of strong aliasing in the spectral data, which
produces jagged edges, color distortions, and stair-step effects. Because of the aliasing,
the interpolation or resampling of the low-resolution components into a common reference
previously to pansharpening is not at all recommendable. Under these circumstances, it
would be desirable to have a channel-decoupled model to proceed as follows: superimpose
the panchromatic image – which hardly contains aliasing – on each spectral band, solve
the pansharpening problem for each spectral band independently, and superimpose all
high-resolution spectral components – free from aliasing – on a common geometry for
visualization purposes.

The first model proposed in this chapter uses the hypothesis that the panchromatic
is a linear combination of the high-resolution spectral bands, which makes the energy
channel-coupled. What is more, it is well known that the panchromatic sensor covers
frequencies which are not covered by any of the spectral sensors, but does not cover all
wavelength range (see Figure 5a). Consequently, the constraint might not even be a good
hypothesis. In view of the above, we introduce a second variational model obtained by
replacing the linearity combination assumption with a new constraint that imposes the
spatial ratio between a low-resolution panchromatic and each low-resolution band to be
equal to the spatial ratio between the original panchromatic and the same band from
the pansharpened image. In fact, it is equivalent to injecting the high frequencies of the
panchromatic into each high-resolution spectral component. Therefore, the new energy
functional is channel-decoupled, thus permitting the independent minimization of each
spectral band and its application to misregistered data.

Let us emphasize that the content of this chapter related to the first variational model
has been published in [59]. Furthermore, reproducible software and an online demo are
available at Image Processing On Line webpage3 [58]. The channel-decoupled variational
model is under consideration for publication in an international journal. We summarize
below the major contributions included in this chapter:

• We design a nonlocal convex energy to deal with pansharpening that takes advantage
of the self-similarity principle in natural and satellite imagery. The proposed model
is based on the fact that the low-resolution image is obtained from the ground truth
by low-pass filtering followed by subsampling, and it further incorporates the con-
straint that the panchromatic is a linear combination of the high-resolution spectral
components which are to be estimated.

• We develop a vector calculus for nonlocal operators with nonsymmetric weights.
Among others, we prove an integration by parts formula, the generalization of the
classical identity ∆u = div (∇u), and a nonlocal Poincare’s inequality, which is the
key to guarantee the coercivity of the nonlocal functional.

• We prove the existence and uniqueness of solution of the proposed minimization
problem in a suitable space of functions.

• Being the energy strictly convex and quadratic, we design an efficient algorithm
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based on the gradient descent method, which provides convincing results in simu-
lated data and outperforms state-of-the-art pansharpening techniques. In particular,
the proposed model leads to high-spatial and high-spectral resolution images with
important reduction of color artifacts with respect to other methods.

• We finally introduce a channel-decoupled variational energy that avoids the, in gen-
eral not true, assumption that the spectral and panchromatic modalities are related
by a linear transformation. Crucially, it also permits the independent fusion of each
band and, thus, allows its application to misregistered spectral components.

3.2 Nonlocal Variational Formulation of Pansharpening

Let Ω be an open and bounded domain in RM , M ≥ 2. We denote by u : Ω→ RC , with
u(x) = (u1(x), . . . , uC(x)) for any x ∈ Ω, the high-resolution image with C spectral bands
we seek to estimate. In this setting, uk : Ω→ R represents the intensity corresponding to
the k-th spectral component. For color images, C = 3 and the usual red, green, and blue
channels are considered. The available data from the satellite consists of a high-resolution
panchromatic image P : Ω → R and a low-resolution multispectral image defined on a
sampling grid S ⊆ Ω and denoted by uS : Ω → RC , with uS(x) = (uS1 (x), . . . , uSC(x))
for any x ∈ S. Our purpose is to reconstruct u taking into account several constraints
imposed by the data generation model.

3.2.1 Low-resolution Multispectral Data Formation Model

The most common image formation model assumes that the low-resolution multispectral
image is formed from the high-resolution one by low-pass filtering followed by subsampling.
Therefore, one has that

uSk = (κk ∗ uk)↓s + ηk, ∀k ∈ {1, . . . , C}, (3.1)

where ↓s denotes the subsampling operator by a factor s (for most satellites, s = 4), κk is
the impulse response for the k−th spectral band, and ηk is supposed to be i.i.d zero-mean
Gaussian noise coming from the quantum nature of light emission. Note that (3.1) is an
ill-posed inverse problem in the sense that the information provided by uS and the image
generation model is not sufficient to ensure the existence, uniqueness, and stability of a
solution u. Therefore, we require the choice of a good prior in order to introduce some
preconditions on the underlying image we expect. In our case, this prior shall take the
form of a nonlocal operator.

In view of (3.1), we need to assume that it is possible to evaluate κk ∗ uk at any point
of S. For that purpose, we consider κk as the kernel of a convolution operator mapping
L2(Ω) into C(Ω), that is

κk ∗ v(y) =

∫
Ω
κk(y − x)v(x)dx, ∀k ∈ {1, . . . , C}, ∀v ∈ L2(Ω).

The data-fidelity requirement based on the image formation model (3.1) we introduce
in our functional is∫

Ω
ΠS ·

(
κk ∗ uk(x)− uΩ

k (x)
)2
dx, ∀k ∈ {1, . . . , C}. (3.2)

In this setting, ΠS =
∑

x∈S δx is a Dirac’s comb defined by the sampling grid S and
uΩ : Ω → RC , with uΩ(x) =

(
uΩ

1 (x), . . . , uΩ
C(x)

)
for any x ∈ Ω, is an arbitrary extension

of uS as a continuous function from the sampling grid S to the whole domain Ω. Note
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that the integral of a sum of Dirac’s is unambiguous as we assume that no point of S
belongs to the boundary of Ω. Furthermore, since the integrand term is multiplied by ΠS ,
the integral expression (3.2) does not depend on the particular extension one chooses.

3.2.2 Linearity Constraint on Panchromatic

The panchromatic image P is supposed to be a linear combination of the different bands
of the high-resolution multispectral image which is to be computed. Therefore, we impose
the following constraint:

P (x) =
C∑
k=1

αkuk(x), ∀x ∈ Ω, (3.3)

where {αk}Ck=1 are mixing coefficients that give the intensity image in terms of the spectral

channels, satisfying αk ≥ 0 for all k ∈ {1, . . . , C} and
∑C

k=1 αk = 1. The above constraint
writes in a variational framework as∫

Ω

(
C∑
k=1

αkuk(x)− P (x)

)2

dx. (3.4)

Importantly, note that we have implicitly assumed in (3.3) that the panchromatic
image and the spectral bands are aligned.

3.2.3 Nonlocal Regularization

Many problems in image processing like pansharpening require the choice of a good prior
that makes assumptions on the structure of the image to be recovered. Classical variational
techniques describe regularity in terms of the local relationships of nearby pixels, mainly
the gradient or the Laplacian of the image. The total variation [157] is the most significant
of such methods and pioneered as a discontinuity-preserving regularization in the sense
that it assigns the same energy cost to sharp and smooth transitions. Although it is
optimal to reconstruct the main geometrical shape in an image, it fails to preserve fine
structures, details, and texture. In contrast to the local case, the so-called neighborhood
filters, in which any point in an image can interact directly with any other point in the
whole domain, use not only the spatial closeness between points but also closeness of
intensity values in the image.

Inspired by the success of the nonlocal-means denoising algorithm [25], Osher et al. [79,
80, 106] interpreted neighborhood filters as regularizations based on nonlocal operators.
In particular, a quadratic nonlocal functional depending on a weight distribution was
proposed in [79]. More concretely, the functional is written as∫∫

Ω×Ω
(v(y)− v(x))2ωf (x,y) dy dx,

where ωf (x,y) computes the similarity between any pair of points x and y on some
prescribed image f . The weight function ωf is always assumed nonnegative and symmetric.
The corresponding Euler-Lagrange equation for minima is∫

Ω
(v(y)− v(x))ωf (x,y) dy = 0, ∀x ∈ Ω.

The authors in [79] considered the gradient descent method and, thus, obtained the solu-
tion through the numerical iteration

vn+1(x) =
1

Υ(x)

∫
Ω
vn(y)ωf (x,y) dy,
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96 Nonlocal Variational Pansharpening

where Υ(x) =
∫

Ω ωf (x,y) dy is a normalization factor and f is given as an initial con-
dition of the process. The freedom of this initial condition and the weight distribution
(independent of v) make this formulation a linear and powerful tool for image processing.

In order to make the inverse problem (3.1) well-posed, we introduce a nonlocal reg-
ularization term taking advantage of the self-similarity principle on natural and satellite
images. The corresponding energy term is thus given by∫∫

Ω×Ω
(uk(y)− uk(x))2 ωP (x,y) dy dx, ∀k ∈ {1, . . . , C}. (3.5)

Generally, nonlocal approaches as (3.5) try to recover both shapes and textures within the
same framework by identifying recurring structures in the whole image.

A problem of nonlocal regularization strategies in inverse problems is the estimation
of the weight function. Since a high-resolution panchromatic image is available, we use
it to derive relationships among patches describing the geometry of the desired solution.
Therefore, the weight function ωP : Ω× Ω→ R is defined as

ωP (x,y) =
1

Υ(x)
exp

(
−dρ (P (x)− P (y))

h2

)
, (3.6a)

where

Υ(x) =

∫
Ω

exp

(
−dρ (P (x), P (y))

h2

)
dy, ∀x ∈ Ω (3.6b)

is a normalization factor and

dρ (P (x), P (y)) =

∫
Ω
κρ(t)|P (x + t)− P (y + t)|2 dt (3.6c)

computes the distance between neighborhoods (or patches) around x and y. In this
framework, κρ is a Gaussian kernel and h > 0 acts as a filtering parameter. The parameter
h controls the decay of the exponential function and, therefore, the decay of the weights
as a function of the Euclidean distances. Note that the weight in (3.6) satisfies the usual
conditions 0 < ω(x,y) ≤ 1 and

∫
Ω ω(x,y) dy = 1, but the normalization using (3.6b)

breaks down the symmetry of the weights between to given points in the image.

3.2.4 The Nonlocal Energy Functional

Considering the fidelity term (3.2) derived form the image formation model, the Lagrangian
formulation (3.4) related to the constraint that the panchromatic image is a linear com-
bination of the high-resolution multispectral bands, and the nonlocal regularization term
(3.5), we aim at minimizing the following energy functional:

J1(u) =
1

2

C∑
k=1

∫∫
Ω̃×Ω̃

(uk(y)− uk(x))2 ωP (x,y) dy dx

+
λ

2

∫
Ω

(
C∑
k=1

αkuk(x)− P (x)

)2

dx

+
µ

2

C∑
k=1

∫
Ω

ΠS ·
(
κk ∗ uk(x)− uΩ

k (x)
)2
dx,

(3.7)

where λ ≥ 0 and µ ≥ 0 are trade-off parameters controlling the contribution of the fidelity
and Lagrangian terms to the whole energy, and Ω̃ is a nonlocal domain to be defined in
the next section.
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3.3 Mathematical Analysis of the Nonlocal Functional

By using techniques from the calculus of variations [11, 50, 64], we prove in this section
the existence and uniqueness of minimizer for the functional given in (3.7). We further
derive an optimality condition which is then used to construct an efficient algorithm by
means of the gradient descent method.

3.3.1 Nonlocal Vector Calculus

The regularization term in (3.7) involves a control on the differences of each pixel with
respect to its neighborhood where some kind of nonlocal gradient underlies. An important
aspect in this theory is the consideration of boundary conditions. Due to the nonlocal
property of the operator, classical conditions imposed on boundaries of zero volume will
not yield well-posed problems. Gunzburger et al. [53, 87] resolved this issue by defining
weak formulations for some nonlocal boundary value problems and developed a rigorous
framework for nonlocal vector calculus.

In this setting, the nonlocal boundary Γ ⊂ RM \ Ω is defined as a collar domain
surrounding Ω with finite nonzero volume and such that Ω ∩ Γ = ∂Ω. We prescribe the
values of the minimizer at Γ and not just at the classical boundary ∂Ω. Therefore, our
construction takes place on the domain under consideration and its nonlocal boundary,
which will be denoted by Ω̃ = Ω ∪ Γ. With these notations, formulas (3.5) and (3.6) are
naturally extended to Ω̃.

We can adapt now the nonlocal operators introduced by Gilboa and Osher in [80] to
general nonsymmetric weigh functions ω : Ω̃× Ω̃→ R.

Definition 3.1. Let f : Ω̃→ R and g : Ω̃× Ω̃→ R be measurable functions.

• The nonlocal gradient is defined as the vector of all nonlocal partial derivatives:

(∇ωf) (x,y) = (f(y)− f(x))
√
ω(x,y), ∀x,y ∈ Ω̃.

• The nonlocal divergence is defined as minus the adjoint of the nonlocal gradient:

(divωg) (x) =

∫
Ω̃

(
g(x,y)

√
ω(x,y)− g(y,x)

√
ω(y,x)

)
dy, ∀x ∈ Ω.

• The nonlocal normal component along the boundary Γ is defined as

(~nωg) (x) = − (divωg) (x), ∀x ∈ Γ.

With the above notations, the following equality (see [87] for the proof) holds:∫
Ω
f(x)(divωg)(x) dx +

∫∫
Ω̃×Ω̃

g(x,y)(∇ωf)(x,y) dy dx =

∫
Γ
f(x)(~nωg)(x) dx. (3.8)

Consider now the following linear integral operator:

Lf(x) =

∫
Ω̃

(f(y)− f(x))(ω(x,y) + ω(y,x)) dy, ∀x ∈ Ω̃. (3.9)

Following a similar result given in [79] for positive and symmetric weights, we show several
basic properties of L in the following proposition. The proof is outlined in Appendix C.1.

Proposition 3.1. The operator L in (3.9) has the following properties:

i) If f is constant, then Lf(x) = 0 for all x ∈ Ω̃.
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ii) Let y ∈ Ω̃ be fixed. If f(y) ≥ f(x) (respectively, f(y) ≤ f(x)) for all x ∈ Ω̃, then
Lf(y) ≤ 0 (respectively, Lf(y) ≥ 0).

iii) −L is a positive semidefinite operator, namely 〈−Lf(x), f(x)〉
L2(Ω̃)

≥ 0 for all x ∈ Ω̃.

iv)
∫

Ω̃
Lf(x) dx = 0.

We can also state the following result, which is somehow a generalization of the classical
identity ∆f = div(∇f). The proof can be found in Appendix C.2.

Lemma 3.2. For every measurable function f : Ω̃→ R, one has that

Lf(x) =
(
divω (∇ωf)

)
(x), ∀x ∈ Ω̃.

The equality holds whenever both sides are finite.

Finally, it is possible to provide a formula for integration by parts, the proof of which
is given in Appendix C.3.

Lemma 3.3. Let f1, f2 : Ω̃→ R be measurable functions. Then, the following integration
by parts identity holds:∫

Ω̃
Lf1(x)f2(x) dx = −

∫∫
Ω̃×Ω̃

(∇ωf1)(x,y)(∇ωf2)(x,y) dy dx.

Note that, in contrast with the local theory, this nonlocal variant of the integration by
parts formula does not contain any boundary term and thus the values at Γ could be
nonzero without modifying the result.

3.3.2 The Solution Space and a Nonlocal Poincaré’s Inequality

In view of (3.2) and (3.4), we may assume that P and uΩ
k , for each k ∈ {1, . . . , C}, belong

to the Hilbert space L2(Ω). As regards the nonlocal term, we need to guarantee that∫∫
Ω̃×Ω̃

(uk(y)− uk(x))2ωP (x,y) dy dx < +∞, ∀k ∈ {1, . . . , C}.

Therefore, the solution space in which we present our results is the space of weighted L2

integrable functions, which is defined by

L2
ωP

(Ω̃× Ω̃) =

{
f : Ω̃× Ω̃→ R : f is Lebesgue measurable,∫∫

Ω̃×Ω̃
|f(x,y)|2 ωP (x,y)dx dy < +∞

}
.

It is not difficult to see that L2
ωP

(Ω̃× Ω̃) is a Hilbert space endowed with the norm

‖f‖2,ωP =

(∫∫
Ω̃×Ω̃
|f(x,y)|2 ωP (x,y) dy dx

)1/2

,

derived from the inner product

〈f1, f2〉2,ωP =

∫∫
Ω̃×Ω̃

f1(x,y)f2(x,y)ωP (x,y) dy dx.
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Remark 3.1. Note that the equivalence classes of functions on L2
ωP

distinguish only among
values for functions inside the support of the weight, that is,

‖f‖2,ωP = 0 ⇔ f = 0 a.e. on supp(ωP ) ∩ (Ω̃× Ω̃).

Nevertheless, since ωP is nonnegative and measurable, the function

µ(A×B) =

∫∫
A×B

ωP (x,y) dy dx

is a positive measure on Lebesgue measurable sets A × B ⊆ Ω̃ × Ω̃. Thus, the space
L2
ωP

(Ω̃× Ω̃) is identical to the Hilbert space L2(Ω̃× Ω̃) with respect to the measure µ.

For any function z : Ω̃→ R, let us define ẑ : Ω̃× Ω̃→ R as

ẑ(x,y) = z(y)− z(x),

and consider the subspace of the functions with a zero trace

Z =
{
z : Ω̃→ R : ẑ ∈ L2

ωP
(Ω̃× Ω̃), z

∣∣
Γ

= 0
}

(3.10)

endowed with the norm

‖z‖Z = ‖ẑ‖2,ωP =

(∫∫
Ω̃×Ω̃
|z(y)− z(x)|2ωP (x,y) dy dx

)1/2

.

Given a boundary condition g ∈ L2(Γ), we will hereafter denote by g + Z the set of
functions v : Ω̃ → R such that v = g + z for some z ∈ Z. With these notations, any
v ∈ g + Z satisfies the prescribed boundary condition.

We provide now a nonlocal Poincaré inequality which will be required to prove the
coercivity of the proposed energy functional. The following result is a version of similar
Poincaré’s inequalities which may be found in [4, 87]. Its proof is detailed in Appendix
C.4.

Lemma 3.4. Let g ∈ L2(Γ). If v ∈ g + Z, then there exist constants β > 0 and αg > 0,
with αg = 0 only if g ≡ 0, such that

β‖v‖L2(Ω) ≤ ‖∇ωv‖L2(Ω̃×Ω̃)
+ αg,

which can also be written as

β‖v‖L2(Ω) ≤ ‖v̂‖2,ωP + αg. (3.11)

Remark 3.2. The above lemma has as a consequence the fact that Z ⊂ L2(Ω).

Finally, given a Dirichlet boundary condition gk ∈ L2(Γ) for each k ∈ {1, . . . , C}, we
define the class of admissible solutions to the minimization of the energy (3.7) as

A =

{
u = (u1, . . . , uC) : uk : Ω̃→ R, uk ∈ L2(Ω),

uk = gk + zk for some zk ∈ Z, ∀k ∈ {1, . . . , C}
}
.

(3.12)
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100 Nonlocal Variational Pansharpening

3.3.3 Existence and Uniqueness of Minimizer

As in the classical setting, the existence and uniqueness of minimizer rely on convexity,
which ensures the necessary weak lower semicontinuity, and coercivity of the energy func-
tional. For the functional given in (3.7), the convexity is immediate because of the struc-
ture of the integrand, whereas the coercivity requires the use of the nonlocal Poincaré’s
inequality provided in Lemma 3.4.

The (strictly) convexity of the proposed functional is provided in the lemma below. Its
proof will be omitted since it is a straightforward verification by using the strict convexity
of the L2−norm.

Lemma 3.5. The functional J1(u) given in (3.7) is strictly convex for any u ∈ A.

We can now state the main result of this section.

Theorem 3.6. Let g = (g1, . . . , gC) be a prescribed Dirichlet boundary condition satisfying
gk ∈ L2(Γ) for each k ∈ {1, . . . , C}. Suppose that P ∈ L2(Ω) and uΩ

k ∈ L2(Ω) for each
k ∈ {1, . . . , C}. Then, there exists an unique u∗ ∈ A such that

J1(u∗) = inf
u∈A

J1(u).

Proof. Existence. It is obvious that the energy functional is bounded below by zero, so it
has an infimum l ≥ 0. Note that l < +∞ since J1 has a finite value for the function u ∈ A
defined as u|Ω = 0 and u|Γ = g. Indeed, from 0 < ωP (x,y) ≤ 1, it follows that∫∫

Ω̃×Ω̃
(uk(y)− uk(x))2 ωP (x,y) dy dx =

∫∫
Γ×Γ

(gk(y)− gk(x))2 ωP (x,y) dy dx

≤ 2

(
|Γ|‖gk‖2L2(Γ) −

∫∫
Γ×Γ

gk(x) gk(y) dy dx

)
.

We develop now the second term in the last expression by using the Cauchy-Schwartz
inequality and by taking into account that gk ∈ L2(Γ) and ‖gk‖L1(Γ) ≤ |Γ|

1
2 ‖gk‖L2(Γ) for

all k ∈ {1, . . . , C}. Then∫∫
Γ×Γ

gk(x) gk(y) dy dx ≥ −|Γ|‖gk‖2L2(Γ),

whence one deduces that∫∫
Ω̃×Ω̃

(uk(y)− uk(x))2 ωP (x,y) dy dx ≤ 4|Γ|‖gk‖2L2(Γ).

Therefore, for the function u ∈ A described previously, we have

J1(u) ≤ 2|Γ|
C∑
k=1

‖gk‖2L2(Γ) +
λ

2
‖P‖2L2(Ω) +

µ

2

C∑
k=1

‖uΩ
k ‖2L2(S) < +∞.

Consider now a minimizing sequence {un}n≥0 in A so that

lim
n→+∞

J1(un) = l. (3.13)

Accordingly, J1(un) ≤ l for all n ≥ 0. We need to prove that the sequence is bounded.
First, from the nonnegativity of the functional and applying the Poincaré’s inequality
(3.11) to each ûnk , where ûnk(x,y) = unk(y)− unk(x) for all k ∈ {1, . . . , C}, it follows that

l ≥ 1

2

C∑
k=1

‖ûnk‖22,ωP ≥
1

2

C∑
k=1

(
β2
k‖unk‖2L2(Ω) − 2αgkβk‖u

n
k‖L2(Ω) + α2

gk

)
.
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We develop αgkβk‖unk‖L2(Ω) by using Peter-Paul inequality with constants depending on
εk (to be chosen later). We thus have

l ≥ 1

2

C∑
k=1

(
β2
k‖unk‖2L2(Ω) −

α2
gk
β2
k

εk
− εk‖unk‖2L2(Ω) + α2

gk

)
.

If we define constants γεk = 1
4α

2
gk

(
1− β2

k
εk

)
, then

l ≥ 1

2

C∑
k=1

(β2
k − εk)‖unk‖2L2(Ω) +

C∑
k=1

γεk .

Choosing each εk sufficiently small (in fact, εk < β2
k), we show that

∑C
k=1 ‖unk‖L2(Ω) is

bounded and so does the sequence {un}n≥0.

Now, by the Weak Compactness Theorem there exist a subsequence {unj}j≥0 and

a function u∗ = (u∗1, . . . , u
∗
C), with u∗k ∈ L2(Ω) for each k ∈ {1, . . . , C}, such that the

weak convergence applies, namely unj ⇀ u∗ when j → +∞. Mazur’s Lemma [183]

guarantees the existence of a sequence {vs}s≥0 of convex combinations, vs =
∑Ns

i=s τ
(s)
i ui

with
∑Ns

i=s τ
(s)
i = 1 and τ

(s)
i ≥ 0 for each i ∈ {s, . . . , Ns}, such that it strongly converges

component-wise to u∗ in L2(Ω). Then, the convexity of the functional stated in Lemma
3.5 implies

J1 (vs) ≤
Ns∑
i=s

τ
(s)
i J1

(
ui
)
≤

(
Ns∑
i=s

τ
(s)
i

)
J1

(
us̄
)

= J1

(
us̄
)
,

where s̄ ∈ {s, . . . , Ns} is such that J1

(
ui
)
≤ J1 (us̄) for all i ∈ {s, . . . , Ns}. By passing to

the limit in the above inequality and from (3.13) we have

lim
s→+∞

J1 (vs) ≤ l.

On the other hand, Fatou’s lemma yields

J1(u∗) ≤ lim
s→+∞

J1 (vs) .

From the above inequalities, one easily deduces that

J1(u∗) ≤ l.

Finally, note that u∗ satisfies the boundary condition u∗|Γ = g since it is the limit
of a minimizing sequence satisfying un|Γ = g for all n ≥ 0. Therefore, u∗ = g + z∗ for
some z∗ = (z∗1 , . . . z

∗
C), with z∗k ∈ L2(Ω) for each k ∈ {1, . . . , C}, such that z∗|Γ = 0. Since

z∗k ∈ Z for each k ∈ {1, . . . , C}, with Z defined in (3.10), u∗ ∈ A is a minimizer of the
energy functional (3.7).

Uniqueness. Suppose that u∗,v∗ ∈ A are minimizers of (3.7) such that u∗ 6= v∗.
Let us consider f = u∗+v∗

2 , which clearly satisfies f ∈ A. Then, by the strict convexity
property of the functional stated in Lemma 3.5, we get

J1(f) <
1

2
J1(u∗) +

1

2
J1(v∗) = inf

u∈A
J1(u) ≤ J1(f),

which is a contradiction.
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102 Nonlocal Variational Pansharpening

3.3.4 Optimality Condition

Suppose that some particular function u satisfying the prescribed boundary condition
u|Γ = g happens to be a minimizer of the energy functional in A. Let us prove that u is
then a solution of a certain nonlinear partial differential equation.

Theorem 3.7. Let u = (u1, . . . , uC) ∈ A be the minimizer of (3.7) and g = (g1, . . . , gC),
the prescribed Dirichlet boundary condition satisfying gk ∈ L2(Γ) for each k ∈ {1, . . . , C}.
Then, each uk solves the equation

− Luk(x) + λαk

(
C∑
l=1

αlul(x)− P (x)

)
+ µ

(
κ>k ∗

(
ΠS ·

(
κk ∗ uk − uΩ

k

)))
(x) = 0, ∀x ∈ Ω,

(3.14a)

where κ>k is the kernel adjoint to κk defined by κ>k (x) = κk(−x). Each uk further satisfies
the prescribed nonlocal boundary condition

uk(x) = gk(x), ∀x ∈ Γ. (3.14b)

Proof. Given uk, let t = (t1, . . . , tC) be a vector such that tl = 0 for all l 6= k and denote
tk simply by t. Consider also a test function v = (v1, . . . , vC) defined as vl = 0 for all l 6= k
and vk ∈ Z. Note that, since vk vanishes on Γ, uk + tvk satisfies the prescribed boundary
condition (3.14b) for any t ∈ R. From u being a minimizer of J1, it follows that

lim
t↓0

J1(u + tv)− J1(u)

t
= 0.

First, note that

J1(u + tv) =
1

2

C∑
l=1
l 6=k

∫∫
Ω̃×Ω̃

(ul(y)− ul(x))2ωP (x,y) dy dx

+
1

2

∫∫
Ω̃×Ω̃

(
(uk(y)− uk(x)) + t(vk(y)− vk(x))

)2
ωP (x,y) dy dx

+
λ

2

∫
Ω

((
C∑
l=1

αlul(x)− P (x)

)
+ tαkvk(x)

)2

dx

+
µ

2

C∑
l=1
l 6=k

∫
Ω

ΠS ·
(
κl ∗ ul(x)− uΩ

l (x)
)2
dx

+
µ

2

∫
Ω

ΠS ·
(
(κk ∗ uk(x)− uΩ

k (x)) + (tκk ∗ vk(x))
)2
dx.

After some simple computations, we obtain

0 = lim
t↓0

J1(u + tv)− J1(u)

t
=

∫∫
Ω̃×Ω̃

(uk(y)− uk(x))(vk(y)− vk(x))ωP (x,y) dy dx

+ λαk

∫
Ω

(
C∑
l=1

αlul(x)− P (x)

)
vk(x) dx

+ µ

∫
Ω

ΠS · (κk ∗ uk(x)− uΩ
k (x))(κk ∗ vk(x)) dx.
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On the one hand, applying Lemma 3.3 and taking into account that vk|Γ = 0, one has∫∫
Ω̃×Ω̃

(uk(y)− uk(x))(vk(y)− vk(x))ωP (x,y) dy dx = −
∫

Ω
Luk(x)vk(x) dx.

On the other hand, since the convolution with κ>k is adjoint to the convolution with κk,
then we can write∫

Ω
ΠS · (κk ∗ uk(x)− uΩ

k (x))(κk ∗ vk(x)) dx =

∫
Ω
κ>k ∗

(
ΠS · (κk ∗ uk(x)− uΩ

k (x))
)
vk(x) dx.

Finally, we obtain

0 =

∫
Ω

[
− Luk(x) + λαk

(
C∑
l=1

αlul(x)− P (x)

)

+ µ
(
κ>k ∗

(
ΠS · (κk ∗ uk − uΩ

k )
))

(x)

]
vk(x) dx.

Since this equality holds for any test function vk ∈ Z, which is dense in L2(Ω) (since it
contains the space of C∞ functions with compact support on Ω), then we deduce that uk
satisfies (3.14) in Ω in the sense of distributions.

3.4 Numerical Minimization

Let us suppose that the panchromatic image is defined on a high-resolution discrete grid
I of size N ×N pixels, and let uS1 , . . . , u

S
C be the spectral components defined on a lower

resolution grid S of size N
s ×

N
s , where s is the sampling factor. Although we use the

same notations than in the continuous framework, here an image has to be understood as
a two-dimensional matrix in RN×N rearranged from left to right and from top to bottom
into a vector of size N2. Therefore, we use u(p), with p = (p1, p2), to denote the element
in the vector u ∈ RN2

living in the position p1N + p2.
In the discrete setting, the proposed nonlocal functional is written as

F (u) =
1

2

C∑
k=1

∑
p,q∈I

(uk(q)− uk(p))2ωP (p,q)

+
λ

2

∑
p∈I

(
C∑
k=1

αkuk(p)− P (p)

)2

+
µ

2

C∑
k=1

∑
p∈I

ΠS

(
Kkuk(p)− uΩ

k (p)
)2
,

(3.15)

where Kk is the blurring matrix associated to the kernel κk for each k ∈ {1, . . . , C}. The
Dirac’s comb ΠS is considered now as an N ×N matrix such that

ΠS(p) =

{
1 if p ∈ S,
0 otherwise,

∀p ∈ I.

In practice, it is implemented by taking every fourth pixel to be one along each direction.
Furthermore, uΩ is an extension of uS to the grid I by means of, for instance, a simple
replication by s factor.

In order to minimize numerically (3.15), the procedure uses a parabolic equation with
time as an evolution parameter, or equivalently, the gradient descent method. For the
sake of understanding, given a differentiable scalar field f(x) and an initial guess x0,
the gradient descent iteratively moves to guess toward the lower values of f by taking
steps in the opposite direction of the gradient, −∇f(x). This is locally the steepest

103



104 Nonlocal Variational Pansharpening

descent direction, that is, the direction that x would need to move in order to decrease
the quickest. Therefore, the minimum is computed iteratively by xn+1 = xn − τ∇f(xn),
where τ accounts for the step size.

Note first that the Euler-Lagrange equation (3.14) is linear in uk. This fact is an
advantage to solve it since the linearity allows one to build an explicit scheme for computing
the minimizer. Indeed, the solution for each spectral band is obtained pixel-by-pixel by
iterating the equation

u
(n+1)
k (p) = u

(n)
k (p)− τ

∑
q∈I

(
u

(n)
k (p)− u(n)

k (q)
)(
ωP (p,q) + ωP (q,p)

)
− τλαk

(
C∑
l=1

αlu
(n)
l (p)− P (p)

)
− τµ

(
K>k ΠS

(
Kku

(n)
k − u

Ω
k

))
(p), ∀p ∈ I, ∀k ∈ {1, . . . , C},

(3.16)

where n ≥ 0 is the iteration number and τ is the artificial time step in the descent direction.
Note that an initialization u0 = (u0

1, . . . , u
0
C) is required. The proposed scheme is fully

explicit but imposes restrictions on τ in order to have good convergence properties. It is
important to guarantee that (3.15) decreases along the evolution procedure, so that we
only accept τ if F

(
u(n+1)

)
≤ F

(
u(n)

)
holds at each iteration. In practice, we observed

that long-term decrease of the energy is favoured with a constant choice of τ .
For computational purposes, the nonlocal regularization term is limited to interact

only between pixels at a certain distance (the so-called search window). More precisely,
the weight function ωP (p,q) is zero for all pixels p and q such that ‖p− q‖∞ > ν, for a
certain parameter ν > 0. Otherwise, its value is determined as

ωP (p,q) =
1

Υ(p)
exp

− 1

h2

∑
t∈N0

|P (p + t)− P (q + t)|2
 ,

where N0 is a rectangular window centered at 0 (the so-called comparison window). The
weight distribution is in general sparse since only a few nonzero weights are considered.
The normalization factor Υ(p) is defined as

Υ(p) =
∑

{q:‖q−p‖∞≤ν}

exp

− 1

h2

∑
t∈N0

|P (p + t)− P (q + t)|2
 .

Note that the Gaussian kernel κρ introduced in (3.6) is not considered in practice as it
is only necessary when the size of the windows increase considerably. The decay of the
exponential function, and thus the decay of the weights, is controlled by the filtering
parameter h > 0. In order to avoid an excessive weighting of the reference pixel, ωP (p,p)
is set to the maximum of the weights:

ωP (p,p) = max{ωP (p,q) : ‖p− q‖∞ ≤ ν, q 6= p}.

The first step of the proposed algorithm consists in computing the weight distribution
on the panchromatic modality. After that, the solution of the pansharpening problem is
obtained by iterating equation (3.16) until convergence.

3.5 Experimental Results on Registered Non-Aliased Data

This section is devoted to a detailed performance comparison between the proposed vari-
ational model and the following state-of-the-art pansharpening techniques: IHS [29, 174],
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Brovey [90], Wavelet-based [83, 142, 182, 189], and P+XS [13]. We implemented all tech-
niques in C/C++, except the wavelet-based one for which we used a two level Haar wavelet
decomposition using Matlab sources. All compared methods need the low-resolution mul-
tispectral image to be upsampled to the panchromatic resolution and, after that, the
corresponding algorithmic procedure applies. The initialization used for the IHS method
is a simple bicubic interpolation, whereas all other algorithms are initialized with the result
provided by IHS. The range of the pixel values is [0, 255].

For the proposed model, uΩ was constructed by means of a simple replication by a
factor s. In these tests, we got a compromise between spectral and spatial quality, so that
the same value of the parameters were fixed once and for all: λ = 17.5 and µ = 17.5 · s2.
The size of the comparison window was 3 × 3 pixels, the size of the support zone was
7× 7 pixels, the filtering parameter was h = 1.25, and the time-step parameter was fixed
to τ = 0.1. Finally, we let the algorithm proceed for 50 iterations. We experimentally
checked that these were enough iterations for convergence, since the relative error between
two consecutive steps was about 10−6 at this point. Supporting software and an online
demo are available from [58] at the Image Processing On Line (IPOL) webpage3.

The panchromatic image was obtained by the average of the red, green, and blue
channels with mixing coefficients αR = αG = αB = 1

3 . The low-resolution spectral bands
were simulated by Gaussian convolution of standard deviations σ = 1.2 and σ = 4 followed
by subsampling by factors s = 2 and s = 4, respectively.

3.5.1 Performance Comparison on Natural Color Images

We first test all methods on the set of natural RGB images displayed in Figure 3.1. The
availability of the full color pictures permits us to assess the quality of the results both
visually and by computing the error.

Alps Balloons Big Ben Bittern Burano Cactus

Coast Cow Dodge Flags Flowerhill

Gold Houses Koala Leaves Woods

Figure 3.1: Set of natural color images of 768× 512 pixels used in the experimentation.

Table 3.1 displays the RMSE values in RGB coordinates between the reference images
in Figure 3.1 and the results obtained by each method. Note that the Wavelet-based tech-
nique used here has to be discarded since the results are far away from the initialization.
IHS and Brovey behave similarly in terms of RMSE, being their error in all examples
larger than ours. On the other hand, P+XS exhibits better relative performance as the
sampling factor increases. Indeed, the RMSE of the pansharpened images are closer to the
initialization with s = 4 than s = 2. In the end, the error of the proposed model remains
the lowest one for all tested images and sampling factors.
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Image
s = 2 s = 4

IHS Brovey Wavelets PXS Ours IHS Brovey Wavelets PXS Ours

Alps 1.23 1.25 2.23 1.45 0.87 2.00 1.96 2.62 2.06 1.41
Balloons 1.40 1.50 3.46 1.65 0.91 2.74 2.80 4.01 2.76 1.44
Big Ben 1.27 1.36 2.46 1.56 0.92 2.08 2.14 2.90 2.20 1.45
Bittern 1.09 1.17 2.35 1.38 0.92 1.95 1.95 2.77 2.04 1.32
Burano 2.11 2.13 3.80 2.19 1.37 3.43 3.41 4.45 3.44 2.40
Cactus 1.83 1.86 3.29 2.28 1.25 2.89 2.88 3.72 3.03 2.23
Coast 1.10 1.22 1.88 1.36 0.88 1.66 1.74 2.26 1.81 1.30
Cow 1.03 1.14 1.99 1.37 0.82 1.66 1.71 2.37 1.83 1.27

Dodge 2.05 2.06 4.19 2.56 1.55 3.70 3.66 4.91 3.89 2.50
Flags 2.27 2.29 5.77 2.51 1.50 4.51 4.49 6.62 4.45 2.55

Flower 3.87 3.49 7.33 3.68 1.65 6.59 6.03 8.37 6.08 3.81
Gold 3.50 3.50 6.86 4.48 2.03 6.38 6.36 7.91 6.86 4.65

Houses 0.93 1.06 1.69 1.18 0.78 1.47 1.56 2.07 1.62 1.15
Koala 1.16 1.27 2.33 1.48 0.97 2.07 2.14 2.79 2.23 1.47
Leaves 2.05 1.95 4.12 1.94 1.44 3.25 3.12 4.65 3.08 2.10
Woods 2.77 2.65 5.33 3.28 1.48 4.80 4.61 6.10 4.90 3.03

Avg. 1.85 1.87 3.69 2.15 1.21 3.20 3.16 4.28 3.27 2.13

Table 3.1: RMSE values between the reference images in Figure 3.1 and the results pro-
vided by each method with sampling factors s = 2 and s = 4. In all cases, the proposed
model provides the best numerical results.

Figures 3.2 and 3.3 illustrate how the colors from the original low-resolution multi-
spectral image are not necessarily preserved. The wavelet-based technique presents sev-
eral artifacts which mainly appear at the boundaries of the objects (see, for instance, the
contour of the balloon in Figure 3.2). IHS and Brovey give good spatial resolution, the
images look clear and have sharp edges. However, both methods lead to a reduction of
the saturation. For instance, in Figure 3.2, the color of the balloon basket has clearly
changed from brownish to grayish. Similar effects can also be observed on the mattress,
the handkerchief, or the stick in Figure 3.2. Therefore, the drawback of the high-spatial
quality of these methods seems to be spectral distortion. The results provided by P+XS
compare to those obtained with IHS and Brovey. Our model is able to meaningfully reduce
color artifacts instead and, as a consequence, shows significant perception gain. These as-
sertions are confirmed in the difference images provided in both figures, where the pixel
values have been rescaled from [−25, 25] to [0, 255] for visualization purposes.

3.5.2 Performance Comparison on Aerial Color Images

We test now all pansharpening techniques under comparison on aerial images using three
bands (red, green, and blue) and including different ground-cover classes. The comparison
is performed by simulating the panchromatic and subsampled spectral components for the
set of aerial images displayed in Figure 3.4.

Table 3.2 displays the RMSE values in RGB coordinates generated by each method.
The Wavelet-based technique is, once more, the worst one in terms of the error. Never-
theless, it is important to emphasize that its results on aerial images are closer to the ini-
tialization than on natural images. Interestingly, all methods performs better in presence
of abundant vegetation, agriculture soil, or water than in urban areas. The performances
of IHS and Brovey are quite similar, whereas the error of the proposed model remains the
lowest one for all tested images and sampling factors.

Figures 3.5 and 3.6 illustrate a comparative visual quality assessment on aerial images.
In general terms, IHS, Brovey, Wavelet-based, and P+XS lead to the loss of spectral
information. Indeed, color saturation is significantly reduced on the results provided by
these methods – see, for instance, the red cars or the thine wall appearing in Figure 3.5. On
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Reference IHS

Brovey Wavelets

P+XS Ours

Figure 3.2: Zoom in on the original Balloons and the pansharpened images provided by
each technique, with sampling factor s = 4. The difference images between the original
one and each result are also provided, with pixel values being rearranged from [−25, 25]
to [0, 255]. All techniques perform similarly in terms of spatial quality or geometry except
for the wavelet-based method which presents artifacts at the boundaries of the balloon.
On the contrary, the proposed model is significantly superior to the others in preserving
chromatic information. For instance, note that the color of the balloon basket has changed
from brownish to grayish in all other methods. Similar effects can also be observed on the
balloon stripes, where red and yellow are mixed resulting on a browner stripe.

Image
s = 2 s = 4

IHS Brovey Wavelets PXS Ours IHS Brovey Wavelets PXS Ours

Agricult. 1.16 1.14 1.80 1.54 1.05 1.93 1.91 2.26 2.15 1.60
Harbour 1.42 1.40 2.58 1.97 1.37 2.23 2.21 2.96 2.64 1.83

Lake 1.03 0.99 1.90 1.43 0.87 1.72 1.68 2.17 1.94 1.34
Parking 2.08 2.07 2.71 1.92 1.68 2.62 2.62 2.89 2.54 2.26
Prison 2.43 2.43 3.21 2.24 2.10 3.02 3.02 3.44 2.86 2.52
Street 1.42 1.41 1.96 1.26 1.18 1.83 1.82 2.11 1.70 1.49
Town 1.75 1.74 2.92 2.46 1.45 3.04 3.03 3.68 3.47 2.29
Trees 0.99 0.98 1.46 0.88 0.82 1.33 1.32 1.59 1.22 1.04

Vegetation 1.27 1.25 2.36 1.95 1.14 2.21 2.20 2.86 2.60 1.63

Avg. 1.51 1.49 2.32 1.74 1.30 2.21 2.20 2.66 2.35 1.78

Table 3.2: RMSE values between the reference images in Figure 3.4 and the results pro-
vided by each method with sampling factors s = 2 and s = 4. In all cases, the proposed
model provides the best numerical results.

the contrary, Figure 3.6 reveals that spectral distortion does not occur in such considerable
way on areas where vegetation is involved. In fact, we had to rearrange pixel values from
[−10, 10] to [0, 255], instead of from [−25, 25] to [0, 250] as done in previous experiments,
in order to highlight the differences. Anyway, it seems clear that the difference images
associated to the proposed model contain less amount of information, which means that
our results outperform all others from visual point of view.
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Reference IHS

Brovey Wavelets

P+XS Ours

Figure 3.3: Zoom in on the original Burano and the pansharpened images provided by
each technique, with sampling factor s = 4. The difference images between the original
one and each result are also provided, with pixel values being rearranged from [−25, 25] to
[0, 255]. The proposed model outperforms the others in terms of spectral quality and the
solution illustrates significant perception gain in the comparative visual analysis. Indeed,
all other methods reduce the color saturation of the objects since, for instance, the stick
and the handkerchief have lost their original bluish and yellowish tones, respectively.

Agriculture Harbour Lake Parking Prison

Street Town Trees Vegetation

Figure 3.4: Set of aerial color images of 956× 716 pixels used in the experimentation.

3.5.3 Performance Comparison on Satellite Color Images

In this subsection, we provide a comparative quality assessment on Landsat satellite im-
ages that are available at USGS website8. Our purpose is to check if the self-similarity
underlying our model holds in that class as both natural and aerial images do. The com-

8Several datasets of satellite imagery are available free of charge at http://eros.usgs.gov
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Reference IHS Brovey

Wavelets P+XS Ours

Figure 3.5: Zoom in on the original Parking aerial image and the difference images between
the ground truth and the result provided by each method, with pixel values being rear-
ranged from [−25, 25] to [0, 255]. To a greater or lesser extent, IHS, Brovey, Wavelet-based,
and P+XS lead to the loss of spectral information. For instance, the color saturation of
the red cars has been significantly reduced on the results provided by these methods.
Although a slight color distortion remains, our algorithm is able to better preserve the
chromacity and, thus, the pansharpened image illustrates significant perception gain.

parison will be performed by simulating the panchromatic and subsampled red, green, and
blue components for the set of images displayed in Figure 3.7.

Table 3.3 gets the RMSE values in RGB coordinates between the reference images and
each result. The conclusions inferred from natural and aerial images can be extended to
this case. Indeed, the variational technique we have introduced gives the lowest error in
all tests. One actually observes that the improvement in terms of the RMSE between our
method and the rest is even more important for this type of data.

Figure 3.8 shows the differences between the New York image and the result provided
by each algorithm. Note that the low quality of the reference images, which were furnished
to us in jpg format, influences all results and explains the blocky visual feeling. In general
terms, the new-proposed model provides the best visual result since the corresponding
difference image contains much less information. All other techniques perform similarly
in terms of visual quality and only the Wavelet-based method presents more significant
color artifacts at the edges. In the end, this example reveals that one can profit from the
self-similarity underlying the proposed model, even more for satellite images.

3.5.4 Test on Multispectral Images

This section illustrates the performance of the proposed model on multispectral images.
We apply our algorithm on an aerial 1024 × 1024 pixel image which was acquired as
four channels (red, green, blue, and near-infrared) at full resolution by four different
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Reference IHS Brovey

Wavelets P+XS Ours

Figure 3.6: Zoom in on the original Trees aerial image and the difference images between
the ground truth and the result provided by each method, with pixel values being re-
arranged from [−10, 10] to [0, 255]. In general terms, vegetation is better preserved in
all results than, for instance, the chromacity of the blue car. Furthermore, IHS, Brovey,
Wavelet-based, and P+XS modify the spectral value of the reddish soil area located at
the lefthand side of the images. This distortion is significantly reduced with our method.

Chile Hayman Indianapolis Lousiana Mistastin

Namibia New York Rome Tajikistan

Figure 3.7: Set of Landsat color images of 800× 800 pixels used in the experimentation.

CCD sensors with a resolution of 0.15 m. The panchromatic, at a resolution of 0.15 m,
and the spectral components, at a resolution of 0.60 m, were simulated in the following
manner. The panchromatic image was obtained by the average of the red, green, blue,
and near-infrared spectral bands with mixing coefficients αR = αG = αB = αI = 1

4 . The
low-resolution channels were simulated by Gaussian convolution of standard deviation 2.2
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Image
s = 2 s = 4

IHS Brovey Wavelets PXS Ours IHS Brovey Wavelets PXS Ours

Chile 2.31 2.38 3.99 3.24 1.64 4.01 4.04 4.87 4.53 2.90
Hayman 3.78 3.81 6.35 5.11 2.53 6.45 6.45 7.49 7.07 4.96
Indianap. 1.41 1.55 2.08 1.97 1.05 2.34 2.42 2.70 2.69 1.79
Lousiana 2.93 2.99 4.94 3.71 1.99 4.96 4.99 5.80 5.27 3.80
Mistastin 1.50 1.59 2.45 2.09 1.35 2.49 2.53 3.03 2.86 1.96
Namibia 1.62 1.74 2.65 2.31 1.47 2.78 2.85 3.37 3.21 2.18

New York 2.90 2.94 5.08 4.04 1.91 5.12 5.11 6.09 5.65 3.69
Rome 0.89 1.11 1.30 1.30 0.75 1.40 1.55 1.66 1.68 1.15

Tajikistan 1.14 1.31 1.73 1.57 1.05 1.84 1.94 2.20 2.10 1.48

Avg. 2.05 2.16 3.40 2.82 1.53 3.49 3.54 4.13 3.90 2.66

Table 3.3: RMSE values between the reference images in Figure 3.7 and the results pro-
vided by each method with sampling factors s = 2 and s = 4. In all cases, the proposed
model provides the best numerical results.

Reference IHS Brovey

Wavelets P+XS Ours

Figure 3.8: Original New York satellite image and difference images between the ground
truth and the result provided by each method, with pixel values being rearranged from
[−25, 25] to [0, 255]. IHS, Brovey, Wavelet-based, and P+XS perform similarly in terms
of visual quality. The proposed model provides the best result since the corresponding
difference image contains considerably less amount of information. Note that the low
quality of the reference images, given in jpg format, explains the blocky visual feeling.

followed by subsampling of factor s = 4. In this case, the algorithm was initialized with a
simple replication of the low-resolution image.

Figure 3.9 shows both the color images involving red, green, and blue channels and the
false color images using the near-infrared, red, and green in place of the usual RGB. At a
glance, the results provided by our model give good spatial resolution, since the images look
clear and geometric details are highly preserved, and quite satisfactory spectral resolution,
since artifacts are avoided in all bands and the spectral information is mostly preserved.
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Reference color image Our result

Reference false color image Our result

Figure 3.9: Experiment with a four band aerial image using s = 4 as sampling factor. The
first row displays the original and pansharpened color images involving red, green, and
blue channels. The second row displays the false color images involving near-infrared, red,
and green spectral bands in place of the usual RGB. We observe that the results provided
by our model are visually close to the original images.

3.6 About the Linearity and Co-Registration Assumptions

So far, we have introduced a nonlocal variational model that takes advantage of image
self-similarity and leads to a significant reduction of color artifacts with respect to state-
of-the-art pansharpening methods. However, the energy functional given in (3.7) goes on
the lines of [13] and makes use of the hypothesis that the panchromatic image is a linear
combination of the high-resolution spectral components. Unfortunately, this assumption
does not follow in general and a false linear combination can further damage the spectral
quality of the data. On the other hand, satellite imagery is geometrically misregistered
and, thus, equations of the form (3.3) cannot be directly imposed. Let us discuss a little
beat more about these drawbacks on real satellite data.

3.6.1 Linearity Constraint for Real Satellite Data

Let us go back to Figure 5a in the introduction of this thesis, which plots the spectral
sensitivities of the panchromatic and chromatic sensors to different wavelengths of light
for the Pléiades satellite system. One realizes that the assumption given in (3.3) does
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Figure 3.10: From left to right, the original panchromatic downsampled to the resolution of
the spectral bands, the image obtained from the linear combination of the low-resolution
chromatic components, and the histogram specification of this linear combination. We
observe that, although the results seem to be similar at first glance, the contrast and
colors are not exactly the same. See, for instance, the dark part in the river.

not follow in general. Indeed, the panchromatic sensor covers frequencies which are not
covered by any of the others, but there are also wavelengths covered by the blue and
near-infrared sensors that do not fall under the scope of the panchromatic sensitivity.

In order to verify the non holding of this hypothesis, we carried out an experiment
on Pléiades data. We checked the validity of a model provided by the Centre National
d’Études Spatiales (CNES) used for certain problems related to the treatment of soil but
not for pansharpening. In this setting, CNES uses the hypothesis that the panchromatic
is a linear combination of multispectral images with certain mixing coefficients calculated
empirically on a large database of Pléiades images. It seems that this combination is
statistically acceptable on a variety of landscapes. The values that are used are αR = 0.43,
αG = 0.37, αB = 0, and αI = 0.2 for the red, green, blue, and near-infrared components,
respectively. Using this information, we computed a grayscale image as

P̃S(x) = αRR(x) + αGG(x) + αBB(x) + αII(x), ∀x ∈ S.

In order to make the images comparable, we also downsampled the original panchromatic
to the resolution of the spectral channels by low-pass filtering followed by subsampling of
factor 4. We denote by PS this low-resolution panchromatic.

Figure 3.10 displays the low-resolution panchromatic and the grayscale image obtained
from the linear combination. At a first glance, it seems that both images are quite similar.
However, another inspection illustrates that, even if contrast order is quite similar, colors
are not the same – see, for example, the dark part in the river. In order to reduce these
color differences, the panchromatic histogram is specified to P̃S . Although the RMSE
reduces from 5.72 in P̃S to 4.13 in the specificied variant, it is still quite meaningful in
view of the fact that the range of the images is [0, 255].

3.6.2 Co-Registration of Spectral Components

The variational formulation in (3.7) implicitly assumes that the different spectral com-
ponents are co-registered and registered with the panchromatic. On the one hand, this
is required in the linear transformation (3.3). On the other hand, the use of the same
weight ωP for all uk in the nonlocal regularization term (3.5) underlies the hypothesis
that each spectral band is aligned with the panchromatic and, consequently, all of them
are co-registered also in this case.

In most satellites, the panchromatic and spectral components are misregistered. In
order to verify this, an experiment on a full color aerial image at resolution of 30 cm
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Figure 3.11: From left to right, the low-resolution data simulated directly from the full
color image, and the low-resolution data obtained by downsampling the translated ground-
truth components followed by co-registration. Strong aliasing is apparent in both cases.
However, colored aliasing artifacts have considerably increased after co-registration.

per pixel, courtesy by CNES, was performed. On the one hand, we simulated the low-
resolution bands directly from the references by Gaussian filtering of standard deviation
1.5 followed by subsampling of factor 4. We intentionally used a lower-than-recommended
standard deviation in order to introduce some aliasing. The obtained data is displayed in
the lefthand-side picture of Figure 3.11. On the other hand, we also applied a translation
by splines to the ground-truth components and followed the same downsampling process
than before but now on the translated channels. After that, we interpolated back the
low-resolution data to a common geometry and obtained the color image shown in the
righthand-side picture of Figure 3.11. Although both images contain strong aliasing,
we clearly observe that it has considerably increased after co-registration. One can thus
expect to obtain better results using the original spectral components in the pansharpening
problem than the re-interpolated ones.

3.7 Channel-Decoupled Energy for Misregistered Data

In this section, a modified nonlocal variational approach is proposed for dealing with non
co-registered spectral components. The new energy functional drops the constraint (3.3)
and adds a new term imposing the preservation of the ratio between the panchromatic
and each channel. In practice, it injects the high frequencies (that is, geometry or spa-
tial details) of the panchromatic into each high-resolution spectral band. The energy
minimization can be performed independently for each channel.

3.7.1 Spatial-Ratio Constraint

A first modification of the original functional given in (3.7) one can consider consists in
suppressing the fidelity term based on the assumption that the panchromatic image is a
linear combination of the spectral bands as follows:

J̃1(u) =
1

2

C∑
k=1

∫∫
Ω̃×Ω̃

(uk(y)− uk(x))2 ωP (x,y) dy dx

+
µ

2

C∑
k=1

∫
Ω

ΠS ·
(
κk ∗ uk(x)− uΩ

k (x)
)2
dx,

(3.17)

114



3.7. Channel-Decoupled Energy for Misregistered Data 115

Figure 3.12: Close-ups of the ground truth images (first row) and the results obtained
from the minimization of the functional given in (3.17) with optimal trade-off parameter
µ (second row). Note that all pansharpened images are blurred and a lot of spatial
information is lost.

where µ ≥ 0 weights the contribution of the fidelity term to the total energy.

In order to evaluate the performance of (3.17), we display some examples on simu-
lated data. We used three full color aerial images with ground resolution of 10 cm per
pixel. The panchromatic was simulated at a resolution of 10 cm per pixel as a weighted
average of the high-resolution spectral bands. On the contrary, the low-resolution spec-
tral components were simulated at a resolution of 40 cm per pixel by Gaussian filtering
of standard deviation σ = 2.2 followed by subsampling of factor s = 4. The extended
image uΩ was constructed by means of a simple replication by a factor s. We used bicubic
interpolation as initialization and applied the iterative process (3.16) with λ = 0. We ran
the minimization for several values of µ and determined the value at which the lowest
RMSE was reached. Figure 3.12 shows some close-ups of the results. Although the colors
are well preserved, a lot of high frequencies have been lost during the fusion process. For
instance, all building roofs are greatly blurred and the contours of the objects in the scene
are damaged leading to jagged edges. We conclude that the functional requires some term
preserving the spatial information from the panchromatic modality.

The spatial resolution, considered as the capability of resolving objects in the scene,
depends on the blur introduced by the image acquisition system [163]. The results in Figure
3.12 make clear that the spectral preserving term together with the nonlocal regularization
tend to blur the solution excessively. Consequently, we need to incorporate the missing
high frequencies to the sought solution. For this purpose, we take into consideration the
so-called Wald’s protocol [177] according to which the low-frequency components of u can
be obtained by upsampling the low-resolution multispectral image uS to the domain Ω.

We propose to keep the spatial ratio between the panchromatic and each spectral
band. More concretely, we impose the ratio of a low-resolution panchromatic and each
band from the low-resolution multispectral image to be equal to the ratio between the
original panchromatic and the same band of the underlying high-resolution multispectral
image. For each k ∈ {1, . . . , C}, let PSk : S → R be the panchromatic image at the
resolution of the sampling grid S obtained by the same downsampling process than uSk .
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Let P̃k : Ω → R and ũk : Ω → R be the respective extensions of PSk and uSk to the whole
domain by bicubic interpolation9. We encourage that

uk(x)

P (x)
=
ũk(x)

P̃k(x)
, ∀x ∈ Ω, ∀k ∈ {1, . . . , C}. (3.18)

It is important to emphasize that we are only assuming in the above condition that the
panchromatic and the k−th spectral band are registered. Therefore, we can proceed by
superimposing P , which hardly contains aliasing, on the reference of uk and solve the
pansharpening problem there. Finally, casting (3.18) in a variational framework leads to
the following expression:∫

Ω

(
uk(x)P̃k(x)− ũk(x)P (x)

)2
dx, ∀k ∈ {1, . . . , C}. (3.19)

Downsampling the panchromatic image

In equation (3.18), it is clear that the high-resolution multispectral band uk and the
original panchromatic image P are of the same resolutions. However, we need to make
sure that the same condition is accomplished by P̃k and ũk, so that the low-resolution
panchromatic PSk has to be computed similarly to uSk .

According to the image formation model (3.1), we consider that PSk is obtained from
the original panchromatic by low-pass filtering followed by subsampling, namely

PSk = (κk ∗ P )↓s + ηk, ∀k ∈ {1, . . . , C},

with ηk being the i.i.d zero-mean Gaussian noise associated to the k−th spectral sensor,
and κk being the low-pass filter whose cutoff frequency is modelled using the modulation
transfer function (MTF) of uSk .

Interpretation of the constraint

The expression (3.18) can be written in the form

uk(x) =
ũk(x)

P̃k(x)
P (x), ∀x ∈ Ω, ∀k ∈ {1, . . . , C}.

By subtracting ũk(x) to each side of the above equation, we obtain

uk(x)− ũk(x) =
ũk(x)

P̃k(x)

(
P (x)− P̃k(x)

)
, ∀x ∈ Ω, ∀k ∈ {1, . . . , C}.

Interestingly, one observes that P − P̃k accounts for the high frequencies of the panchro-
matic image. Accordingly, we force the high-frequency components of each band, that is
uk − ũk, to coincide with those of the panchromatic and, consequently, the spatial details
of the panchromatic are injected into the pansharpened image. On the other hand, the
modulation coefficient ũk(x)

P̃k(x)
takes the energy levels of the panchromatic and multispectral

images into account, which can be different for each spectral band.

9We have considered the general case in which the impulse response is different for each spectral band
and, thus, the low-resolution panchromatic PSk may be different for each k ∈ {1, . . . , C}. But, in practice,
the kernel κk whose cutoff frequency is modelled by the MTF is commonly the same for all channels, which
means that PS is independent of k.
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3.7.2 The Channel-Decoupled Nonlocal Energy Functional

By taking into account the nonlocal regularization term (3.5)-(3.6) and the fidelity term
imposed by the data generation model (3.2), we propose to also incorporate the spatial-
ratio constraint (3.19) into the final functional. Therefore, the problem consists in the
minimization of the channel-decoupled energy

J2(u) =
C∑
k=1

J2(uk) (3.20a)

such that the cost function for each spectral band uk, k ∈ {1, . . . , C}, is defined as

J2(uk) =
1

2

∫∫
Ω̃×Ω̃

(uk(y)− uk(x))2 ωP (x,y) dy dx

+
µs2

2

∫
Ω

ΠS ·
(
κk ∗ uk(x)− uΩ

k (x)
)2
dx

+
δ

2‖P‖

∫
Ω

(
uk(x)P̃k(x)− ũk(x)P (x)

)2
dx.

(3.20b)

In this setting, µ ≥ 0 and δ ≥ 0, which are respectively normalized by the sampling factor

s and the mean value of the panchromatic image ‖P‖ =
√

1
|Ω|
∫

Ω (P (x))2 dx, define the

contribution of each term to the cost function.

Following the same arguments than in Section 3.3, it is easy to see that the proposed
functional is proper, strictly convex, coercive, and lower semicontinuous. We can thus
establish, using standard arguments in convex analysis, that there exists an unique mini-
mizer in the space of admissible functions A defined in (3.12). Furthermore, the associated
Euler-Lagrange equation is written as

0 =−
∫

Ω̃
(uk(y)− uk(x)) (ωP (x,y) + ωP (y,x)) dy

+ µs2
(
κ>k ∗

(
ΠS ·

(
κk ∗ uk − uΩ

k

)))
(x)

+
δ

‖P‖
P̃k(x)

(
uk(x)P̃k(x)− ũk(x)P (x)

)
, ∀x ∈ Ω, ∀k ∈ {1, . . . , C}.

In order to compute numerically the solution of the optimization problem, we use again
the gradient descent method. With the same notations than in Section 3.4, the minimizer
of (3.20) is computed by iterating the following equation:

u
(n+1)
k (p) = u

(n)
k (p)− τ

∑
q∈I

(
u

(n)
k (p)− u(n)

k (q)
)(
ωP (p,q) + ωP (q,p)

)
− τµ

(
K>k ΠS

(
Kku

(n)
k − u

Ω
k

))
(p),

− δ

‖P‖
P̃k(p)

(
u

(n)
k (p)P̃k(p)− ũk(p)P (p)

)
, ∀p ∈ I, ∀k ∈ {1, . . . , C}.

3.8 Experimental Results on Misregistered Aliased Data

We present hereafter a detailed performance evaluation between the initial model lying
in the minimization of the energy (3.7) and denoted by NLVI, the channel-decoupled
variant given in (3.20) and denoted by NLVII, and some state-of-the-art pansharpening
techniques. Whenever possible, we compare with the IHS transform [29, 116, 174], the
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variational P+XS method [13], and a modified Brovey’s algorithm [112] which consists in
applying relation (3.18) as follows:

uk(x) =
P (x)

P̃k(x)
ũk(x), ∀x ∈ Ω, ∀k ∈ {1, . . . , C}.

For the sake of completeness, we also report the upsampled images obtained by bicubic
interpolation which were used as initializations in all algorithms. For simulated data, the
quality of the results is numerically evaluated by means of the RMSE with respect to the
ground truth. For real satellite imagery, only visual inspection of aliasing artifacts and
detail reconstruction is possible.

The tradeoff parameters involved in P+XS, NLVI, and NLVII were optimized in terms
of the lowest RMSE for simulated data. In particular, the size of the support zone in
NLVI and NLVII methods was 7 × 7, the size of the comparison window was 3 × 3, and
the step-size parameter was fixed to τ = 0.01.

3.8.1 Comparison on Registered Data with Linearity Constraint

In this subsection, we set the co-registration of spectral components and the linear com-
bination assumption. We tested all methods using full color images at resolutions of 30
cm and 60 cm per pixel, which were simulated from an aerial image at 10 cm. The
panchromatic at 30 cm and 60 cm were obtained by linear combination of red, green,
and blue channels with mixing coefficients αR = αG = αB = 1

3 . The spectral bands,
with respective resolutions of 1.2 m and 2.4 m per pixel, were computed by filtering the
ground-truth components with Gaussian kernel followed by subsampling of factor s = 4.
In order to incorporate different degrees of aliasing, we used several standard deviations
for the Gaussian kernel, namely σ ∈ {1.3, 1.5, 1.7}.

Table 3.4 displays the RMSE values in RGB coordinates generated by each method on
the data simulated at 30 cm (Table 3.4a) and 60 cm (Table 3.4b). In these experiments,
all methods except Brovey and NLVII benefit from the assumption that panchromatic and
spectral components are co-registered and that the panchromatic is related to the spectral
components by the linear combination given in (3.3). Despite this a priori unfavourable
situation, NLVII is superior to all pansharpening techniques under comparison except the
former model NLVI, which exhibits the best performance in terms of RMSE. Note also that
P+XS provides results very close to those of NLVII when the aliasing is not as apparent
(σ = 1.7). We also observe that Brovey’s method is the most affected by aliasing. Indeed,
the error significantly increases as the Gaussian standard deviation decreases. It is worth
noting that the error generated by IHS, NLVI, and NLVII remain almost stable for the
different amounts of aliasing. Finally, the numerical results are less competitive as the
resolution of the provided data decreases, which was highly expected.

Figure 3.13 shows close-ups of the optimal result each method provided on the data at
60 cm, with the Gaussian standard deviation used for the simulation of the low-resolution
multispectral image being σ = 1.3. In general terms, all techniques mostly suppress the
aliasing effects appearing in the interpolated image and perform similarly with respect to
spatial quality. Only the result by Brovey’s method seems to be more blurred than the
others. In terms of spectral quality, IHS and Brovey suffer from color distortion. Indeed,
note that the images obtained from these techniques become almost grayish since the
original color saturation of the objects in the scene is reduced – see, for instance, the blue
fireplaces on the roof of the prison. The variational models under comparison are able to
better recover the colors instead. In particular, NLVI gives rise to the best visual result
closely followed by NLVII. Finally, let us notice that annoying color artifacts appear on
the roof of the prison in the result by P+XS.
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σ Bicubic IHS P+XS Brovey NLVI NLVII

1.7 7.89 1.80 1.28 2.56 1.08 1.26

1.5 7.63 1.73 1.34 2.93 1.10 1.26

1.3 7.41 1.67 1.51 3.42 1.12 1.27

Avg. 7.64 1.73 1.38 2.97 1.10 1.26

(a) Numerical results at resolution of 30 cm per pixel.

σ Bicubic IHS P+XS Brovey NLVI NLVII

1.7 8.53 2.13 1.50 2.75 1.32 1.49

1.5 8.26 2.05 1.55 3.12 1.35 1.49

1.3 8.03 1.98 1.69 3.64 1.38 1.49

Avg. 8.27 2.05 1.58 3.17 1.35 1.49

(b) Numerical results at resolution of 60 cm per pixel.

Table 3.4: RMSE values between the full color RGB image and the results provided by
each method. For these experiments, the low-resolution data were registered and the
linear combination assumption (3.3) applied with αR = αG = αB = 1

3 . We observe that
the former model NLVI provides the lowest error in all cases, followed by NLVII and
P+XS. Note also that Brovey is the method the error of which increases the most as σ
decreases. On the contrary, IHS, NLVI, and NLVII perform almost independently of the
amount of aliasing in the data.

Reference Bicubic IHS P+XS

Brovey NLVI NLVII

Figure 3.13: Close-ups of the reference RGB image at resolution of 60 cm per pixel and of
the results provided by each method. The Gaussian standard deviation used for simulating
the spectral components was σ = 1.3. For this experiment, the low-resolution data were
registered and the linear combination assumption (3.3) applied with αR = αG = αB = 1

3 .
All techniques, except bicubic interpolation, perform similarly with respect to spatial
quality, although the result by Brovey’s method is more blurred. Furthermore, IHS and
Brovey suffer from color distortion and objects in the scene become almost grayish (see
the blue fireplaces). NLVI provides the best visual result closely followed by NLVII. Note
that annoying artifacts appear on the roof of the prison in the image provided by P+XS.
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3.8.2 Comparison on Misregistered Data with Linearity Constraint

In view of the misregistration of satellite imagery, we modified the way the low-resolution
data were simulated to make it more realistic. The panchromatic images were still obtained
by linear combination of the spectral channels at resolutions of 30 cm and 60 cm per
pixel. Before computing the chromatic data, we first applied a translation by splines –
different for each channel – to the ground-truth components. Then, we simulated each low-
resolution band by filtering the corresponding high-resolution one after translation with a
Gaussian kernel followed by subsampling of factor s = 4. As in the previous subsection,
we used several standard deviations, σ ∈ {1.3, 1.5, 1.7}, to introduce some aliasing.

Channel-decoupled pansharpening models such as NLVII and Brovey can be applied
to each component independently after superimposing the panchromatic, which hardly
contains aliasing, into each spectral band. All inferred high-resolution channels are then
registered into a common geometry using the translation back. However, other techniques
such as IHS, P+XS, and NLVI require spectral components to be co-registered. In these
cases, the low-resolution bands are first translated back and then the methods apply to
all channels at the same time. Since Brovey and NLVII methods can also be used in
this fashion, we report the results obtained in both chains. For the sake of clarity, we
introduce the notations Brovey-M and NLVII-M to indicate that the methods have been
directly applied to the misregistered data, whereas Brovey-R and NLVII-R denote the case
where they have been used after co-registration of the low-resolution components.

RGB images

We first tested all methods on RGB color images with the same weight per channel in the
linear combination, that is, αR = αG = αB = 1

3 . Table 3.5 gives the RMSE values in RGB
coordinates generated by each method on the data at 30 cm (Table 3.5a) and 60 cm (Table
3.5b). First and foremost, we observe that the order of the methods from best to worst
performances is now different to Table 3.4. Even not taking advantage from the validity of
the linear combination assumption, NLVII provides the lowest RMSE among techniques
applied on both co-registered and misregistered data. In the first case, the error is close
to the former model NLVI, for which the correctness of the constraint given in (3.3) is
not enough to compensate the inconvenience of misregistration. It is very important to
emphasize that the performance of NLVII is much better if it is applied to each original
low-resolution channel than if it is used after co-registration. This also happens with
Brovey and bicubic interpolation methods. Such a phenomenon justifies the preference
for using the original components instead of the re-interpolated ones. Furthermore, IHS is
quite competitive in terms of the error although it only allows to use three color channels,
whereas Brovey’s method provides the larger RMSE in both chains. Interestingly, NLVII-
M is the unique technique that increases its performance as the aliasing does so.

Figure 3.14 displays close-ups of the result each method provided on the data simulated
at a resolution of 30 cm per pixel for which a Gaussian kernel of standard deviation σ = 1.5
was used. In general terms, one observes that strong aliasing severely compromises the
performances of bicubic interpolation, IHS, P+XS, NLVI, and Brovey (in both chains).
See, for example, the aliasing at the contour of the roofs of the buildings or the strong
color artifacts on the white car located at the bottom of the scene. Note also that IHS
modifies the chromatic components of the underlying image leading to a grayish solution –
see the red car in the righthand side of the image. On the contrary, NLVII-M provides the
best result from a human visual inspection since the aliasing has been almost completely
removed. In terms of the way the chain process is applied, we observe that NLVII-M
suppresses annoying artifacts that appear with NLVII-R, giving rise to the most pleasant
visual solution.
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σ
Co-registered Misregistered

Bicubic IHS P+XS Brovey NLVI NLVII Bicubic Brovey NLVII

1.7 8.25 2.17 2.13 2.92 1.88 1.87 7.89 2.67 1.56

1.5 8.03 2.19 2.27 3.31 2.01 1.96 7.63 3.03 1.51

1.3 7.84 2.25 2.48 3.83 2.13 2.12 7.41 3.52 1.47

Avg. 8.04 2.20 2.29 3.35 2.01 1.98 7.64 3.07 1.51

(a) Numerical results at resolution of 30 cm per pixel.

σ
Co-registered Misregistered

Bicubic IHS P+XS Brovey NLVI NLVII Bicubic Brovey NLVII

1.7 8.93 2.57 2.44 3.14 2.20 2.16 8.55 2.91 1.82

1.5 8.71 2.59 2.62 3.55 2.33 2.26 8.29 3.27 1.76

1.3 8.51 2.65 2.82 4.09 2.46 2.43 8.06 3.79 1.72

Avg. 8.72 2.60 2.63 3.59 2.33 2.28 8.30 3.32 1.77

(b) Numerical results at resolution of 60 cm per pixel.

Table 3.5: RMSE values between the full color RGB image and the results provided by each
method. For these experiments, the low-resolution data were non registered but the linear
combination assumption (3.3) applied with αR = αG = αB = 1

3 . Note that NLVII provides
the lowest error in both chains. Interestingly, the performance of NLVII is much better if
applied to each original low-resolution channel than if it is used after co-registration. It is
further the unique method that increases its performance as σ decreases.

Four-band images

The quality assessment analysis of the pansharpening methods is performed now on the
red, green, blue, and near-infrared bands with mixing coefficients αR = 0.25, αG = 0.4,
αB = 0.1, and αI = 0.25 in (3.3). These values are more realistic than using the same
weight per channel. In this case, IHS is not used since it only applies for RGB images.

Table 3.6 displays the RMSE averages between the high-resolution spectral bands and
the results generated by each method on the data at 30 cm (Table 3.6a) and 60 cm (Table
3.6b). As in Table 3.5, the results demonstrate the superiority of the NLVII method in
both chains, but now the differences with respect to the others are even more important
than if the same mixing coefficients per channel are used. It is important to highlight that
Brovey-M outperforms P+XS (for any σ) and NLVI (for σ = 1.7 and σ = 1.5), which did
not happen in Table 3.5. In fact, P+XS and NLVI, which are the only two pansharpening
techniques under comparison using the linear combination assumption given in (3.3), are
much less competitive in Table 3.6 than in Table 3.5. We also observe that Brovey and
P+XS are the most unstable methods with respect to decreasing the Gaussian standard
deviation. Indeed, see the transition from σ = 1.5 to σ = 1.3 in both cases. Once more,
NLVII-M is the best technique in terms of the error.

For a visual quality assessment, Figure 3.15 shows the reference false color image
involving near-infrared, red, and green channels in place of the usual RGB and the results
provided by each method on data at 30 cm per pixel with Gaussian standard deviation
σ = 1.7. We observe that strong aliasing compromises the performances of P+XS, Brovey,
and NLVI methods. Indeed, see its effects on all white cars in the scene as well as at the
wall separating the two parking areas. Although Brovey-R and NLVII-R are able to
reduce color distortions, some aliasing still remains. In the end, only NLVII-M produces
a pansharpened image without neither aliasing nor colored artifacts and, thus, it is the
only method leading to a satisfactory visual result.
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Reference Bicubic-R IHS P+XS

Brovey-R NLVI NLVII-R

Bicubic-M Brovey-M NLVII-M

Figure 3.14: Close-ups of the reference RGB image at resolution of 30 cm per pixel and of
the results provided by each method. The Gaussian standard deviation used for simulating
the spectral components was σ = 1.5. For this experiment, the low-resolution data were
non registered but the linear combination assumption (3.3) applied with αR = αG = αB =
1
3 . Note that strong aliasing severely compromises the performances of all results except for
the NLVII-M model. For example, see the contour of the brown roof of the building located
at the top of the images. We also observe that NLVII-M almost suppresses annoying color
artifacts that appear with NLVII-R, giving rise to the most pleasant solution with almost
nothing of aliasing. Finally, it is worth noticing that IHS tends to modify the chromaticity
of the objects as, for instance, the red car in the righthand side of the image.

3.8.3 Comparison on Misregistered Data without Linearity Constraint

As we have explained and experimentally checked in Section 3.6.1, the linearity assumption
(3.3) does not follow in real satellite data. Therefore, we disabled this constraint in P+XS
and NLVI methods that still use it. For the simulation of the panchromatic and low-
resolution spectral components we followed the same process as in Table 3.6.

Table 3.7 provides the RMSE averages between the high-resolution spectral bands and
the results generated by each method on the data at 30 cm (Table 3.7a) and 60 cm (Table
3.7b). As regards bicubic interpolation, Brovey, and NLVII, the results exhibited here
are the same as those displayed in Table 3.6. Only P+XS and NLVI change since the
energy term related to the linear combination constraint is not used. We observe that,
whenever the linearity assumption does not follow, the performances of P+XS and NLVI
get extremely worse, being NLVI superior to P+XS in any case. The conclusion which can
be drawn from these results is the same as in Section 3.8.2, namely NLVII-M provides the
best chance for solving the pansharpening problem in a real scenario where misregistered
data is only available and the linearity assumption (3.3) is not satisfied.
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Reference Bicubic-R P+XS

Brovey-R NLVI NLVII-R

Bicubic-M Brovey-M NLVII-M

Figure 3.15: Close-ups of the reference false color image involving near-infrared, red, and
green channels in place of the usual RGB at resolution of 30 cm per pixel and of the results
provided by each method. The Gaussian standard deviation used for simulating spectral
components was σ = 1.7. For this experiment, the low-resolution data were non registered
but the linear combination assumption (3.3) applied with αR = 0.25, αG = 0.4, αB = 0.1,
and αI = 0.25. To a lesser or greater extent, strong aliasing and annoying color artifacts
appear in the pansharpened images provided by bicubic interpolation, P+XS, Brovey,
NLVI, and NLVII-R. See, for instance, all white cars in the scene or the wall separating
the two parking areas. However, Brovey-R and NLVII-R achieve reducing color distortions
but some alias patterns still remain. In the end, only NLVII-M provides a pansharpened
image without neither aliasing nor colored artifacts, thus being the only method leading
to a satisfactory visual result.
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σ
Co-registered Misregistered

Bicubic P+XS Brovey NLVI NLVII Bicubic Brovey NLVII

1.7 8.26 4.04 3.36 3.39 2.54 7.99 3.17 2.08

1.5 8.02 4.39 3.65 3.45 2.61 7.72 3.43 2.05

1.3 7.80 5.24 4.05 3.53 2.77 7.42 3.82 2.03

Avg. 8.03 4.56 3.69 3.46 2.64 7.71 3.47 2.05

(a) Numerical results at resolution of 30 cm per pixel.

σ
Co-registered Misregistered

Bicubic P+XS Brovey NLVI NLVII Bicubic Brovey NLVII

1.7 9.21 4.60 3.89 3.92 3.09 8.92 3.62 2.56

1.5 8.95 4.92 4.16 4.09 3.18 8.63 3.94 2.55

1.3 8.72 5.66 4.57 4.13 3.33 8.38 4.33 2.53

Avg. 8.96 5.06 4.21 4.05 3.20 8.64 3.96 2.55

(b) Numerical results at resolution of 60 cm per pixel.

Table 3.6: RMSE values between the reference high-resolution red, green, blue, and near-
infrared bands and the results provided by each method. For these experiments, the low-
resolution data were non registered but the linear combination assumption (3.3) applied
with αR = 0.25, αG = 0.4, αB = 0.1, and αI = 0.25. We observe that NLVII is superior to
all other techniques in both chains and it further increases its performance as the aliasing
in the low-resolution data so does. Interestingly, Brovey-M outperforms P+XS (for any
σ) and NLVI (for σ 6= 1.3).

σ
Co-registered Misregistered

Bicubic P+XS Brovey NLVI NLVII Bicubic Brovey NLVII

1.7 8.26 5.50 3.36 5.05 2.54 7.99 3.17 2.08

1.5 8.02 5.97 3.65 5.16 2.61 7.72 3.43 2.05

1.3 7.80 7.10 4.05 5.28 2.77 7.42 3.82 2.03

Avg. 8.03 6.33 3.69 5.16 2.64 7.71 3.47 2.05

(a) Numerical results at resolution of 30 cm per pixel.

σ
Co-registered Misregistered

Bicubic P+XS Brovey NLVI NLVII Bicubic Brovey NLVII

1.7 9.21 6.08 3.89 5.73 3.09 8.92 3.62 2.56

1.5 8.95 6.50 4.16 5.85 3.18 8.63 3.94 2.55

1.3 8.72 7.51 4.57 6.00 3.33 8.38 4.33 2.53

Avg. 8.96 6.70 4.21 5.86 3.20 8.64 3.96 2.55

(b) Numerical results at resolution of 60 cm per pixel.

Table 3.7: RMSE values between the reference high-resolution red, green, blue, and near-
infrared bands and the results provided by each method. For these experiments, the
low-resolution data were non registered and the linear combination assumption (3.3) was
disabled. Note that the performances of P+XS and NLVI are seriously compromised
when the linearity constraint cannot be used. Once more, NLVII-M gives rise to the best
numerical results, the other methods remaining far from it.

Figure 3.16 displays the results in RGB coordinates on data at a resolution of 30 cm
per pixel for which a Gaussian kernel of standard deviation σ = 1.7 was used. Firstly, a lot
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of high frequencies such as texture and sharp edges have been lost with P+XS and NLVI.
For instance, the roofs of all buildings are greatly blurred and the contours of the objects
are damaged. As a consequence, the results are not pleasant at all. Secondly, we observe
that all pansharpened images except that obtained from the NLVII-M method suffer from
aliasing. Indeed, see the colored pattern appearing in the gray roof at the upper right
corner of the images as an example. Once more, we can assert that NLVII-M is the best
pansharpening technique among those under comparison.

3.8.4 Applications to Pléiades Imagery

We finally tested the performance of NLVII for pansharpening Pléiades imagery. Pléiades
produces a panchromatic image at spatial resolution of 70 cm per pixel and four spectral
bands (blue, green, red, and near-infrared) at resolution of 2.8 m per pixel. The MTF for
the panchromatic has a value of 0.15 at cut frequency (low aliasing), while this value is
greater than 0.26 (strong aliasing) for the spectral components. We warped the panchro-
matic into the reference of each spectral component using the transformations furnished
to us by CNES and solve there the pansharpening problem.

In this scenario, we cannot estimate neither the trade-off parameters of the energy nor
the filtering parameter of the nonlocal weight in terms of the lowest RMSE since reference
images are no more available. Furthermore, we have to take into account that the intensity
range of satellite data is [0, 4096], so that the value of the parameters may differ from the
analysis on 8−bit aerial data. On the other hand, the standard deviation used in the
spectral preserving term as well in the computation of the low-resolution panchromatic
images has to be estimated according to the amount of aliasing in the spectral data. Since
this is unknown, we tested several values, σ ∈ {1.3, 1.7, 2.1}.

Figures 3.17 and 3.18 display some close-ups of the results provided by the modified
Brovey’s method introduced in [112] and NLVII on parts of the Toulouse scene (see Figure
4 in the introduction of this thesis). In both cases, we observe that the proposed variational
model better incorporates the high frequencies of the panchromatic into the inferred high-
resolution spectral components. Although the spatial-ratio constraint (3.18) takes care of
providing a result with high-spatial resolution, the nonlocal regularizaton term we used in
(3.20) computes the weight distribution on the panchromatic and, thus, it helps to transfer
the geometry to the fused image.

Furthermore, the generation of false frequency alias prevails in all results obtained
from Brovey’s method. Indeed, note the aliasing pattern that concentrates throughout
the main road in Figure 3.17 as well several color distortions appearing in Figure 3.18.
Our method is able to noticeably reduce these artifacts, specially when one chooses σ = 1.3
and σ = 1.7. Since the modified Brovey’s method tested here is nothing more than the
direct application of (3.18), these results indicate that the associated energy term (3.19)
is not enough to overcome the drawbacks because of aliasing by itself. Consequently,
the nonlocal regularization term and the color preserving term in (3.20) have a positive
influence in avoiding the creation of false frequencies.

3.9 Concluding Remarks

In this chapter, we have first introduced a new variational model for pansharpening satel-
lite imagery based on the minimization of a nonlocal energy functional. The panchromatic
image has been used in the nonlocal operator to derive relationships among patches de-
scribing the geometry of the desired high-resolution multispectral image. We have also
incorporated a fidelity term related to the image formation model, which assumes that
the low-resolution spectral bands are formed from the underlying high-resolution ones by
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Reference Bicubic-R P+XS

Brovey-R NLVI NLVII-R

Bicubic-M Brovey-M NLVII-M

Figure 3.16: Close-ups of the reference color image involving red, green, and blue channels
at resolution of 30 cm per pixel and of the results provided by each method. The Gaussian
standard deviation used for simulating spectral components was σ = 1.7. For this experi-
ment, the low-resolution data were non registered and the linear combination assumption
(3.3) was disabled. On the one hand, we observe that all results except that obtained
from the NLVII-M method suffer from aliasing, specially close to edges. For instance,
observe the colored pattern appearing in the gray roof at the upper right corner of the
images. On the other hand, the pansharpening images provided by P+XS and NLVI are
further blurred and a lot of spatial information is lost. Once more, NLVII-M is the best
pansharpening technique in terms of both spatial and spectral qualities.
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σ = 1.3 σ = 1.7 σ = 2.1

Figure 3.17: Close-ups of the results provided by the modified Brovey’s method (first
row) and NLVII (second row) for several values of the standard deviation σ used for
estimating the low-resolution components. Observe that all images obtained from Brovey
contain strong aliasing, which mainly concentrates throughout the main road. On the
contrary, NLVII considerably suppresses these artifacts, specially for σ = 1.3 and σ = 1.7.
Furthermore, our result better incorporates the spatial details of the panchromatic data
even in the presence of aliasing.

low-pass filtering followed by subsampling. Furthermore, we have introduced a commonly
used constraint according to which the panchromatic is a linear combination of the spectral
components one seeks to estimate.

In the mathematical framework, we have developed a vector calculus for nonlocal
operators with nonsymmetric weights. Among others, we have furnished ourselves with
an integration by parts formula and a nonlocal Poincaré’s inequality, which are the key to
guarantee the coercivity of the nonlocal functional. Using these tools, the existence and
uniqueness of minimizer for our functional have been stated in a suitable space of weighted
integrable functions.

Experiments have shown that the former model improves state-of-the-art pansharpen-
ing techniques in terms of both numerical error and visual quality assessment. Although
all methods give good spatial resolution, the colors from the original low-resolution mul-
tispectral data are not necessarily preserved. In general, all compared techniques lead to
the loss of spectral information. This loss is highly reduced in our approach leading to a
significant perception gain. Furthermore, the study led on simulated aerial and satellite
images have revealed that one can profit from the self-similarity underlying the nonlocal
energy. We have actually observed that the improvement is even more important for this
type of images.

Subsequently, we have modified the initial variational model in order to deal with the
inherent properties and drawbacks of real satellite data. In this regard, we have taken into
account that the panchromatic and the spectral components are misregistered and the
low-resolution bands further suffer from strong aliasing, which makes inappropriate their
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σ = 1.3 σ = 1.7 σ = 2.1

Figure 3.18: Close-ups of the results provided by the modified Brovey’s method (first row)
and NLVII (second row) for several values of the standard deviation σ used for estimating
the low-resolution components. Similar to Figure 3.17, Brovey provides results with strong
aliasing for all tested values of the standard deviation. On the contrary, NLVII is able to
eliminate its effects and leads to results with higher spatial resolution.

resampling or interpolation for co-registration purposes. In view of these inconveniences,
we have introduced a second nonlocal energy functional that decouples by each spectral
band and suppresses the assumption that the panchromatic is a linear combination of the
high-resolution spectral channels. We have proposed to keep the spatial ratio between
the panchromatic image and each spectral band instead. In practice, this constraint
introduces the high frequencies contained in the panchromatic into the solution. We have
experimentally checked on simulated data from full color images that, even when the
panchromatic image is simulated as a weighted average of the high-resolution spectral
components, this second method produces better results than classical and state-of-the-
art pansharpening techniques, including our first one. The more realistic the data is
simulated, the more the decoupled model is superior to the others. Furthermore, the
main advantage of the channel-decoupled energy is that it can be applied to misregistered
spectral components. In this setting, some tests on Pléiades imagery have shown that
the proposed method is able to significantly reduce the aliasing artifacts and makes the
products look clear with sharp edges.

Future work in satellite pansharpening will be focused on a more detailed experimental
analysis of the channel-decoupled model for real satellite data, paying particularly atten-
tion to the misregistration and aliasing of the low-resolution data. Furthermore, we want
to improve on the functional by using the L1 norm instead of the L2 for the penalization
of the energy terms. Although this will complicate the numerical computation of the so-
lution, it is expected to lead to better results since the L1 norm is more fitted to unknown
noise as it is the case of the satellite acquisition system.
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Chapter 4

Nonlocal and Spectral Correlation Adaptive Demosaicking

In common digital cameras, CCD or CMOS sensors are overlaid with a color filter array
that allows measuring a single color per pixel. The other two missing values must be
interpolated by taking care of the geometry and the spectral consistency of the underlying
full color image. This is the so-called demosaicking process [86, 118, 126]. State-of-
the-art techniques take advantage of inter-channel correlation locally selecting the best
interpolation direction. These methods give convincing results except when local geometry
cannot be inferred from neighboring pixels or channel correlation is low. In such situations,
annoying artifacts appear in the form of wrong geometric structures, color aliasing, or
zipper effect. In this chapter, we introduce a two-step demosaicking algorithm involving
nonlocal image self-similarity in order to reduce interpolation artifacts when local geometry
is ambiguous. We further incorporate a clear and intuitive manner of balancing how much
inter-channel correlation one can benefit from.

This chapter is organized as follows. After a detailed review on demosaicking algo-
rithms in Section 4.1, we describe in Section 4.2 a local directional interpolation method
that combines, pixel by pixel, four estimated images in terms of their chromatic smooth-
ness. Section 4.3 introduces a simple and intuitive parameter to balance the amount of
inter-channel correlation which can be taken advantage of. Once a full color image has
been inferrered, we propose in Section 4.4 a nonlocal filtering of channel differences in
order to reduce interpolation artifacts. Section 4.5 displays a quantitative and qualitative
performance evaluation of our algorithm and comparison with state-of-the-art demosaick-
ing techniques on several image databases. Concluding remarks and potential lines of
future work are outlined in Section 4.6.

4.1 Introduction

Due to the CFA configuration, which usually follows the Bayer pattern [14] where, out
of a group of four pixels, two are green (in quincunx), one is red, and the other is blue
(see Figure 2), most of state-of-the-art demosaicking techniques try to interpolate first the
green channel accurately. Then, as noted by Cok [44] and Hibbard [96] and because of
inter-channel correlation, the differences or ratios of the red and blue with respect to the
full inferred green are interpolated instead of the red and blue components directly. The
overall performance of the demosaicking method thus depends crucially on the quality of
the inferred green.

Demosaicking methods concentrate on locally estimating the most suitable direction
of interpolation for the green channel. The method by Cok [44] bilinearly interpolates
the missing green values, while Hibbard [96] used anisotropic interpolation. Hamilton and
Adams [92] were the first to use not only the green but also the red and blue for analyzing
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the local configuration of the image around the pixel of interest and approximate the green
value accordingly. The authors proposed to estimate the missing green values horizontally
or vertically depending on the first order derivatives of the sub-sampled green and of the
second order derivatives of the sub-sampled red and blue. In many cases, the ambiguity
of the local configuration in the CFA makes nearly impossible to take such a decision.
Recently, many authors [42, 98, 125, 145, 186] suggested taking this decision a posteriori,
once the green channel or the full color image has been inferred completely horizontally
and completely vertically. In this setting, the methods differentiate on how they combine
or choose between these two values. Hirakawa et al. [98] used a color image homogeneity
measure at each pixel. Menon et al. [125] chose depending on the smoothness of the
differences green-red and green-blue. Zhang et al. [186] filtered the chromatic components
red-green and blue-green of the vertically and horizontally interpolated images using a
linear minimum mean squared error (LMMSE) algorithm. The latter averages each pixel
with its neighbors and corrects the obtained value depending on the variance of the pixels
that gave performed average. The filtered chromatic components are then combined at
each pixel depending on these variances. Similar approaches were introduced in [42, 145].

Iterative algorithms have also been designed in [85, 108, 117]. These algorithms start
with an initial condition and, following in a wide sense the above commented strategies,
iteratively force the three color channels to have the same high frequencies.

All previous demosaicking methods have been mainly tested on the Kodak collection2.
Images in this database have few colored saturated regions but are challenging by their
Nyquist frequency details. The large inter-channel correlation of these images explains
why most methods assume that high frequencies of the three channels are almost similar.
Such techniques give convincing results on Kodak except when local geometry cannot
be inferred from neighboring pixels. Indeed, local methods can introduce interpolation
artifacts such as aliasing, erroneous geometrical structures, or the so-called zipper effect,
which is an artificial on-off pattern commonly created when the red and blue components
have high frequencies that are different from the green ones (see Figure 3). Buades et al.
[26] showed that these artifacts can be eliminated by involving image self-similarity and
redundancy. The authors adapted the nonlocal-means denoising filter [25] in order to infer
high-frequency information by transportation from known pixels to unknown ones. More
recently, Mairal et al. [121] and Yu et al. [184] proposed demosaicking algorithms based
on the sparse representation of natural images over a dictionary.

Several other methods have emerged to deal with the IMAX (or McMaster) collection
introduced by Li et al. [118], the images of which have more saturated colors and edges
separating colored regions than Kodak. Many of these algorithms take advantage of the
nonlocal self-similarity of the image [69, 178, 188]. In the end, most part of demosaick-
ing techniques are still designed to deal with exclusively one of the databases, namely
algorithms are conceived completely differently depending on the amount of inter-channel
correlation in the test images being used. As a consequence, they give state-of-the-art
results in one collection but usually poor results in the other.

We finally outline the recent methods by Getreuer [73] and Kiku et al. [103, 104] for
being able to give convincing results in both databases. Getreuer’s demosaicking algorithm
[73] is based on total variation along curves [74]. The method first estimates the image
contour orientations directly from the mosaicked data. Demosaicking is then performed
as an energy minimization with graph regularization adapted to the orientation estimates.
The objective energy functional consists of two terms. The first one regularizes the lumi-
nance to suppress zipper artifacts, while the second term regularizes the chrominance to
suppress color artifacts. On the other hand, Kiku et al. [103] proposed an strategy that
consists in the interpolation of the residual differences, that is, the differences between
observed and tentatively estimated pixel values. The tentative estimates are generated by
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upsampling the observed pixel values using a guided filter [94]. The authors incorporated
the proposed residual interpolation into the gradient based threshold free algorithm intro-
duced previously by Pekkucuksen and Altunbasak [147]. In a posterior paper, Kiku et al.
[104] decided to estimate the tentative pixel values by minimizing the Laplacian energies
of the residuals.

In this chapter, we propose a two-step algorithm for which inter-channel correlation is
encoded in a clear and intuitive parameter and automatically adapted depending on each
image. First, we design an interpolation method that combines four directionally inferred
full color images in terms of their chromatic smoothness and automatically evaluates
the degree of inter-channel correlation that must be considered. Based on the nonlocal-
means denoising algorithm [25], we introduce a post-processing step consisting in nonlocal
filtering of the channel differences in order to reduce interpolation artifacts. Note that the
main dissimilarity with respect to previous nonlocal demosaicking strategies [26, 188] relies
on the fact that these methods filter the color channels directly. The proposed nonlocal
filtering is also automatically adapted to the degree of inter-channel correlation on the
initial interpolated image.

Let us point out that the work displayed in this chapter has been published in the
journal article [56]. Furthermore, reproducible software and an online demo are available
at Image Processing On Line webpage3 [57]. As a summary, the major contributions
included here are the following:

• We introduce a clear and intuitive parameter to balance the degree of inter-channel
correlation that can be used in demosaicking processes. This parameter is automati-
cally adapted to each image and can naturally range between zero and one, meaning
zero that there is no correlation among channels.

• Considering the degree of inter-channel correlation, we design a local interpolation
method that combines, pixel by pixel, four directionally estimated images (along
north, south, east and west directions) depending on their chromatic smoothness.

• Once a full color image has been inferred, we propose to apply a nonlocal filter-
ing in order to reduce annoying interpolation artifacts. The novelty here is that
this filtering process takes place on the channel differences instead of the channels
themselves.

• An exhaustive performance comparison between our algorithm and state-of-the-art
demosaicking techniques is provided. The experiments are performed on images
from Kodak and IMAX collections as well as on digital photographs captured by
ourselves.

4.2 Local Directional Interpolation of Channel Differences

In view of the higher sampling rate of the green component, which permits an easier
reconstruction of the geometry and texture than the red and the blue, we proceed by
first locally interpolating the missing green values. At each red and blue position in the
CFA mask, four approximations of the green are computed along north, south, east, and
west directions. Instead of deciding for each pixel which is the dominant direction and
interpolate only once according to it, we take this decision a posteriori once four full color
images have been obtained. For each directionally estimated green, we reconstruct the red
and blue components by interpolating bilaterally the channel differences green-red and
green-blue. Finally, a decision of the most suitable approximation is made pixel by pixel
on the basis of all inferred images.
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We first introduce some general notations. Let I denote the discrete image domain
and let IR, IG, and IB denote the disjoint subsets of the image grid where the values of
the red, green, and blue channels are respectively available. For convenience, we also use
IRB to denote either IR or IB when it is irrelevant to distinguish between both. In the
remainder of this chapter, we consider that the mosaicked data looks like the Bayer CFA
given in Figure 2.

4.2.1 Interpolation of Green Channel

Let us focus on a pixel (i, j) /∈ IG where the green channel has to be estimated. Note
that its value is instead known on the upper, lower, right, and left pixels. These values
can be used to approximate the gradient along north (n), south (s), east (e), and west
(w) directions. Let us denote the intensity of the green by Gi,j and of the red or blue
by RBi,j . Because of the inter-channel correlation, the differences between the green
and red/blue values are smoother than the green channel itself. Therefore, these color
differences, denoted by di,j = Gi,j − RBi,j , can be estimated more accurately than the
green component directly.

We estimate the differences di,j along each direction as follows:

dni,j = Gi,j−1 −
1

2
(RBi,j +RBi,j−2) ,

dsi,j = Gi,j+1 −
1

2
(RBi,j +RBi,j+2) ,

dei,j = Gi+1,j −
1

2
(RBi,j +RBi+2,j) ,

dwi,j = Gi−1,j −
1

2
(RBi,j +RBi−2,j) .

(4.1a)

Now, the missing green values can be easily interpolated along each direction by means of

Ĝni,j = RBi,j + dni,j = Gi,j−1 +
1

2
(RBi,j −RBi,j−2) ,

Ĝsi,j = RBi,j + dsi,j = Gi,j+1 +
1

2
(RBi,j −RBi,j+2) ,

Ĝei,j = RBi,j + dei,j = Gi+1,j +
1

2
(RBi,j −RBi+2,j) ,

Ĝwi,j = RBi,j + dwi,j = Gi−1,j +
1

2
(RBi,j −RBi−2,j) .

(4.1b)

Let us somehow justify formulas (4.1). For instance, consider the interpolation process
in the north direction. If there is and edge along this direction, then upper neighboring
pixels have similar values, that is, 1

2 (RBi,j +RBi,j−2) ' RBi,j−1 where RBi,j−1 stands for
the real value of the red/blue channel at pixel (i, j − 1) if could be known. Consequently,
the missing green value can be written as Ĝni,j = Gni,j−1 + (RBi,j − RBi,j−1). Note that
RBi,j − RBi,j−1 is a first order discrete gradient in the north direction. Therefore, this
procedure reconstructs the green component by imposing it to have the high frequencies
of the red and blue channels.

4.2.2 Interpolation of Red and Blue Channels

With each of the four locally interpolated green channels, we estimate the red and blue
by exploiting the spectral correlation. As pointed out by Cok et al. [44], the difference
images between red/blue and green mostly contain low-frequency components and can be
more accurately interpolated than red and blue channels themselves.
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Let α stand for the direction along which the green channel has been previously esti-
mated, that is, α ∈ {n, s, e, w}. Consider a pixel (i, j) /∈ IRB where the red/blue channel
has to be estimated, and define the following vector:

DGαi,j = RBi,j −Gαi,j .

Here, Gαi,j denotes either an original CFA green sample or an inferred value. A bilinear
interpolation is then applied to estimate DGαi,j according to the CFA configuration:

D̂G
α

i,j =



1

2

(
DGαi−1,j +DGαi+1,j

)
, if (i, j) ∈ IG and (i+ 1, j) ∈ IRB,

1

2

(
DGαi,j−1 +DGαi,j+1

)
, if (i, j) ∈ IG and (i+ 1, j) ∈ IcRB,

1

4

(
DGαi−1,j−1 +DGαi+1,j−1 +DGαi−1,j+1 +DGαi+1,j+1

)
, if (i, j) /∈ IG,

(4.2)

where IcRB denotes the complementary of IRB with respect to the domains IR and IB.
Finally, the missing red/blue value is recovered as

R̂B
α

i,j = D̂G
α

i,j +Gαi,j .

4.2.3 Combining Directionally Interpolated Images

The previous process provides four full color images, each one interpolated in a different
direction. In order to weight them, we compute the variation of the chrominance at each
pixel along the four directions. For this task, we decompose each RGB image into the
YUV space according to the following linear combination:

Y = 0.299R+ 0.587G+ 0.114B, U = R− Y, V = B − Y.

This color system separates the geometric information contained in Y from the chromatic
information contained in U and V .

Let us denote by Rα, Gα, and Bα the color components of the image obtained from the
interpolation along the direction α ∈ {n, s, e, w} described in the previous subsection. Let
Uα and V α stand for the associated chromatic components in the YUV space. For each
direction, we compute the variation of the chromaticity by using a local neighborhood of
L pixels in the same direction of interpolation, namely

Dn
i,j =

1

L

∑
Z∈{U,V }

(
L∑
l=1

(
Zni,j−l − Zni,j

)2)1/2

,

Ds
i,j =

1

L

∑
Z∈{U,V }

(
L∑
l=1

(
Zsi,j+l − Zsi,j

)2)1/2

,

De
i,j =

1

L

∑
Z∈{U,V }

(
L∑
l=1

(
Zei+l,j − Zei,j

)2)1/2

,

Dw
i,j =

1

L

∑
Z∈{U,V }

(
L∑
l=1

(
Zwi−l,j − Zwi,j

)2)1/2

.

(4.3)

In general terms, a large gradient along one direction means that there is an edge or
image feature across it and, thus, it is suitable to avoid averaging in that direction. We
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simply let the weight assigned to a directional estimate be inversely proportional to the
corresponding gradient, that is,

ω̃αi,j =
1

Dα
i,j + ε

, ∀α ∈ {n, s, e, w}, (4.4)

where ε > 0 is a small real parameter that avoids dividing by too small values or even
zero. The weights are normalized at each pixel as

ωαi,j =
ω̃αi,j
Wi,j

, ∀α ∈ {n, s, e, w},

with Wi,j = ω̃ni,j + ω̃si,j + ω̃ei,j + ω̃wi,j . Finally, the four directional estimates are fused in the
color RGB space by means of

R̂i,j = ωni,jR
n
i,j + ωsi,jR

s
i,j + ωei,jR

e
i,j + ωwi,jR

w
i,j ,

Ĝi,j = ωni,jG
n
i,j + ωsi,jG

s
i,j + ωei,jG

e
i,j + ωwi,jG

w
i,j ,

B̂i,j = ωni,jB
n
i,j + ωsi,jB

s
i,j + ωei,jB

e
i,j + ωwi,jB

w
i,j ,

from where the final interpolated image is obtained.

4.3 Channel Correlation Identification

The strong differences between Kodak and IMAX databases can be illustrated by com-
paring the mean value of the chromatic gradients on several images of both collections.
For the sake of completeness, we also introduce some digital photographs captured by
ourselves. Figures 4.1-4.3 display the set of images from each database used in this section
as well as in the experimental one.

Figure 4.1: Set sof 768× 512 pixel images from Kodak basis.

We project the RGB coordinates of each reference image into the YUV space. Then,
we compute the mean value of the norm of the gradients of the chromatic components
U and V , but taking into account only pixels with a luminance gradient above a certain
bounding parameter γ > 0. We restrict the mean to contrasted parts of the image in order
to eliminate the effect of large constant zones which are easily interpolated and carry no
information about the chromatic regularity of the image. More specifically, we define the
set of pixels

Γ = {(i, j) ∈ I : |(D+Y )i,j | > γ}, (4.5)

where D+ denotes the discrete gradient via forward differences, and compute the mean
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Figure 4.2: Set of 400× 400 pixel images from IMAX basis.

Figure 4.3: Set of 700× 700 pixel photographs.

value of the `1 norm of the chromatic gradients as

|D+U | = 1

2|Γ|
∑

(i,j)∈Γ

(|Ui+1,j − Ui,j |+ |Ui,j+1 − Ui,j |) ,

|D+V | = 1

2|Γ|
∑

(i,j)∈Γ

(|Vi+1,j − Vi,j |+ |Vi,j+1 − Vi,j |) .
(4.6)

Finally, the average of |D+U | and |D+V | is obtained. Table 4.1 displays the results for
γ = 13. As expected, chromatic gradients are much larger on IMAX than on Kodak.

We further provide in Table 4.1 the average of the chromatic gradients for the inter-
polated images obtained with the algorithm proposed in Section 4.2 (it corresponds to
columns entitled β = 1). We observe that these values are more similar to the originals
for images in the Kodak database than for images in the IMAX collection. Indeed, the
gradient of the chromatic components for IMAX is drastically reduced after interpolation.

In order to balance, for each image, the assumption on chromatic regularity, we intro-
duce a parameter 0 < β ≤ 1. At each pixel (i, j) /∈ IG, the green interpolation along each
direction is finally written as

Ĝni,j = Gi,j−1 +
β

2
(RBi,j −RBi,j−2) ,

Ĝsi,j = Gi,j+1 +
β

2
(RBi,j −RBi,j+2) ,

Ĝei,j = Gi+1,j +
β

2
(RBi,j −RBi+2,j) ,

Ĝwi,j = Gi−1,j +
β

2
(RBi,j −RBi−2,j) .
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Image
Kodak IMAX Photograhps

Original
Interpolated

Original
Interpolated

Original
Interpolated

β = 1 β = 0.7 β = 1 β = 0.7 β = 1 β = 0.7

1 1.27 2.31 4.14 11.27 6.89 8.40 1.44 1.42 1.94
2 2.41 2.42 3.82 8.78 5.09 6.32 2.03 3.06 4.70
3 1.57 2.01 3.89 8.97 5.63 6.76 1.62 2.13 3.40
4 2.32 2.21 3.22 7.26 4.30 5.37 2.43 2.31 3.22
5 1.83 2.54 4.39 10.08 6.57 7.72 1.26 2.68 4.39
6 3.52 3.09 4.41 8.46 5.44 6.47 0.74 3.02 5.39
7 1.79 2.11 3.50 7.20 4.83 5.65 0.89 2.03 3.47
8 1.74 1.83 3.28 7.00 3.96 4.90 0.52 2.65 4.49
9 1.71 1.96 3.81 6.30 3.40 4.66 1.55 2.27 4.02

Avg. 2.02 2.28 3.83 8.37 5.12 6.25 1.39 2.40 3.89

Table 4.1: Average of the chromatic gradients computed on the reference images in Figure
4.1 (Kodak basis), Figure 4.2 (IMAX basis), and Figure 4.3 (digital photographs). The
bounding parameter for the gradient of the luminance used in (4.5) is set to γ = 13. We
also display this measure for the interpolated images obtained from the algorithm proposed
in Section 4.2, which corresponds to columns entitled β = 1. Finally, after introducing the
inter-channel correlation parameter β, we compute the average of the chromatic gradients
on the interpolated images with β = 0.7.

Once the green channel is full filled, the missing red/blue sample at each pixel (i, j) /∈ IRB
is recovered as

R̂B
α

i,j = D̂G
α

i,j + βGαi,j , ∀α ∈ {n, s, e, w},
where DGαi,j = RBi,j − βGαi,j has been estimated by bilinear interpolation as in (4.2).

Table 4.1 also displays the mean chromatic gradient for the interpolated Kodak and
IMAX images by using β = 0.7. The results illustrate the correlation between chromatic
regularity and the value of β. Indeed, β = 1 is a good estimation for images with rela-
tively small chromatic gradient (Kodak collection). On the other hand, we experimentally
checked that β = 0.7 is the best value to approach the amount of chromatic smoothness of
images in the IMAX database. In order to corroborate this observation, we repeated the
same experience on a set of photographs taken by ourselves (Figure 4.3). It is not clear
which of the Kodak or IMAX collections better reflects natural images. The photographs
taken by ourselves seem to have a similar amount of chromaticity information to Kodak.
However, a complete study on a huge set of randomly chosen images should be carried out
in order to clarify this point.

The value of β could naturally range between zero and one, meaning zero that there is
no correlation among channels. It is clear that even for IMAX images a strong correlation
exists. From our experiences, we deduced that a minimal value of 0.7 can be used.

Automatic selection of β

In order to provide an unsupervised selection of β we use a function of the chromatic
gradient. As we do not dispose of the original full color image, the estimation will be
computed using the interpolated image obtained from the original algorithm described in
Section 4.2. In view of the results displayed in Table 4.1, we establish that β = 0.7 is
an adapted value for images with a chromatic gradient above 3.25, while β = 1.0 is more
adapted for images with a lower chromatic gradient. We used the following decreasing
function of the chromatic gradient satisfying above requirements:

β(t) = 1− 0.3

1 + exp (490− 150t)
,

where t = 1
2 (|D+U |+ |D+V |), and |D+U | and |D+V | are computed as in (4.6).
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4.4 Nonlocal Filtering of Channel Differences

Classical demosaicking methods, exploiting only local regularity of the image, might cre-
ate color artifacts and erroneous structures when the interpolation direction is not clear.
Buades et al. [26] showed that these interpolation artifacts could be eliminated by in-
volving image self-similarity and redundancy. They based on the NL-means denoising
algorithm introduced in [25]. The fact that this method correctly removes noise and spu-
rious oscillations of the image while preserving geometric features and texture is a proof
that images are self-similar and this property can be taken advantage of.

In this section, we denote any pixel of the image by p = (i, j), where i represents the
row and j, the column in the rectangular domain.

4.4.1 Self-Similarity Driven Demosaicking

The NL-means method for image denoising was first adapted to mosaicked images by
Buades et al. [26]. The authors proposed a self-similarity driven demosaicking algorithm
(SSD) involving two steps. In the first one, the nonlocal-means filter is used to infer
high-frequency information by transportation from known pixels to unknown ones. In the
second step, the chromatic components are regularized by a very local median filter.

The SSD algorithm interpolates the missing pixel values of each channel by averaging
original CFA values of the same channel with a similar color neighborhood in u0, where
u0 denotes a full color image previously estimated. Therefore, the expression applies for
each channel u ∈ {R,G,B} as

NL[u](p) =
1

Υu(p)

∑
q∈Iu

exp

(
−dρ (u0(p),u0(q))

h2

)
u(q), p /∈ Iu,

where dρ (u0(p),u0(q)) denotes the distance of patches of size ρ centered at p and q, and
Υu(p) is the normalization factor given by

Υu(p) =
∑
q∈Iu

exp

(
−dρ (u0(p),u0(q))

h2

)
.

The parameter h > 0 controls the decay of the exponential function and, thus, the decay
of the weights as a function of the Euclidean distances.

Note that color inter-correlation is enforced here by computing the distance in the
three-channel image but not using the channel differences. Finally, in order to gradually
correct the erroneous structures and artifacts of u0, a coarse to fine strategy that refines
at each step the similarity search by reducing the value of h is proposed in [26].

4.4.2 Exploiting Nonlocal Regularity of Channel Differences

Instead of directly filtering the missing values of all three channels as SSD does, we propose
to first filter the green component and then take advantage of it in the red and the blue.
This process needs the inferred image provided by the interpolation technique described in
Sections 4.2 and 4.3. As for the local directional algorithm, the color differences green-red
and green-blue are first filtered and then added back to the original values of the CFA.
The chromatic regularity assumption is balanced here by the same value of β used for the
initial interpolation.

Given the local directionally interpolated image u0 = (R0, G0, B0) as initialization, the
averaging process for the green channel reads

G(p) =
∑
q∈I

ω(p,q) (G0(q)− β(RB)0(q)) + β(RB)0(p), p /∈ IG, (4.7a)
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where (RB)0 = R0 if p ∈ IR and (RB)0 = B0 if p ∈ IB. The values of R0 and B0 used
in the previous formula coincide with original values since they were already available in
the CFA. However, both original and interpolated green values take part in the average.
The averaging of the red and blue channels take advantage of the already filtered green
channel in the following way:

RB(p) =
∑
q∈I

ω(p,q) ((RB)0(q)− βG(q)) + βG(p), p /∈ IRB. (4.7b)

The weight distribution is given in all cases by

ω(p,q) =
1

Υ(p)
exp

(
−d (u0(p),u0(q))

h2

)
, (4.7c)

with

Υ(p) =
∑
q∈I

exp

(
−d (u0(p),u0(q))

h2

)
. (4.7d)

The parameter h controlling the decay of the exponential function will depend on the
chromatic regularity of the image (see next section for more details).

4.4.3 Implementation Details

As already explained in Chapters 2 and 3, the search for similarity described in (4.7)
can be performed in the whole image. However, for computational purposes, the filtering
process is restricted to pixels at a certain distance from the central one (search window).
That is, the weight distribution will be zero for pixels such that ‖p − q‖∞ > ν, for a
certain parameter ν > 0. Therefore, the distance between p and q is measured as

d (u0(p),u0(q)) =


∑
t∈N0

‖u0(p + t)− u0(q + t)‖2 if ‖p− q‖∞ ≤ ν,

∞ otherwise.

Here N0 is a discrete squared window centered at zero (comparison window).

In general, the smaller the distance d(p,q) is, the more similar the configurations of
u0 around p and q are. Based on this distance, only the M most similar pixels to p,
denoted by q1, . . . ,qM , take part in the average. Furthermore, the weight of the reference
pixel, ω(p,p), is set to the maximum of the weights, that is

ω(p,p) = max
m∈{1,...,M}

{ω(p,qm) : ‖p− qm‖∞ ≤ ν, qm 6= p} .

This setting avoids an excessive weighting of the reference point.

The value of h is adapted to the chromatic gradient of the image as proposed for the β
parameter. Once again, there is a clear difference between the value of h required by images
with few color saturated regions (h = 32) and the one which better performs for images
with strong edges separating saturated areas (h = 1). We use here the same bound for the
chromatic gradient as for β: we fix h = 1 for images such that 1

2 (|D+U |+ |D+V |) > 3.25
and h = 32 for images with a lower chromatic gradient. We use the following continuous
decreasing function satisfying above requirements:

h(t) = 32− 31

1 + exp(490− 150t)
,

where t = 1
2 (|D+U |+ |D+V |), and |D+U | and |D+V | are computed as in (4.6).
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The final algorithm chain adapts first the value of the inter-channel correlation pa-
rameter β and of the filtering parameter h to the chromatic gradient of the interpolated
image obtained from Section 4.2. After that, the algorithm applies the proposed local
directional interpolation adapted to β. The obtained demosaicked image is used as the
initialization u0 for the nonlocal filtering of channel differences. The pseudo-code of the
whole demosaicking chain can be found in Appendix D.1.

4.5 Experimental Results, Discussion, and Comparison

This section is devoted to a detailed performance comparison between the proposed algo-
rithm and some state-of-the-art demosaicking techniques. We compare with the following
methods: Hamilton-Adams (HA) [92], directional linear minimum mean square-error im-
age demosaicking (DLMMSE) [186], self-similarity driven demosaicking (SSD) [26], local
directional interpolation with nonlocal adaptive thresholding (LDNAT) [188], image de-
mosaicking with contour stencils (CS) [73], and minimized-laplacian residual interpolation
(MLRI) [104]. The DLMMSE and LDNAT methods were specifically conceived to get an
outstanding performance on the Kodak and on the IMAX collection, respectively. On the
other hand, CS and MLRI are recent developed techniques providing pretty good results
on both databases.

We implemented HA in C/C++, whereas for LDNAT and MLRI Matlab codes were
downloaded from the corresponding authors’ webpages. Reliable software and online de-
mos on the other approaches can be found at IPOL webpage3 [27, 75, 76]. All parameters
appearing in each algorithm were selected as given in the original papers.

For the proposed method, the very same values of the parameters were fixed once and
for all. The search for similar pixels was restricted to a window of size 21 × 21. The
comparison window was performed by a flat Euclidean distance on a 3× 3 neighborhood,
which showed to be robust and small enough to take care of details and fine structures.
Finally, the size of the local neighborhood used in (4.3) was L = 3, the tresholding
parameter used in (4.4) was ε = 10−8, the bounding parameter for the gradient of the
luminance in (4.5) was γ = 13, and the number of similar pixels from the search window
used in the nonlocal average was M = 10.

4.5.1 Numerical Evaluation

Table 4.2 displays the RMSE values in RGB coordinates generated by each method on
Kodak images from Figure 4.1 (Table 4.2a) and IMAX images from Figure 4.2 (Table 4.2b).
In general terms, all methods perform significantly better on the Kodak database than on
the IMAX collection. One observes that DLMMSE, CS, and the proposed algorithm have
similar performances on Kodak, being the error of the first two methods larger than ours
in most examples. Although DLMMSE is pointed out as one of the best algorithms on this
dataset, it does not work satisfactory on IMAX instead. On the other hand, MLRI gives
the lowest error for the IMAX collection. Only LDNAT and our method achieve to get
close to it, but LDNAT is not at all competitive for Kodak images. The RMSE averages
over both basis in Table 4.2c reveal that MLRI and the new-proposed algorithm provide
the best numerical result, our method outperforming all techniques under comparison.

Table 4.3 gets the RMSE values between the reference images in Figure 4.3 and the
demosaicked images provided by each method. The error of our algorithm remains the
lowest one for almost all photographs, although CS also performs quite well in average. It
is worth noting that LDNAT and MLRI, being the best methods for demosaicking images
in the IMAX collection, are not as competitive on this dataset in terms of the error. This
phenomenon reinforces the idea that natural images tend to have high-correlated channels
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HA DLMMSE SSD LDNAT CS MLRI Ours

1 5.14 2.63 4.17 4.36 2.36 3.66 2.30
2 2.41 1.86 2.00 2.02 1.79 1.79 1.71
3 4.50 2.33 3.56 4.03 2.51 2.83 2.30
4 2.34 1.99 2.14 2.15 1.97 1.83 2.04
5 4.31 2.59 3.56 4.03 2.45 3.09 2.45
6 2.08 1.77 2.04 1.99 1.84 1.65 1.85
7 2.44 1.79 2.19 2.37 1.87 1.91 1.73
8 2.96 2.00 2.62 2.80 2.15 2.24 1.99
9 3.41 2.19 2.96 3.26 2.40 2.54 2.12

Avg 3.29 2.13 2.80 3.00 2.15 2.39 2.05

(a) RMSE results on Kodak basis (Figure 4.1).

Kodak HA DLMMSE SSD LDNAT CS MLRI Ours

1 9.22 10.34 9.36 7.69 7.72 7.78 7.89
2 9.19 10.52 9.61 8.02 8.52 7.90 8.01
3 5.88 6.95 5.91 4.58 4.80 4.29 4.77
4 6.34 7.33 6.55 5.17 6.05 4.55 5.32
5 5.38 6.88 5.31 4.37 4.29 4.59 4.42
6 5.90 7.16 5.96 4.76 5.38 4.73 5.07
7 4.37 5.22 4.32 3.62 4.01 3.66 3.86
8 5.21 5.90 5.26 4.43 5.25 4.59 4.54
9 4.77 4.91 4.65 4.26 4.66 4.13 4.55

Avg 6.25 7.25 6.33 5.21 5.63 5.14 5.38

(b) RMSE results on IMAX basis (Figure 4.2).

IMAX HA DLMMSE SSD LDNAT CS MLRI Ours

Avg 4.77 4.69 4.57 4.11 3.89 3.77 3.72

(c) RMSE averages over Kodak and IMAX basis.

Table 4.2: Comparison of RMSE values in RGB coordinates generated by the proposed
algorithm and some state-of-the-art demosaicking techniques on images from Kodak and
IMAX collections. We observe that the proposed method provides the lowest RMSE on
images with high inter-channel correlation as those in the Kodak dataset, but it is also very
close to MLRI and LDNAT on the IMAX collection. It is worth noting that DLMMSE,
which gives convincing results on Kodak, has one of the worst performances on IMAX;
whereas LDNAT, which gives convincing results on IMAX, performs poorly on Kodak.
Only CS, MLRI, and the algorithm introduced in this chapter are competitive in both
databases, being the error of ours the lowest one in average.

as those in Kodak. The fact that DLMMSE, with a good performance on Kodak and a
poor one on IMAX, works well in this case strengthen such a claim.

4.5.2 Visual Quality Assessment

A low performance in the RMSE generally entails a rejection by human visual inspection.
In spite of this, any numerical criterion cannot fully replace human evaluation, which still
is the most important criterion to judge the performance of demosaicking algorithms. This
visual analysis must be performed on edges, textures, and several geometric details such as
corners, diagonals, and fine patterns. Figures 4.4-4.7 illustrate a wide-ranging comparative
visual quality assessment of demosaicked color images. Critical details extracted from the
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Photo HA DLMMSE SSD LDNAT CS MLRI Ours

1 1.77 1.50 1.79 1.75 1.56 1.50 1.62
2 7.35 4.67 5.91 6.56 4.65 5.50 4.22
3 3.21 2.09 2.61 2.81 2.15 2.35 2.01
4 3.90 3.45 3.58 3.64 3.36 3.08 3.42
5 4.64 2.46 3.48 3.96 2.49 2.90 2.23
6 7.43 4.29 5.35 6.66 3.60 5.40 3.42
7 3.91 2.31 3.15 3.75 2.07 2.88 2.02
8 6.16 3.35 4.34 5.34 3.80 4.53 2.48
9 4.65 2.95 3.60 4.38 2.81 3.28 2.61

Avg 4.78 3.01 3.76 4.32 2.94 3.49 2.67

Table 4.3: Comparison of RMSE values in RGB coordinates generated by the proposed
algorithm and some state-of-the-art demosaicking techniques on digital photographs (Fig-
ure 4.3). The proposed method works significantly better than the others for 7 out of the
9 examples. We also observe that LDNAT and MLRI, which were the best methods on
IMAX, are not as competitive on this dataset. On the contrary, CS and DLMMSE are
the closest to our algorithm in average.

Ground truth HA DLMMSE SSD

LDNAT CS MLRI Ours

Figure 4.4: This figure illustrates how the pattern of the window blinds is distorted because
of wrong guesses at corners and crossing points. On the other hand, relevant color artifacts
also appear in most of the images. Only the proposed algorithm gives a fully visual
acceptable solution since it achieves to preserve the original window pattern and it is able
to reduce the color spectral distortion.

Kodak basis (Figure 4.1), the IMAX basis (Figure 4.2), and our own collection of digital
photographs (Figure 4.3) are used for comparative visual testing.

Figure 4.4 points out how difficult it is for all demosaicking methods to make guesses
at corners or at crossing points, even though the image is mainly gray. All techniques
except ours either modify the original pattern of the window blind or introduce several
color artifacts. Only the proposed algorithm gives a fully visual acceptable solution.

Natural scenes contain large gray regions. False colors can been created in these zones
by demosaicking algorithms. Figure 4.5 reveals that most of the methods under comparison
incur a high risk of creating wrong color spots. We observe that HA, SSD, LDNAT, CS, and
MLRI present color aliasing since they are not able to correctly choose between horizontal

141



142 Nonlocal and Spectral Correlation Adaptive Demosaicking

Ground truth HA DLMMSE SSD

LDNAT CS MLRI Ours

Figure 4.5: This figure shows how most of the demosaicking algorithms incur false colors in
low-frequency regions. Note that HA, SSD, LDNAT, CS, and MLRI present color aliasing
and spots. DLMMSE and the proposed technique reconstruct accurately the original
image and the solutions illustrate significant perception gain.

and vertical interpolation. However, DLMMSE and our algorithm reconstruct accurately
the original image and the solutions illustrate significant perception gain. This means
that very few color artifacts will be created by these methods in gray zones of the images.
Since images in the Kodak database have very few color saturated regions, these methods
have a very good performance in this basis as illustrated in Table 4.2a.

Due to the configuration of the CFA mask, the green channel has one of every two
pixel values fixed in each row and each column. When a demosaicking algorithm fails to
estimate the green channel, the interpolating artifacts are manifested as artificial on-off
image patterns. This effect, which was called “zipper effect” in [120], is commonly cre-
ated when the red and blue channels have high frequencies that are different from those
of the green component. For this reason, the zipper effect concentrates at edges sepa-
rating colored regions. Figure 4.6 illustrates this phenomenon on the IMAX basis. Note
that DLMMSE, SSD, and MLRI show significant zipper effect because of erroneous color
frequency copying or because diagonal patterns are not interpolated correctly. LDNAT,
CS, and our algorithm exhibit a higher visual performance, although some zipper always
remains.

Let us finally comment about the results on our own database. Most of the algorithms
under comparison create color spots not only in quasi-gray images as indicated in Figure
4.5, but also in high-frequency regions. This phenomenon is illustrated in Figure 4.7,
where one observes that all results except ours suffer from strong aliasing. The proposed
method reconstructs accurately the original colors and the demosaicked image is visually
the best.

4.6 Concluding Remarks

In this chapter, we have introduced a two-step demosaicking algorithm taking advantage
of image self-similarity and for which inter-channel correlation is encoded in a global
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Ground truth HA DLMMSE SSD

LDNAT CS MLRI Ours

Figure 4.6: This figure illustrates the zipper effect on color edges because of erroneous
color frequency copying (this is the case of SSD) or because of erroneous interpolation of
diagonal patterns (this is the case of DLMMSE and MLRI). Only LDNAT, CS, and our
demosaicking algorithm give a reasonable solution without significant on-off patterns.

Ground truth HA DLMMSE SSD

LDNAT CS MLRI Ours

Figure 4.7: This figure illustrates how most of demosaicking techniques induce false colors
and spectral distortion. All results except ours present significant color aliasing and spots.

parameter and adapted depending on the image under consideration. A first color image
is filled by deciding a posteriori among a set of four local directionally interpolated images.
The decision is made at each pixel on the basis of the chromatic smoothness of the four
estimations. We have further incorporated a second step consisting in nonlocal filtering of
the initial inferred image. By involving image self-similarity and redundancy, one reduces
the interpolation artifacts when local geometry is ambiguous and, as a consequence, the
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direction of interpolation has been misjudged.
Both algorithms work with the differences between spectral components instead of

the components themselves. Furthermore, a parameter measuring the degree of inter-
channel correlation has been introduced and used for balancing the channel differences in
interpolation and filtering steps. Experiments have shown that most part of the methods
presented in the literature are designed to deal only with images of a certain amount
of inter-channel correlation. The demosaicking chain we have proposed automatically
adapts to all type of images and outperforms state-of-the-art techniques in most cases,
both visually and in terms of the error.

Future work will mainly concentrate in adapting the parameter that encodes the
amount of inter-channel correlation one can take advantage of at each pixel. Instead
of estimating one value for the whole image, we strongly believe that adapting it locally
should improve the results.
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Chapter 5

Conclusions

This thesis has dealt with many regularized ill-posed inverse problems in digital imaging
within the variational framework. In this setting, the solution of several image processing
tasks has been computed as the minimizer of an energy functional consisting of a regu-
larization term, which incorporates some prior knowledge (typically, smoothness) on the
sought solution, and one or more data-fidelity terms, which are specific to the problem at
hand and measure the closeness to some observation. The design of such functionals has
been developed in such a way that an image having a low energy is equivalent to satisfying
the desired properties. The regularization terms we have used in this thesis are all vari-
ants of the widely mentioned total variation regularization, a convex penalizer that allows
discontinuities yet it disfavours the solution to have oscillations. Although the classical
total variation is optimal to reduce noise and reconstruct the main geometry of the image,
it fails to preserve fine structures, details, and texture. It has also a tendency to produce
flat regions separated by artifical edges, the so-called staircasing effect. To improve on
it, we have worked with the nonconvex total variation, which gives rise to piecewise con-
stant image surrounded by neat contours, and the nonlocal total variation, which takes
advantage of image self-similarities to recover high-frequency details during the diffusion
process. We have further considered the vectorial total variation for regularizing ill-posed
inverse problems in color imaging. With these tools, we have proposed in detail several
variational models for image restoration, pansharpening, and demosaicking.

In Chapter 1, we have studied the image restoration problem through the minimization
of energies composed of a quadratic data-fidelity term, involving an arbitrary linear op-
erator, and a nonsmooth nonconvex regularization term. Although nonconvexity involves
theoretical deficiencies about the existence of solutions and the convergence of minimiz-
ing sequences, it allows a better recovery of edges than convex variants of the classical
total variation. In fact, we have proved that the solutions of the optimization problem
are piecewise constant images with neat edges where the number of the regions and their
values are not fixed in advance. To deal with nonconvexity, we have introduced a dual
strategy, called half-linear regularization, that incorporates a closed-form auxiliary vari-
able correctly detecting edges and preserving them from smoothing. We have validated the
proposed model with theoretical results and we have established convergence properties.
Our approach limits the eligible potential functions to concave ones, which allows solving
jointly the segmentation and the restoration of images from noisy and blurred data in the
context of regularized ill-posed inverse problems. However, the texture of the underlying
image is not preserved because of the segmentation. The half-linear criterion has been
mainly tested for denoising and deconvolution purposes, but could be extended to other
image processing problems involving TV−regularization. Another point for future work
will be studying in detail its extension to color images. Finally, it would be interest-
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ing to test a continuation-like strategy in the numerical minimization of the nonsmooth
nonconvex energy functional.

We have proposed in Chapter 2 an unifying framework based on collaborative sparsity
enforcing norms that naturally incorporates (local and nonlocal) vectorial total variation
models available in the literature. More concretely, we have considered the discrete gradi-
ent of a color image as a three-dimensional matrix or tensor with dimensions corresponding
to the spatial extent, the directional derivatives understood as linear operators containing
the differences to other pixels, and the spectral channels. The smoothness of this tensor
has been measured by taking different norms along the different dimensions. Depending
on the type of these norms, we have obtained very different properties of the regular-
ization, which we called collaborative total variation, useful for solving ill-posed inverse
problems in digital color imaging. In addition to the mathematical characterization of
the dual norms, the subdifferentials, and the proximity operators, we have further proved
that coupling the spectral components with the supremum norm leads to the strongest
channel correlation, makes the most prior assumptions, and has the greatest potential to
reduce color artifacts. In experiments, we have demonstrated the wide applicability of
the collaborative total variation to denoising, deblurring, and inpainting. From the above
standards, we have exhibited the superiority of `∞,1,1 for a stronger suppression of color
artifacts in natural images, and of (S1, `1) for restoring edges separating saturated colored
regions. In the end, if the type of images to be reconstructed is known, one can choose
a regularization that is tailored to the particular type of color and derivative correlation.
An important limitation is that the proposed approach only makes sense in the discrete
setting, since it seems a challenging task to extend such general definitions to the continu-
ous framework. Future work will mainly concentrate in a deeper analysis of collaborative
norms for the penalization of the nonlocal color gradient, since only some preliminary tests
have been included.

In Chapter 3, we have dealt with satellite pansharpening, the fusion process that con-
sists in inferring a high-resolution multispectral image from a high-resolution panchromatic
and several low-resolution spectral bands. We have proposed two variational models that
incorporate nonlocal regularization techniques, exploiting the self-similarity principle of
digital images, and a fidelity term related to the image formation model, which assumes
that the low-resolution spectral bands are formed from the underlying high-resolution ones
by low-pass filtering followed by subsampling. In the first model, we have included the con-
straint according to which the panchromatic is a linear combination of the spectral channels
which are to be computed. We have experimentally checked that this approach outper-
forms state-of-the-art techniques on registered and non-aliased data. However, satellite
imagery suffer from misregistration and strong aliasing, which makes not advisable the
interpolation of the low-resolution components into a common grid before pansharpening
and, consequently, does not allow the direct application of neither the former model nor
most of classical techniques. In view of that, we have subsequently modified the original
functional by replacing the linear combination assumption by a new constraint that im-
poses the preservation of the ratios between the panchromatic and each spectral band. In
fact, we have proved that this constraint is equivalent to injecting the high frequencies
contained in the panchromatic into each spectral component. The resulting functional is
channel-decoupled and can be applied to misregistered data. The experimental results
have shown that, even when the panchromatic is simulated as a linear combination of
the high-resolution spectral components, this model produces better results than classical
and state-of-the-art techniques, comprising our former method. In order to guarantee the
existence and uniqueness of solution for both energies, we have further formalized a sys-
tematic framework for nonlocal operators with nonsymmetric weights. Future work will
be focused on a more detailed experimental analysis of the channel-decoupled model for
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real satellite data. Furthermore, we want to improve on the functional by using the L1

norm instead of the L2 for the penalization of the energy terms since it is more fitted to
unknown noise.

The thesis ends with Chapter 4, where we have introduced a new demosaicking tech-
nique in order to infer a full color image from the CFA mask that contains the value of
a single color per pixel. State-of-the-art methods benefit from inter-channel correlation
locally selecting the best direction of interpolation. However, the results suffer from annoy-
ing artifacts when local geometry cannot be estimated from neighboring pixels or channel
correlation is low. In order to overcome these drawbacks, we have proposed a two-step
algorithm taking advantage of image self-similarities and for which inter-channel correla-
tion is encoded in a clear and intuitive manner and automatically adapted depending on
the image. Therefore, a first demosaicked image is filled by deciding a posteriori among
a set of local directionally interpolated images. The decision is taken at each pixel de-
pending on the chromatic smothness of the four full estimated images along north, south,
east, and west directions. In a second step, a patch-based algorithm introduces nonlocal
relationships among pixels to refine the locally interpolated image. Both algorithms use
differences between spectral components instead of the components themselves. Further-
more, a parameter measuring the degree of inter-channel correlation has been introduced
and used for balancing the channel differences in both steps. Experiments have shown that
most part of the methods presented in the literature are designed to deal only with images
with a certain amount of inter-channel correlation. The proposed algorithm automatically
adapts to all type of data and outperforms state-of-the-art techniques in most cases, both
visually and in terms of the error. Future work will mainly concentrate in adapting the
parameter that encodes the amount of inter-channel correlation at each pixel. Instead of
estimating one value for the whole image, we strongly believe that computing it locally
should improve the results.
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Appendices

A Appendix of Chapter 1

A.1 Proof of Theorem 1.3

Theorem 1.3. Suppose that assumptions (A0)-(A6) hold. Then, any solution û ∈ X to
the minimization problem (1.1) satisfies

either |(Dû)i,j | = 0 or |(Dû)i,j | ≥ θ, ∀ i, j ∈ {1, . . . , N}, (1.13)

where 0 < θ < +∞ is the unique real value that solves φ′′ (θ) = −λµθ2‖f‖2X , with µ being
a constant such that µ ≥ 1.

Proof. Let us denote the set of all pixels by I =
{

1, . . . , N2
}

. For each l ∈ I, we rewrite the

differential operator Dl : X → R2 as Dlu =
(
(D1u)i,j , (D2u)i,j

)>
, where l = j + (i− 1)N ,

and denote its Euclidean norm by |Dlu|. With û solving (1.1) we associate the subsets
Î0 = {l ∈ I : |Dlû| = 0} and Î1 = I \ I0 = {l ∈ I : |Dlû| > 0}, as well as the vector
subspace V (Î0) = {v ∈ X : |Dlv| = 0, ∀l ∈ Î0}. Henceforth we suppose Î1 6= ∅, otherwise
|Dlû| = 0 for all l ∈ I and (1.13) is trivially satisfied.

Define

ρ =
min

l∈Î1 |Dlû|
maxl∈I ‖Dl‖

> 0,

where ‖Dl‖ denotes the differential operator norm, and let Bρ(0) be the open ball of radius
ρ centered at 0. For every v ∈ Bρ(0), we have

|Dl(û+ v)| ≥
∣∣|Dlû| − |Dlv|

∣∣ ≥ min
l∈Î1
|Dlû| −max

l∈I
‖Dl‖ · ‖v‖X

= (ρ− ‖v‖X) max
l∈I
‖Dl‖ > 0, ∀l ∈ Î1,

which implies that φ(|Dl(û + v)|) > 0 at all l ∈ Î1 because of (A1). By noticing that
û ∈ V (Î0), one deduces |Dl(û + v)| = 0 at l ∈ Î0 for any v ∈ V (Î0) instead. At these
positions, φ(|Dl(û+ v)|) = 0. Accordingly, J : V (Î0) ∩Bρ(û)→ R defined as

J (u) =
∑
l∈Î1

φ (|Dlu|) +
λ

2
‖f −Ψu‖2X

satisfies J (û+ v) = J(û+ v) for any v ∈ V (Î0) ∩Bρ(0), so that J is C2−continuous on a
neighborhood of û and it has a local minimizer at û. Therefore, ∇J (û) and ∇2J (û) are
well-defined in the usual sense, and the necessary second-order condition reads

〈∇2J (û)v, v〉 ≥ 0, ∀v ∈ V (Î0). (A.1.1)
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We develop now the last inequality. For any l ∈ Î1, we have

〈∇2φ (|Dlû|) v, v〉 = φ′′ (|Dlû|)
(
〈Dlû, Dlv〉
|Dlû|

)2

+ φ′ (|Dlû|)
|Dlû|2|Dlv|2 − 〈Dlv,Dlû〉2

|Dlû|3

and also 〈∇2‖f −Ψû‖2Xv, v〉 = 2‖Ψv‖2X . Now, condition (A.1.1) can be rewritten as

∑
l∈Î1

φ′′ (|Dlû|)
〈Dlû, Dlv〉2

|Dlû|2
+
∑
l∈Î1

φ′ (|Dlû|)
|Dlû|2|Dlv|2 − 〈Dlû, Dlv〉2

|Dlû|3

+ λ‖Ψv‖2X ≥ 0, ∀v ∈ V (Î0).

(A.1.2)

On the other hand, let r ∈ Î1 be such that

|Drû| ≤ |Dlû|, ∀l ∈ Î1, (A.1.3)

and set κ = |Drû|. Note that κ > 0 by definition of Î1 and it is finite due to the finiteness
of Î1. Define v̂ = κ−2û, which clearly satisfies v̂ ∈ V (Î0). We shall show that there exists
θ > 0 such that if 0 ≤ |Drû| < θ, then 〈∇2J (û)v̂, v̂〉 < 0, which contradicts (A.1.1). First,
we have

〈Dlû, Dlv̂〉 = κ−2|Dlû|2 = |Dlû||Dlv̂|, ∀l ∈ Î1, (A.1.4)

so that expression (A.1.2) becomes

∑
l∈Î1

φ′′ (|Dlû|)
〈Dlû, Dlv̂〉2

|Dlû|2
+ λ‖Ψv̂‖2X ≥ 0.

From (A.1.3) and (A.1.4), we deduce that 〈Dlû, Dlv̂〉2 = κ−4|Dlû|4 ≥ 1. Let us now define
µ = max{1, κ−4}. Since φ strictly increases according to (A1), then [139, Theorem 2.3]
states that ‖Ψû‖X ≤ ‖f‖X and, thus, ‖Ψv̂‖2X = κ−4‖Ψû‖2X ≤ κ−4‖f‖2X . Using it, as well

as φ′′ (|Dlû|) ≤ 0 at any l ∈ Î1 by (A3), we get

〈∇2J (û)v̂, v̂〉 ≤
∑
l∈Î1

φ′′ (|Dlû|)
|Dlû|2

+ λκ−4‖Ψû‖2X ≤
φ′′ (|Drû|)
|Drû|2

+ λµ‖f‖2X . (A.1.5)

From (A2)-(A4), it follows that φ′′(t)
t2

is continuous on (0,+∞) and limt→+∞
φ′′(t)
t2

= 0.
Combining it with (A6), we get that there exists an unique θc ∈ (0,+∞) such that
φ′′(θc)
θ2
c

+ c = 0 for any c ∈ (0,+∞). If we take c = λµ‖f‖2X , then there exists an unique

θ ∈ (0,+∞) such that

φ′′ (θ)

θ2
= −λµ‖f‖2X .

If 0 < |Drû| = κ < θ then (A6) yields −∞ < φ′′(|Drû|)
|Drû|2 < φ′′(θ)

θ2 < 0. Replacing it into

(A.1.5) gives rise to

〈∇2J (û)v̂, v̂〉 < φ′′ (θ)

θ2
+ λµ‖f‖2X = 0,

which contradicts (A.1.1). We conclude that |Dlû| ≥ |Drû| ≥ θ for all l ∈ Î1 and stament
(1.13) holds true.
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A.2 Proof of Proposition 1.4

Proposition 1.4. Let us consider S = {u ∈ X : u ∈M(u)}, that is the set of fixed points
of M. Then, u ∈ S if and only if u is a stationary point of the primal functional J .

Proof. In the following, we use interchangeably ∂ to denote the subdifferential of a con-
vex function and the supperdifferential of a concave one, which has to be understood as
−∂ (−·).

By definition of the mapping M in (1.15a), u ∈ S if and only if

u = arg min
v∈X

J∗(v, ωu),

with ωu = φ′(|Du|). Let ∂v denote the sub-differential of J∗ with respect to its first
variable. The result of the proposition follows from the following equivalences:

u ∈ S ⇔ 0 ∈ ∂vJ∗ (u, ωu)

⇔ 0 ∈ ∂v


N∑

i,j=1

(
(ωu)i,j | (Du)i,j |+ ϑ ((ωu)i,j)

)+ λΨ> (Ψu− f)

⇔ 0 ∈ ∂v


N∑

i,j=1

φ (|(Du)i,j |)

+ λΨ> (Ψu− f) ⇔ 0 ∈ ∂J(u),

which means that u is a stationary point of the primal functional J . Note that in the
first transition from the third row we have used statement (1.7) in Theorem 1.2 that says
φ (|(Du)i,j |) = (ωu)i,j |(Du)i,j |+ ϑ ((ωu)i,j), where ωu = φ′ (|Du|).

A.3 Proof of Theorem 1.5

Theorem 1.5. Let conditions (A0)-(A5) hold. From any initial point u0 ∈ X, let {un}n≥0

be any sequence generated by Algorithm 1.1 as described in (1.15). Then, the following
statements hold:

i) The sequence {J(un)}n≥0, with J(un) = J∗(un, ωn+1), decreases and converges to
J(û), where û is a stationary point of J .

ii) The sequence {un}n≥0 has convergent subsequences and their limits are stationary
points of J .

iii) ‖un+1 − un‖X → 0 as n→ +∞.

iv) Either {un}n≥0 converges to a stationary point of J or the accumulation points of
{un}n≥0 form a continuum10 in S.

v) If all stationary points of J are isolated, then {un}n≥0 converges to a stationary
point of J .

vi) There exists a sequence {ûn}n≥0 of stationary points of J such that it satisfies
limn→∞ ‖un − ûn‖X = 0.

vii) Let û be any isolated stationary point of J . If û is a strong local minimizer of J , then
there exists an open neighborhood of û, denoted by Nû, such that {un}n≥0 converges
to û for any u0 ∈ Nû.

10A nonempty compact connected metric space is called a continuum.
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Proof. We first give some definitions and theoretical results related to the properties of
point-to-set maps that will be useful for the proof.

Definition A.3.1. A point-to-set map M : X → P(X) is said to be:

• uniformly compact on X if there exists a compact set Θ, independent of u, such that
M(u) ⊂ Θ for all u ∈ X;

• strictly monotonic with respect to a continuous function ϕ : X → R at u ∈ X if
v ∈M(u) implies ϕ(v) < ϕ(u), whenever u is not a fixed point of M;

• upper semi-continuous at u ∈ X if un ∈ M(vn), un → û and vn → v̂ imply
û ∈M(v̂).

Theorem A.3.1 (Meyer, [128]). Let M : X → P(X) be a point-to-set map such that
it is uniformly compact, upper semi-continuous, and strictly monotic with respect to a
continuous function ϕ : X → R. If {un}n≥0 is a sequence generated by the algorithm
corresponding to M, then all its accumulation points are fixed points, ϕ(un)→ ϕ(û) with
û being a fixed point, ‖un+1−un‖X → 0, and either {un}n≥0 converges or its accumulation
points form a continuum.

We show now that conditions of Theorem A.3.1 are met in our case. Using the same
notation to identify both the algorithm and the map, let {un}n≥0 be a sequence generated
via (1.15). Furthermore, define ϕ : X → R as ϕ(u) = J∗(u, ωu) with ωu = φ′(|Du|).

• M is uniformly compact.

Without loss of generality, we can assume that there exists a sufficiently large con-
stant ν < +∞ such that any minimizer of J∗ with respect to its first variable satisfies
‖u‖∞ ≤ ν. Since M(u) = arg minv J

∗(v, ωu), then ‖M(u)‖∞ ≤ ν and, thus, M(u)
lies in the compact set Θ = [−ν, ν]N×N .

• M is strictly monotonic with respect to ϕ.

If û ∈M(u), then J∗(û, ωu) ≤ J∗(v, ωu) for any v ∈ X. In particular,

J∗(û, ωu) ≤ J∗(u, ωu), (A.3.1)

and the equality holds only when u is also a minimizer of J∗(·, ωu), equivalently,
u ∈ S. As a consequence of Theorem 1.2, one has that J∗(û, ωû) ≤ J∗(û, ωu), which
together with (A.3.1) implies J∗(û, ωû) ≤ J∗(u, ωu), with equality only if u ∈ S.
This ensures the strictly monotonicity of M.

• M is upper semi-continuous.

Let un ∈ M(vn) be such that un → û and vn → v̂, thus | (Dun)i,j | → | (Dû)i,j |
and | (Dvn)i,j | → | (Dv̂)i,j | for all i, j ∈ {1, . . . , N}. Moreover, since φ′ is continuous
according to (A2) and Remark 1.1, then φ′(| (Dvn)i,j |)→ φ′(| (Dv̂)i,j |). For a better
readibility, let us denote ωn = φ′(|Dvn|) for each n ≥ 0 and ω̂ = φ′(|Dv̂|). From
un ∈M(vn), we deduce that J∗ (un, ωn) ≤ J∗ (u, ωn) for any u ∈ X. Using (1.12b),
one obtains

N∑
i,j=1

(
ωni,j | (Dun)i,j |+ ϑ

(
ωni,j
))

+
λ

2
‖f −Ψun‖2X

≤
N∑

i,j=1

(
ωni,j | (Du)i,j |+ ϑ

(
ωni,j
))

+
λ

2
‖f −Ψu‖2X , ∀u ∈ X.

(A.3.2)
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Because all functions and operators in (A.3.2) are continuous, taking the limit yields∑
1≤i,j≤N

(
ω̂i,j | (Dû)i,j |+ ϑ (ω̂i,j)

)
+
λ

2
‖f −Ψû‖2X

≤
∑

1≤i,j≤N

(
ω̂i,j | (Du)i,j |+ ϑ (ω̂i,j)

)
+
λ

2
‖f −Ψu‖2X , ∀u ∈ X,

whence one deduces J∗ (û, ω̂) ≤ J∗ (u, ω̂) for any u ∈ X. Consequently, û ∈M(v̂).

Having shown that Theorem A.3.1 applies, then all accumulation points of {un}n≥0

are fixed points, J∗ (un, ωun) converges to J∗ (û, ωû) with û ∈ S, ‖un+1 − un‖X → 0, and
either {un}n≥0 converges or its accumulation points form a continuum. Now, we are able
to demonstrate Theorem 1.5:

i) Since J(un) = J∗ (un, φ′(|Dun|)) and φ′ (|Dun|) = ωun , then the monotonicity of
M guarantees that {J(un)}n≥0 decreases. Furthermore, J∗ (un, ωun) → J∗ (û, ωû)
implies that the sequence of energies converges to J(û) = J∗ (û, ωû), where û is a
fixed point of M and, by Proposition 1.4, is a stationary point of J .

ii) By compactness of M, any sequence has convergent subsequences. Their accumu-
lation points are fixed points according to Theorem A.3.1 and, by Proposition 1.4,
they are stationary points of J .

iii) and iv) follow directly from Theorem A.3.1.

v) By (ii), the accumulation points of {un}n≥0 are stationary points of J and, since
J has only isolated stationary points, they cannot form a continuum in S. Conse-
quently, the sequence {un}n≥0 converges to a stationary point of J by (iv).

vi) Suppose that there exists ε > 0 and a subsequence {unl}l≥0 of {un}n≥0 such that

‖unl − û‖X ≥ ε, ∀l ≥ 0, ∀û ∈ S. (A.3.3)

By compactness of M, there exists a subsequence {unlr }r≥0 of {unl}l≥0 such that
it converges to some u∗ ∈ X. But, by (ii) we necessarily have that u∗ ∈ S, which
contradicts (A.3.3).

vii) This statement follows from Proposition 1.4 and from the following theorem:

Theorem A.3.2 (Meyer, [128]). Let M satisfy the conditions of Theorem A.3.1. If
û is an isolated fixed point of M that is also a strong local minimum of J , then there
exists an open set B such that u0 ∈ B ∩X implies that {un}n≥0 converges to û.

B Appendix of Chapter 2

B.1 Singular Vector Analysis

We give here the mathematical details regarding the construction of singular vectors as
discussed in Section 2.5. Let us remark that the following analysis could be done in
a continuous setting with weak derivatives and distributions as long as there is a finite
number of points at which the linearity of the functions lrk in (2.17) changes. Since our
whole discussion about collaborative norms has been dealing with the discrete case, we
limit the proofs to the discrete setup, too.
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Let l : {t1, ..., tN} → [−1, 1] be a discretization of a piecewise linear function such
that the piecewise linearity only changes at {−1, 1}. More precisely, define the slope as
well as the discrete derivative operator at each point as si = Dtl(ti) = l(ti) − l(ti−1).
One checks easily that the adjoint operator is D>t l(ti) = l(ti) − l(ti+1). For the usual
choice of Neumann boundary conditions for Dt, we additionally have D>t l(t1) = −l(t2)
and D>t l(tN ) = l(tN ). Then, we require either si+1 = si, which means that we are in the
piecewise linear part, or |l(ti)| = 1, which means that we are at a point where the type of
linearity changes. As a first step, let us state the following lemma which will be needed
in all remaining proofs.

Lemma B.1.1. Using definitions and notations above, si − si+1 > 0 implies l(ti) = 1
and si − si+1 < 0 implies l(ti) = −1. In particular, l(ti)DtD

>
t l(ti) = |si − si+1| and

l(ti) = sign(si − si+1) whenever si 6= si+1.

Proof. If si − si+1 > 0, then |l(ti)| = 1 by definition of l. Let us suppose that l(ti) = −1.
From |l(tj)| ≤ 1 for all j ∈ {1, . . . , N}, it follows that l(ti−1) ≥ −1 and, as a consequence,
si ≤ 0. This means that si+1 = l(ti+1)− l(ti) < 0, that is, l(ti+1) < −1, which contradicts
|l(ti+1)| ≤ 1. We thus deduce that l(ti) = 1. The proof for the case si − si+1 < 0 can be
done in a similar fashion. Finally, the additional statement is a simple consequence of the
first part along with DtD

>
t l(ti) = si − si+1 by definition of the operators.

For each CTV regularization, the following results show that if z1
k and z2

k have some
specific expressions, then the associated image u = D>z is a singular vector.

Theorem B.1.2. For each k ∈ {1, . . . , C}, let l1k : {x1
1, . . . , x

N
1 } → [−1, 1] and l2k :

{x1
2, . . . , x

N
2 } → [−1, 1] be discretizations of piecewise linear functions with the properties

described previously. Let us consider z1
k(xi1, x

j
2) = c1

kl
1
k(x

i
1) and z2

k(xi1, x
j
2) = c2

kl
2
k(x

j
2) such

that c1
k, c

2
k ∈ {0,±1}, as well as uk(x

i
1, x

j
2) = (D>x1

z1
k)(xi1, x

j
2) + (D>x2

z2
k)(xi1, x

j
2). Then,

u ∈ ∂J(u) for J(u) = ‖Du‖1,1,1.

Proof. Based on the characterization of the subdifferential given in (2.16), we have to show
that ‖z‖∞,∞,∞ ≤ 1, which is obvious by construction, together with sign(Dx1uk(x

i
1, x

j
2)) =

z1
k(xi1, x

j
2) and sign(Dx2uk(x

i
1, x

j
2)) = z2

k(xi1, x
j
2) for all (xi1, x

j
2) at which Duk(x

i
1, x

j
2) 6= 0.

First, we can assume that c1
k 6= 0 since, otherwise, the statement is trivially satisfied. Now,

observe that

Dx1uk(x
i
1, x

j
2) = Dx1D

>
x1
z1
k(xi1, x

j
2) +Dx1D

>
x2
z2
k(xi1, x

j
2)

= c1
kDx1D

>
x1
l1k(x

i
1) + c2

kDx1D
>
x2
l2k(x

j
2) = c1

kDx1D
>
x1
l1k(x

i
1) = c1

k(si − si+1),

where Dx1D
>
x2
l2k(x

j
2) = 0 since D>x2

l2k(x
j
2) does not depend on x1. Now, Duk(x

i
1, x

j
2) 6= 0

implies that si 6= si+1 and, thus, l1k(x
i
1) = sign(si − si+1) by Lemma B.1.1. It follows that

sign(Dx1uk(x
i
1, x

j
2)) = sign

(
c1
k(si − si+1)

)
= c1

kl
1
k(x

i
1) = z1

k(xi1, x
j
2),

where in the second transition from last we used c1
k = sign(c1

k) derived from c1
k ∈ {−1,+1}.

The proof of sign(Dx2uk(x
i
1, x

j
2)) = z2

k(xi1, x
j
2) is similar and yields 〈z, Du〉 = ‖Du‖1,1,1.

Theorem B.1.3. Let l1 : {x1
1, . . . , x

N
1 } → [−1, 1] and l2 : {x1

2, . . . , x
N
2 } → [−1, 1] be

discretizations of piecewise linear functions with the properties described previously. For
each k ∈ {1, . . . , C}, let us define z1

k(xi1, x
j
2) = c1

kl
1(xi1) and z2

k(xi1, x
j
2) = c2

kl
2(xj2) such that

c1
k, c

2
k ∈ R with ‖c1‖2 = ‖c2‖2 = 1, and uk(x

i
1, x

j
2) = (D>x1

z1
k)(xi1, x

j
2) + (D>x2

z2
k)(xi1, x

j
2).

Then, u ∈ ∂J(u) for J(u) = ‖Du‖2,1,1.
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Proof. From ‖cr‖2 = 1 and |lr(t)| ≤ 1, one easily checks that ‖z‖2,∞,∞ ≤ 1. Now, using
Lemma B.1.1, we see that√√√√ C∑

k=1

(Dx1uk(x
i
1, x

j
2))2 =

√√√√ C∑
k=1

(Dx1D
>
x1
zk(x

i
1, x

j
2))2 =

√√√√ C∑
k=1

(
c1
k(si − si+1)

)2
= |si − si+1| · ‖c1‖2 = |si − si+1|.

On the other hand, it follows that

C∑
k=1

z1
k(xi1, x

j
2)Dx1uk(x

i
1, x

j
2) =

C∑
k=1

(c1
k)

2l1(xi1)Dx1D
>
x1
l1(xi1)

= |si − si+1| · ‖c1‖22 = |si − si+1|.

Therefore, we obtain
√∑

k(Dx1uk(x
i
1, x

j
2))2 =

∑
k z

1
k(xi1, x

j
2)Dx1uk(x

i
1, x

j
2). Similarly, one

can also show that
√∑

k(Dx2uk(x
i
1, x

j
2))2 =

∑
k z

2
k(xi1, x

j
2)Dx2uk(x

i
1, x

j
2), which implies

〈z, Du〉 = ‖Du‖2,1,1 and, according to (2.16), ends the proof.

Theorem B.1.4. Let l1 : {x1
1, . . . , x

N
1 } → [−1, 1] and l2 : {x1

2, . . . , x
N
2 } → [−1, 1] be

discretizations of piecewise linear functions with the properties described previously. For
each k ∈ {1, . . . , C}, consider c1

k, c
2
k ∈ {0,±1} and define

z1
k(xi1, x

j
2) =


c1
k

‖c1‖0
l1(xi1) if ‖c1‖0 6= 0,

0 otherwise,

and

z2
k(xi1, x

j
2) =


c2
k

‖c2‖0
l2(xj2) if ‖c2‖0 6= 0,

0 otherwise.

Let us also define uk(x
i
1, x

j
2) = (D>x1

z1
k)(xi1, x

j
2) + (D>x2

z2
k)(xi1, x

j
2). Then, u ∈ ∂J(u) for

J(u) = ‖Du‖∞,1,1.

Proof. In view of (2.16), we need to show that ‖z‖1,∞,∞ ≤ 1, which follows from |lr(t)| ≤ 1
and

∑
k |crk| = ‖cr‖0 because of crk ∈ {0,±1}, and 〈z, Du〉 = ‖Du‖∞,1,1. The latter is

achieved if maxk |Dx1uk(x
i
1, x

j
2)| =

∑
k z

1
k(xi1, x

j
2)Dx1uk(x

i
1, x

j
2). In the nontrivial case,

‖c1‖0 6= 0, we obtain

max
1≤k≤C

|Dx1uk(x
i
1, x

j
2)| = max

1≤k≤C

∣∣∣Dx1D
>
x1
z1
k(xi1, x

j
2)
∣∣∣ = max

1≤k≤C

∣∣∣∣ c1
k

‖c1‖0
Dx1D

>
x1
l1(xi1)

∣∣∣∣
= max

1≤k≤C

∣∣∣∣ c1
k

‖c1‖0
(si − si+1)

∣∣∣∣ =
|si − si+1|
‖c1‖0

,

as well as

C∑
k=1

z1
k(xi1, x

j
2)Dx1uk(x

i
1, x

j
2) =

C∑
k=1

(
c1
k

)2
‖c1‖20

l1(xi1)Dx1D
>
x1
l1(xi1) =

|si − si+1|
‖c1‖20

C∑
k=1

(
c1
k

)2
=
|si − si+1|
‖c1‖20

‖c1‖0 =
|si − si+1|
‖c1‖0

,

where we used
∑

k(c
1
k)

2 = ‖c1‖0. Similarly, one shows that maxk |Dx2uk(x
i
1, x

j
2)| =∑

k z
2
k(xi1, x

j
2)Dx2uk(x

i
1, x

j
2), which ends the proof.
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B.2 Proof of Theorem 2.4

Theorem 2.4. Let f : Rn → Rm be a vector-valued function such that fj : Rn → R
is proper and convex for each j ∈ {1, . . . ,m}. Let g : Rm → R be convex, proper, and
nondecreasing in each argument. Then,

∂(g ◦ f)(x0) ⊇
{
ξ ∈ Rn : ξ =

m∑
j=1

qjvj , q = (q1, . . . , qm) ∈ ∂g(f(x0)),

vj ∈ ∂fj(x0), ∀1 ≤ j ≤ m
}
.

(2.22)

at any x0 ∈ dom (g ◦ f). If further x0 ∈ int dom (g ◦ f) and all fj are locally lower
semicontinuous, then the inclusion in (2.22) becomes an equality.

Proof. We first prove (2.22). Let us consider ξ =
∑

j qjvj , with q = (q1, . . . qm) ∈ ∂g(f(x0))
and vj ∈ ∂fj(x0). From q ∈ ∂g(f(x0)), one has that

g(f(x)) ≥ g(f(x0)) + 〈q, f(x)− f(x0)〉, ∀x ∈ Rn,

and each condition vj ∈ ∂fj(x0) yields

fj(x) ≥ fj(x0) + 〈vj , x− x0〉, ∀x ∈ Rn.

By using the above inequalities, we obtain

(g ◦ f)(x) ≥ g(f(x0)) +

m∑
j=1

qj〈vj , x− x0〉 = (g ◦ f)(x0) + 〈ξ, x− x0〉, ∀x ∈ Rn.

Note that we used the convexity of g◦f , guaranteed by the following lemma [99, 154, 155].

Lemma B.2.1. Let f : Rn → Rm be a vector-valued function such that fj : Rn → R is
convex for each j ∈ {1, . . . ,m}. Let g : Rm → R be a convex and nondecreasing function
in each argument. Then, g ◦ f is a convex function.

Assume that x0 ∈ int dom (g ◦ f) and fj is locally lower semicontinuous for all j ∈
{1, . . . ,m}. We shall prove that one can change the inclusion in (2.22) by an equality. Our
goal is to use [155, Theorem 10.49], which is reproduced below for the sake of completeness.
Before, let us define the regular, general, and horizon subdifferentials.

Definition B.2.1. Let ϕ : Rn → R be a proper convex function. Then, at x0 ∈ domϕ
one define

• the regular subdifferential as

∂ϕ(x0) = {ξ ∈ Rn : ϕ(x) ≥ ϕ(x0) + 〈ξ, x− x0〉, ∀x ∈ domϕ} ,

• the general subdifferential as

∂̂ϕ(x0) =

{
ξ ∈ Rn :

∃{xν} s.t. xν → x0 with ϕ(xν)→ ϕ(x0), and
∃{ξν} s.t. ξν ∈ ∂ϕ (xν) with ξν → ξ

}
,

• and the horizon subdifferential as

∂∞ϕ(x0) =

{
ξ ∈ Rn :

∃{xν} s.t. xν → x0 with ϕ(xν)→ ϕ(x0), and ∃{ξν}
s.t. ξν ∈ ∂ϕ (xν) with λνξν → ξ for some λν ↘ 0

}
.
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Theorem B.2.2. Let f : Rn → Rm be a strictly continuous vector-valued function and
g : Rm → R a proper, lower-semicontinuous function. For any x0 ∈ dom (g ◦ f), one has

∂(g ◦ f)(x0) ⊃
⋃
{∂ (qf) (x0) : q ∈ ∂g (f(x0))} ,

where q ∈ Rm and qf : Rn → R is defined by (qf)(x) =
∑m

j=1 qjfj(x). If the only vector

q ∈ ∂∞g(f(x0)) with 0 ∈ ∂̂ (qf) (x0) is q = 0, one also has

∂̂(g ◦ f)(x0) ⊂
⋃{

∂̂ (qf) (x0) : q ∈ ∂̂g(f(x0))
}
,

∂∞(g ◦ f)(x0) ⊂
⋃{

∂̂ (qf) (x0) : q ∈ ∂∞g(f(x0))
}
.

(B.2.1)

According to [155, Proposition 8.12], the regular and general subdifferentials coin-
cide for proper convex functions. In particular, it follows that ∂̂(qf)(x0) = ∂(qf)(x0),
∂̂g(f(x0)) = ∂g(f(x0)), and ∂̂(g ◦ f)(x0) = ∂(g ◦ f)(x0). Furthermore, since fj is convex,
locally lower semicontinuous, and fj(x) < +∞ for all x ∈ Rn, then it is easy to see with
the help of [155, Proposition 8.12] that

∂∞fj(x) = {ξ ∈ Rn : 〈ξ, y − x〉 ≤ 0, ∀y ∈ dom fj} = {0}, ∀x ∈ Rn,

which is equivalent to f being strictly continuous by [155, Theorem 9.13]. On the other
hand, note that [155, Proposition 8.12] also yields

∂∞g(f(x0)) = {ξ ∈ Rm : 〈ξ, y − f(x0)〉 ≤ 0, ∀y ∈ dom g} ,

from where ∂∞g(f(x0)) = {0} since x0 ∈ int dom (g ◦ f). Putting it all together, Theorem
B.2.2 applies and so both relations given in (B.2.1) hold. These two inclusions along with
the equivalence of regular and general subdifferentials lead to the equality in (2.22).

B.3 Comparison of Local Collaborative TV on Several Databases

We provide an extensive performance comparison of local CTV methods on different image
collections with different inherent properties. In each table here displayed, we determined
the value of the regularization parameter λ at which the highest PSNR was reached on
the first image and then used the same parameter on the others. In all tables, the noisy
data were obtained by adding zero-mean Gaussian noise of standard deviation 15 to the
reference noise-free images. On the other hand, we used noise of standard deviation 25 in
all figures to make the differences among regularizations more apparent.

Kodak database

Images in the Kodak collection2 have few color saturated regions but are challenging
because of fine scale details close to the Nyquist frequency. The mean saturation of these
images is 15 and the mean value of the gradient of the chromatic components is 1.75.
Figure B.3.1 displays all Kodak images used in our tests.

Table B.3.1 displays the PSNR value each CTV regularization obtained on the Kodak
collection. As we can see, the `∞,1,1 norm is superior for 10 out of the 12 examples. The
large inter-channel correlation of Kodak images explains why a strong channel coupling,
which encourages jumps that occur in all color coordinates, performs best. Along the
same lines, `∞,2,1 behaves well, in fact, it gives the best numerical results on the fifth and
twelfth images. Table B.3.1 also reveals that `∞,2,1(col, der, pix) provides better results
than `2,∞,1(der, col, pix), which reinforces the importance of the order of the dimensions
when penalizing the gradient. Furthermore, `1,1,1 is the worst method because it does not
couple the channels. Among Schatten norms, (S1, `1) is clearly superior to (S∞, `1).
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Kodak 1 Kodak 2 Kodak 3 Kodak 4 Kodak 5 Kodak 6

Kodak 7 Kodak 8 Kodak 9 Kodak 10 Kodak 11 Kodak 12

Figure B.3.1: Kodak dataset.

Kodak Noisy `1,1,1 `2,1,1 `2,2,1 `∞,1,1 `∞,2,1 `∞,∞,1 `2,∞,1 S1, `1 S∞, `1

1 24.78 28.14 29.07 28.51 29.90 29.19 28.60 29.07 29.20 27.96
2 24.76 28.54 29.48 29.22 30.18 29.87 29.36 29.66 29.83 28.62
3 24.80 29.20 30.15 29.81 30.85 30.51 29.84 30.25 30.33 29.24
4 24.68 30.92 32.22 31.80 32.73 32.71 31.54 32.13 32.32 31.01
5 24.71 31.50 32.75 32.41 33.13 33.30 32.10 32.64 32.81 31.65
6 24.72 27.36 28.19 27.98 29.01 28.64 28.29 28.52 28.59 27.47
7 24.71 29.46 30.39 30.12 30.86 30.71 29.99 30.35 30.57 29.53
8 24.96 31.08 32.10 31.84 32.41 32.40 31.62 32.02 32.20 31.22
9 25.68 30.92 31.74 31.54 32.10 32.00 31.49 31.78 31.85 31.11
10 24.66 29.75 30.81 30.49 31.48 31.29 30.52 30.94 31.05 29.84
11 24.66 30.14 31.10 30.84 31.49 31.46 30.68 31.07 31.22 30.25
12 24.71 31.85 33.15 32.84 33.45 33.69 32.47 33.03 33.25 32.05

Avg. 24.82 29.91 30.93 30.62 31.47 31.31 30.54 30.96 31.10 30.00

Table B.3.1: PSNR results on Kodak dataset (Figure B.3.1).

Figure B.3.2 illustrates a comparative visual quality assessment of the optimal results
obtained on parts of the first Kodak image. We see that most of tested TV regularizations
lead to significant color artifacts. For instance, many spots remain around the graffiti or
on the window frames. Only `∞,1,1 succeeds in hiding most of the remaining noise from the
human observer. Although (S1, `1) shows nice denoising properties, a derivative matrix
which has two vectors being equal to zero also has rank one and, as a consequence, colored
edges are not actively suppressed.

IMAX database

The IMAX database [118] has many more saturated colors and edges separating colored
regions than Kodak, since the mean saturation is 30 and the mean value of the gradient of
the chromatic components is 6.21. Figure B.3.3 displays images from IMAX set we used.

Table B.3.2 shows that the order of the regularizations from best to worst performances
in terms of PSNR changes considerably with respect to Kodak. Images in the IMAX
dataset have lower inter-channel correlation and, thus, methods based on a strong channel
coupling are not expected to be the best choice in this case. Because of the Euclidean norm
being clearly weaker than the supremum norm, `2,1,1 and `2,2,1 respectively outperform
`∞,1,1 and `∞,2,1, which gave the best results on Kodak images instead. One also realizes
that (S1, `1) is superior for all tested images. Therefore, imposing the gradients of different
channels to point in the same direction benefits from images having many edges separating
saturated colored regions. Although the performance of the `1,1,1 norm increases with
respect to the Kodak set, the improvement is not enough to become competitive.

The optimal result each method gave on parts of the first IMAX image is shown in
Figure B.3.4. Note that all regularizations with an `∞ channel coupling lead to color
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Clean Noisy `1,1,1(col, der, pix) `2,1,1(col, der, pix)

`2,2,1(col, der, pix) `∞,1,1(col, der, pix) `∞,2,1(col, der, pix) `∞,∞,1(col, der, pix)

`2,∞,1(der, col, pix) (S1(col, der), `1(pix)) (S∞(col, der), `1(pix))

Figure B.3.2: Denoising of the first Kodak image. Almost all regularizations are not
able to suppress color artifacts around the graffiti or on the window frames. Only `∞,1,1

succeeds in removing most of the noise.

IMAX 1 IMAX 2 IMAX 3 IMAX 4 IMAX 5 IMAX 6

IMAX 7 IMAX 8 IMAX 9 IMAX 10 IMAX 11 IMAX 12

Figure B.3.3: IMAX dataset.

artifacts in smooth (but saturated) areas, such as the green flowers, and around image
features. The same conclusions can be drawn from the result given by (S∞, `1). In
particular, the above mentioned methods fail to recover the underlying true image at
edges separating saturated colored regions. On the other hand, the collaborative norms
(S1, `1) and `2,1,1 provide the best visual performances since the contours are almost noise-
free and look clear. Interestingly, the result of the `1,1,1 norm is relatively close to the two
previous ones although the denoised image suffers from over-smoothing in some parts.
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IMAX Noisy `1,1,1 `2,1,1 `2,2,1 `∞,1,1 `∞,2,1 `∞,∞,1 `2,∞,1 S1, `1 S∞, `1

1 25.32 29.29 29.83 29.64 29.74 29.52 28.97 29.25 29.98 29.16
2 24.90 27.80 28.41 28.26 28.43 28.32 27.80 28.02 28.60 27.75
3 25.46 30.44 30.96 30.84 30.78 30.66 30.16 30.39 31.17 30.33
4 25.14 29.26 29.91 29.75 29.95 29.82 29.30 29.54 30.13 29.22
5 25.62 31.11 31.46 31.40 30.97 30.84 30.33 30.55 31.64 30.89
6 25.01 29.83 30.49 30.32 30.34 30.13 29.55 29.84 30.74 29.68
7 25.21 30.96 31.63 31.48 31.41 31.21 30.66 30.98 31.80 30.87
8 25.34 31.98 32.72 32.60 32.50 32.30 31.78 32.15 32.88 31.99
9 25.21 32.54 33.36 33.32 33.08 32.93 32.50 32.85 33.53 32.70
10 24.69 32.26 33.06 33.02 32.70 32.54 32.10 32.49 33.20 32.37
11 25.55 30.21 30.85 30.75 30.87 30.73 30.35 30.59 30.98 30.29
12 25.21 30.58 31.18 30.99 31.11 30.87 30.36 30.69 31.30 30.50

Avg. 25.22 30.52 31.16 31.03 30.99 30.82 30.32 30.61 31.33 30.48

Table B.3.2: PSNR results on IMAX dataset (Figure B.3.3).

Clean Noisy `1,1,1(col, der, pix) `2,1,1(col, der, pix)

`2,2,1(col, der, pix) `∞,1,1(col, der, pix) `∞,2,1(col, der, pix) `∞,∞,1(col, der, pix)

`2,∞,1(der, col, pix) (S1(col, der), `1(pix)) (S∞(col, der), `1(pix))

Figure B.3.4: Denoising of the first IMAX image. All methods with an `∞ channel cou-
pling fail to remove noise not only at edges separating colored regions but also in smooth
saturated areas such as the green flowers. The (S1, `1) and `2,1,1 collaborative norms
perform the best, closely followed by `1,1,1.

IPOL database

We compare the performance of CTV methods on a set of noise-free images (the real stan-
dard deviation of the inherent noise is less than one) introduced by Colom and Buades [47]
for IPOL. Figure B.3.5 shows the images used in our tests. Unlike Kodak and IMAX, there
are no common properties among these images that allow us to preset the requirements a
regularization method should satisfy for a good performance on it.
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IPOL 1 IPOL 2 IPOL 3 IPOL 4 IPOL 5 IPOL 6

IPOL 7 IPOL 8 IPOL 9 IPOL 10 IPOL 11 IPOL 12

Figure B.3.5: IPOL dataset.

IPOL Noisy `1,1,1 `2,1,1 `2,2,1 `∞,1,1 `∞,2,1 `∞,∞,1 `2,∞,1 S1, `1 S∞, `1

1 25.01 29.86 30.61 30.27 30.81 30.53 29.84 30.18 30.77 29.71
2 25.04 30.51 31.22 30.90 31.26 31.07 30.32 30.68 31.34 30.33
3 25.11 30.43 31.32 31.20 31.62 31.56 30.99 31.25 31.68 30.62
4 24.99 34.91 36.06 36.01 35.96 36.61 35.30 35.77 36.22 35.36
5 25.63 29.68 30.18 30.02 30.20 29.97 29.58 29.76 30.42 29.55
6 25.16 27.12 28.02 27.85 28.54 28.35 27.95 28.17 28.34 27.29
7 25.06 33.69 34.71 34.45 34.76 34.90 33.88 34.35 34.80 33.85
8 25.78 33.15 33.76 33.73 33.57 33.67 33.10 33.33 33.90 33.33
9 24.62 33.65 34.71 34.42 34.87 35.07 33.96 34.47 34.80 33.80
10 24.83 26.45 27.19 27.09 27.32 27.29 26.79 26.99 27.37 26.57
11 24.90 29.52 30.32 30.07 30.72 30.51 29.94 30.24 30.50 29.56
12 25.26 31.49 32.21 31.92 32.25 32.08 31.40 31.75 32.31 31.40

Avg. 25.12 30.87 31.69 31.49 31.82 31.80 31.09 31.41 31.87 30.95

Table B.3.3: PSNR results on IPOL dataset (Figure B.3.5).

The PSNR values of the denoised images are given in Table B.3.3. As expected, there
is no regularization being the best choice for all images, although (S1, `1) provides the
best average followed closely by `∞,1,1 and `∞,2,1. We observe that `∞,2,1 is superior for
images with main smooth regions since a strong channel coupling with isotropic diffusion
is well suited. The performance of all methods on images with outstanding vegetation is
not satisfactory because of the general inability of distinguishing texture and noise.

Figure B.3.6 exhibits the results for the fourth IPOL image. We observe that `∞,∞,1

and (S∞, `1) do not perform well because, not only strong color artifacts remain inside the
white dot, but also the edges have been clearly damaged. Furthermore, the collaborative
norms `1,1,1, `2,1,1, and `2,2,1 are not able to hide noise effectively. Although the remaining
methods perform similarly, the underlying image being piecewise smooth favours the regu-
larizations based on an `2 derivative coupling, such as `∞,2,1 and `2,∞,1. Finally, (S1, `1) is
the best denoising method close to edges because of separating saturated colored regions.

ARRI database

The ARRI collection11 [8] contains high-resolution color image sequences captured with
a professional digital cinema camera in raw format. For our experiments, we extracted
clipped pictures of 750×750 pixels and transformed them into 8−bit images. Figure B.3.7
collects the set of images we used.

The results displayed in Table B.3.4 support the claim that the question which regu-
larization is better depends on the properties of the image being considered. In general,
the performance of all methods on this collection is numerically superior to the previous

11The ARRI collection can be downloaded free of charge at ftp://ftp.arri.de/
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Clean Noisy `1,1,1(col, der, pix) `2,1,1(col, der, pix)

`2,2,2(col, der, pix) `∞,1,1(col, der, pix) `∞,2,1(col, der, pix) `∞,∞,1(col, der, pix)

`2,∞,1(der, col, pix) (S1(col, der), `1(pix)) (S∞(col, der), `1(pix))

Figure B.3.6: Denoising of the fourth IPOL image. Among the best performances, `∞,2,1

and `2,∞,1 beat `∞,1,1 favoured by the underlying image being piecewise smooth. Finally,
(S1, `1) is the best method close to edges because of separating saturated colored regions.

ARRI 1 ARRI 2 ARRI 3 ARRI 4

ARRI 5 ARRI 6 ARRI 7 ARRI 8

Figure B.3.7: ARRI dataset.

databases. The `1,1,1 norm providing the worst PSNR values indicates that images in Fig-
ure B.3.7 are inter-channel correlated to varying degrees. In general, (S1, `1), `∞,1,1, and
`∞,2,1 lead to the best numerical results. It is interesting to remark that `∞,1,1 and `∞,2,1

are beaten by `2,2,1 on images taken under difficult lighting conditions like the seventh.

As explained in the introduction of this thesis, a drawback of TV is the staircasing
effect. To a greater or lesser extent, this phenomenon is observed for all methods at
the contour of the dice in Figure B.3.6 but also in the warning sign in Figure B.3.8,
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ARRI Noisy `1,1,1 `2,1,1 `2,2,1 `∞,1,1 `∞,2,1 `∞,∞,1 `2,∞,1 S1, `1 S∞, `1

1 24.85 30.93 31.79 31.61 31.94 31.79 31.29 31.63 31.90 31.03
2 24.79 33.26 34.42 34.06 34.55 34.40 33.54 34.08 34.43 33.33
3 24.84 33.89 34.81 34.83 34.94 35.23 34.69 34.89 34.99 34.33
4 25.23 34.61 35.40 35.40 35.43 35.59 35.16 35.37 35.49 35.01
5 24.66 33.43 34.18 34.12 34.13 34.24 33.76 34.04 34.20 33.70
6 24.74 29.33 30.23 30.11 30.35 30.27 29.80 30.10 30.46 29.53
7 25.21 33.17 33.81 33.68 33.56 33.50 32.95 33.28 33.81 33.25
8 24.65 31.30 32.19 31.82 32.36 31.95 31.25 31.75 32.18 31.18

Avg. 24.87 32.49 33.35 33.20 33.41 33.37 32.81 33.14 33.43 32.67

Table B.3.4: PSNR results on ARRI dataset (Figure B.3.7).

Clean Noisy `1,1,1(col, der, pix) `2,1,1(col, der, pix)

`2,2,1(col, der, pix) `∞,1,1(col, der, pix) `∞,2,1(col, der, pix) `∞,∞,1(col, der, pix)

`2,∞,1(der, col, pix) (S1(col, der), `1(pix)) (S∞(col, der), `1(pix))

Figure B.3.8: Denoising of the first ARRI image. The staircasing effect appears around
the warning sign in all results. Regarding the suppression of noise, the collaborative norm
`∞,1,1 is the most successful in hiding color artifacts as one can see, for instance, bordering
the exclamation mark.

which displays the results for the first ARRI image. While the staircasing artifacts are
least visible with the (S1, `1) norm, the best results with respect to noise suppression are
obtained by `∞,1,1. In particular, even the border of the exclamation mark shows little
color artifacts.

BSDS database

We finally present experiments on the BSDS database, a superset of 481 × 321 RGB
pictures of a wide variety of natural scenes introduced in [123] and further extended in [9]
for image segmentation. Figure B.3.9 shows the set of BSDS images we tested.

The numerical results displayed in Table B.3.5 reveal that all CTV regularizations
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BSDS 1 BSDS 2 BSDS 3 BSDS 4 BSDS 5 BSDS 6

BSDS 7 BSDS 8 BSDS 9 BSDS 10 BSDS 11 BSDS 12

Figure B.3.9: BSDS dataset.

BSDS Noisy `1,1,1 `2,1,1 `2,2,1 `∞,1,1 `∞,2,1 `∞,∞,1 `2,∞,1 S1, `1 S∞, `1

1 24.88 29.70 30.56 30.41 30.82 30.72 30.17 30.46 30.80 29.85
2 25.02 30.01 30.98 30.52 31.54 31.03 30.44 30.87 31.12 29.95
3 25.04 30.26 31.03 30.86 31.43 31.26 30.78 31.04 31.24 30.41
4 24.96 32.59 33.73 33.66 33.99 34.01 33.36 33.72 34.00 32.93
5 24.72 30.16 30.88 30.75 31.18 31.07 30.62 30.87 31.01 30.32
6 25.03 29.24 30.19 29.77 30.89 30.36 29.84 30.22 30.37 29.27
7 24.65 29.12 30.11 29.74 30.88 30.44 29.81 30.22 30.32 29.15
8 24.71 30.57 31.62 31.51 32.11 32.09 31.44 31.75 31.92 30.82
9 24.70 31.05 31.94 31.75 32.11 32.01 31.32 31.69 32.04 31.20
10 25.42 31.19 31.93 31.87 31.90 31.86 31.34 31.57 32.10 31.37
11 24.72 28.06 29.06 28.92 30.02 29.69 29.48 29.60 29.64 28.36
12 24.64 30.82 31.86 31.58 32.19 31.97 31.20 31.67 32.03 30.89

Avg. 24.87 30.23 31.16 30.95 31.59 31.38 30.82 31.14 31.38 30.38

Table B.3.5: PSNR results on BSDS dataset (Figure B.3.9).

perform similar to the Kodak database. In this regard, the `∞,1,1 norm is significantly
superior for 10 out of the 12 images, which indicates that the color channels of BSDS
pictures are highly correlated. On images 4 and 10, `∞,2,1 and (S1, `1) obtain the highest
PSNR values, respectively. In the first case, the isotropic diffusion is favoured by prevailing
smooth areas, whereas the nuclear norm has a better performance on images having colored
saturated regions.

In Figure B.3.10, one can assess visually the quality of the results obtained on the
third BSDS image. Note that the regularization making use of the `∞,1,1 norm is the
most successful in suppressing noise. In particular, it removes most of the colored edges
between the tire and the wheel rim, which clearly remain in all others results to a greater
or lesser extent.

Average over databases

We finally display the PSNR average over all databases in Table B.3.6. As expected, the
regularizations using either `∞,1,1 or (S1, `1) collaborative norms yield the best numerical
results. Accordingly, we conclude that strong inter-channel coupling and the modeling
assumption of the jumps in all channels being parallel give the best chances for denoising
color images. If the type of images to be reconstructed is known, one can choose a
regularization that is tailored to the particular type of color and derivative correlation.

Noisy `1,1,1 `2,1,1 `2,2,1 `∞,1,1 `∞,2,1 `∞,∞,1 `2,∞,1 S1, `1 S∞, `1

Avg. 24.98 30.80 31.66 31.46 31.86 31.74 31.12 31.45 31.82 30.90

Table B.3.6: Average of PSNR values over all databases.
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Clean Noisy `1,1,1(col, der, pix) `2,1,1(col, der, pix)

`2,2,1(col, der, pix) `∞,1,1(col, der, pix) `∞,2,1(col, der, pix) `∞,∞,1(col, der, pix)

`2,∞,1(der, col, pix) (S1(col, der), `1(pix)) (S∞(col, der), `1(pix))

Figure B.3.10: Denoising of the third BSDS image. Note that `∞,1,1 provides the most
pleasant result since it actively suppresses color edges between the tire and the wheel rim.

C Appendix of Chapter 3

C.1 Proof of Proposition 3.1

Proposition 3.1. The operator L in (3.9) has the following properties:

i) If f is constant, then Lf(x) = 0 for all x ∈ Ω̃.

ii) Let y ∈ Ω̃ be fixed. If f(y) ≥ f(x) (respectively, f(y) ≤ f(x)) for all x ∈ Ω̃, then
Lf(y) ≤ 0 (respectively, Lf(y) ≥ 0).

iii) −L is a positive semidefinite operator, namely 〈−Lf(x), f(x)〉
L2(Ω̃)

≥ 0 for all x ∈ Ω̃.

iv)
∫

Ω̃
Lf(x) dx = 0.

Proof. i) It is immediate.

ii) It is straightforward since ω(x,y) + ω(y,x) > 0 for any x,y ∈ Ω̃.

iii) This property can be validated by the following equalities:

〈−Lf(x), f(x)〉
L2(Ω̃)

=
1

2

∫∫
Ω̃×Ω̃

(f(x)− f(y))(ω(x,y) + ω(y,x))f(x) dy dx

+
1

2

∫∫
Ω̃×Ω̃

(f(y)− f(x))(ω(y,x) + ω(x,y))f(y) dy dx

=
1

2

∫∫
Ω̃×Ω̃

(f(x)− f(y))2(ω(x,y) + ω(y,x)) dy dx ≥ 0.
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iv) It is easily seen by∫
Ω̃
Lf(x) dx =

∫∫
Ω̃×Ω̃

(f(y)− f(x))(ω(x,y) + ω(y,x)) dy dx

=
1

2

∫
Ω̃

(f(y)− f(x))(ω(x,y) + ω(y,x)) dy dx

+
1

2

∫
Ω̃

(f(x)− f(y))(ω(y,x) + ω(x,y)) dy dx = 0.

C.2 Proof of Lemma 3.2

Lemma 3.2. For every measurable function f : Ω̃→ R, one has that

Lf(x) =
(
divω (∇ωf)

)
(x), ∀x ∈ Ω̃.

The equality holds whenever both sides are finite.

Proof. From the definition of the nonlocal divergence operator, one easily deduces that

(divω(∇ωf)) (x) =

∫
Ω̃

(
(∇ωf)(x,y)

√
ω(x,y)− (∇ωf)(y,x)

√
ω(y,x)

)
dy

=

∫
Ω̃

(
(f(y)− f(x))ω(x,y)− (f(x)− f(y))ω(y,x)

)
dy

=

∫
Ω̃

(f(y)− f(x))(ω(x,y) + ω(y,x)) dy,

from where the result follows.

C.3 Proof of Lemma 3.3

Lemma 3.3. Let f1, f2 : Ω̃→ R be measurable functions. Then, the following integration
by parts identity holds:∫

Ω̃
Lf1(x)f2(x) dx = −

∫∫
Ω̃×Ω̃

(∇ωf1)(x,y)(∇ωf2)(x,y) dy dx.

Proof. By applying (3.8) with g(x,y) = (∇ωf1)(x,y) and f(x) = f2(x), we obtain∫
Γ
f2(x)

(
~nω(∇ωf1)

)
(x) dx =

∫
Ω
f2(x)

(
divω(∇ωf1)

)
(x) dx

+

∫∫
Ω̃×Ω̃

(∇ωf1)(x,y)(∇ωf2)(x,y) dy dx.

Using the result from Lemma 3.2, the above expression becomes∫
Ω
Lf1(x)f2(x) dx = −

∫∫
Ω̃×Ω̃

(∇ωf1)(x,y)(∇ωf2)(x,y) dy dx

+

∫
Γ
f2(x)

(
~nω(∇ωf1)

)
(x) dx.

Since
(
~nω(∇ωf1)

)
(x) = −

(
divω(∇ωf1)

)
(x), then applying Lemma 3.2 to the boundary

term leads to∫
Ω
Lf1(x)f2(x) dx +

∫
Γ
Lf1(x)f2(x) dx = −

∫∫
Ω̃×Ω̃

(∇ωf1)(x,y)(∇ωf2)(x,y) dy dx,

which ends the proof.
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C.4 Proof of Lemma 3.4

Lemma 3.4. Let g ∈ L2(Γ). If v ∈ g + Z, then there exist constants β > 0 and αg > 0,
with αg = 0 only if g ≡ 0, such that

β‖v‖L2(Ω) ≤ ‖∇ωv‖L2(Ω̃×Ω̃)
+ αg,

which can also be written as

β‖v‖L2(Ω) ≤ ‖v̂‖2,ωP + αg. (3.11)

Proof. Let us first prove that there exists a constant γ > 0 such that
∫

Γ ωP (x,y) dy ≥ γ.
Recall that the weight distribution is given by

ωP (x,y) =
1

Υ(x)
exp

(
− 1

h2

∫
Ω
κρ(t)|P (x + t)− P (y + t)|2 dt

)
,

where κρ(t) = 1
(
√

2πρ)M
exp

(
−‖t‖

2

2ρ2

)
and the normalization factor is

Υ(x) =

∫
Ω̃

exp

(
− 1

h2

∫
Ω
κρ(t)|P (x + t)− P (y + t)|2 dt

)
dy.

On the one hand, it is straightforward to see that Υ(x) ≤ |Ω̃| for any x ∈ Ω̃. On the other
hand, using that κρ(t) ≤ 1

(
√

2πρ)M
for all t ∈ Ω, the triangle inequality, and a change of

variables, we obtain∫
Ω
κρ(t)|P (x + t)− P (y + t)|2dt ≤ 2

(
√

2πρ)M

∫
Ω

(
|P (x + t)|2 + |P (y + t)|2

)
dt

=
4‖P‖2L2(Ω)

(
√

2πρ)M
=: γ0,

where γ0 ≡ γ0(M,ρ, P ) < +∞ whenever P ∈ L2(Ω). After all, it follows that∫
Γ
ωP (x,y) dy ≥ |Γ||Ω̃|−1 exp

(
−γ0

h2

)
=: γ, (C.4.1)

where γ ≡ γ(Ω̃,M, ρ, h, P ) > 0.
Now, using |v(x)|2 ≤ 2

(
|v(y)|2 + |v(y)− v(x)|2

)
, ωP (x,y) ≤ 1 for all x,y ∈ Ω̃, v|Γ =

g, a change in the order of integration, and the bound (C.4.1), one has∫∫
Ω̃×Ω̃
|v(y)− v(x)|2ωP (x,y) dy dx ≥

∫
Ω

∫
Γ
|v(y)− v(x)|2ωP (x,y) dy dx

≥ 1

2

∫
Ω

∫
Γ
|v(x)|2ωP (x,y) dy dx

−
∫

Ω

∫
Γ
|v(y)|2ωP (x,y) dy dx

=
1

2

∫
Ω

(∫
Γ
ωP (x,y) dy

)
|v(x)|2dx

−
∫

Γ

(∫
Ω
ωP (x,y) dx

)
|v(y)|2dy

≥ γ
∫

Ω
|v(x)|2dx− |Ω|

∫
Γ
|g(y)|2dy

= γ‖v‖2L2(Ω) − |Ω|‖g‖
2
L2(Γ),

from where one deduces (3.11) with constants β := γ
1
2 and αg := |Ω|

1
2 ‖g‖L2(Γ).
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D Appendix of Chapter 4

D.1 Pseudocode of Demosaicking Chain

We display here the pseudo-code of the demosaicking algorithm described in Chapter 4.
In Algorithm D.1.1, where we outline the whole demosaicking chain, the following inputs
are required:

• The CFA samples.

• The size of the local neighborhood L ∈ Z+ used in (4.3).

• The thresholding parameter ε > 0 used in (4.4).

• The bounding parameter for the gradient of the luminance γ > 0 used in (4.5).

• The half-size of the search window κ ∈ Z+ and of the comparison window N0 for
the computation of the nonlocal weights.

• The number of similar pixels used in the nonlocal average, M ∈ Z+.

Algorithm D.1.1 Proposed demosaicking chain

(R̂, Ĝ, B̂)← Apply Algorithm D.1.2 with β = 1 to mosaicked data

for (i, j) ∈ I do . Computation of β and h
Yi,j ← 0.299R̂i,j + 0.587Ĝi,j + 0.114B̂i,j
Ui,j ← R̂i,j − Yi,j
Vi,j ← B̂i,j − Yi,j

end for
t← 0
k ← 0
for (i, j) ∈ I do

if |Yi+1,j − Yi,j |+ |Yi,j+1 − Yi,j | > γ then

t← t+
1

4

(
|Ui+1,j − Ui,j |+ |Ui,j+1 − Ui,j |+ |Vi+1,j − Vi,j |+ |Vi,j+1 − Vi,j |

)
k ← k + 1

end if
end for

t← t

k

β ← 1− 0.3

1 + e490−150t

h← 32− 31

1 + e490−150t

. Initialization by local directional interpolation
(R̂, Ĝ, B̂)← Apply Algorithm D.1.2 with β to mosaicked data.

. Final demosaicked image by nonlocal interpolation
(R̃, G̃, B̃)← Apply Algorithm D.1.3 with β and h to interpolated image (R̂, Ĝ, B̂)

return (R̃, G̃, B̃)

Algorithm D.1.2 describes the code for the local directional interpolation step for which
inter-channel correlation is balanced by β. In this case, the following items are needed:
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• The CFA samples.

• The inter-channel correlation parameter β ∈ (0, 1].

• The size of the local neighborhood L ∈ Z+ used in (4.3).

• The thresholding parameter ε > 0 used in (4.4).

Finally, Algorithm D.1.3 displays the pseudo-code for the nonlocal filtering step which
is applied to the previous inferred image in order to correct interpolation errors. In this
case, the following inputs must be provided:

• The interpolated image u0 obtained from Algorithm D.1.2, although any other ini-
tialization could be used.

• The inter-channel correlation parameter β ∈ (0, 1].

• The filtering parameter h > 0 controlling the decay of the nonlocal weights.

• The half-size of the search window κ ∈ Z+ and of the comparison window N0 for
the computation of the nonlocal weights.

• The number of similar pixels used in the nonlocal average, M ∈ Z+.
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Algorithm D.1.2 Local directional interpolation algorithm

for α ∈ {n, s, e, w} do . Directional interpolation of green
for (i, j) ∈ I do

if (i, j) ∈ IG then
Ĝαi,j ← Gi,j

else

Ĝαi,j ←



Gi,j−1 +
β

2
(RBi,j −RBi,j−2) if α = n

Gi,j+1 +
β

2
(RBi,j −RBi,j+2) if α = s

Gi+1,j +
β

2
(RBi,j −RBi+2,j) if α = e

Gi−1,j +
β

2
(RBi,j −RBi−2,j) if α = w

end if
end for

for (i, j) ∈ IRB do . Bilinear interpolation of red and blue

R̂B
α

i,j ← RBi,j

DGαi,j ← RBi,j − βĜαi,j
end for
for (i, j) /∈ IRB do

R̂B
α

i,j ← βĜαi,j+



DGαi−1,j +DGαi+1,j

2
if (i, j) ∈ IG and (i+ 1, j) ∈ IRB

DGαi,j−1 +DGαi,j+1

2
if (i, j) ∈ IG and (i+ 1, j) ∈ IcRB

DGαi−1,j−1 +DGαi+1,j−1 +DGαi−1,j+1 +DGαi+1,j+1

4
if (i, j) /∈ IG

end for
end for

for (i, j) ∈ I do . Pixel-level fusion of full color interpolated images
for α ∈ {n, s, e, w} do

Compute Dα
i,j ← (4.3)

ω̃αi,j ←
1

Dα
i,j + ε

end for
Wi,j ← ω̃ni,j + ω̃si,j + ω̃ei,j + ω̃wi,j
for α ∈ {n, s, e, w} do

ωαi,j ←
ω̃αi,j
Wi,j

end for
R̂i,j ← ωni,jR̂

n
i,j + ωsi,jR̂

s
i,j + ωei,jR̂

e
i,j + ωwi,jR̂

w
i,j

Ĝi,j ← ωni,jĜ
n
i,j + ωsi,jĜ

s
i,j + ωei,jĜ

e
i,j + ωwi,jĜ

w
i,j

B̂i,j ← ωni,jB̂
n
i,j + ωsi,jB̂

s
i,j + ωei,jB̂

e
i,j + ωwi,jB̂

w
i,j

end for
return (R̂, Ĝ, B̂)
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Algorithm D.1.3 Nonlocal filtering algorithm

for p ∈ I do . Compute nonlocal weights on initialization u0

for q ∈ I,q 6= p do
d(u0(p),u0(q))←∞
ω(p,q)← 0
if ‖p− q‖∞ ≤ ν then

d(u0(p),u0(q))←
∑
t∈N0

‖u0(p + t)− u0(q + t)‖2

end if
end for
d(u0(p),u0(p))← min{d(u0(p),u0(q)) : ‖p− q‖∞ ≤ ν, q 6= p}

Sort d(u0(p),u0(·)) by increasing order and mark the lowest M

for m ∈ {1, . . . ,M} do

ω(p,qm)← exp

(
−d(u0(p),u0(qm))

h2

)
end for

Υ(p)←
M∑
m=1

ω(p,qm)

for m ∈ {1, . . . ,M} do

ω(p,qm)← ω(p,qm)

Υ(p)
end for

end for

for p ∈ I do . Filtering of green
if p ∈ IG then

G̃(p)← G(p)
else

G̃(p)←
M∑
m=1

ω(p,qm) (G(qm)− βRB(qm)) + βRB(p)

end if
end for

for p ∈ I do . Filtering of red and blue
if p ∈ IRB then

R̃B(p) = RB(p)
else

RB(p)←
M∑
m=1

ω(p,qm)
(
RB(qm)− βG̃(qm)

)
+ βG̃(p)

end if
end for
return (R̃, G̃, B̃)
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[149] G. Peyré, S. Bougleux, and L. Cohen. Non-local regularization of inverse problems.
In Proc. European Conf. Computer Vision (ECCV), volume 5304 of Lecture Notes
in Comp. Sci., pages 57–68, Marseille, France, 2008. Springer Berlin Heidelberg.
http://dx.doi.org/10.1007/978-3-540-88690-7_5.

[150] T. Ranchin and L. Wald. Fusion of high spatial and spectral resolution images: The
ARSIS concept and its implementation. Photogramm. Eng. Remote Sens., 66(1):49–
61, 2000.

[151] B. Recht, M. Fazel, and P.A. Parrillo. Guaranteed minimum-rank solutions of linear
matrix equations via nuclear norm minimization. SIAM Review, 52(3):471–501,
2010. http://dx.doi.org/10.1137/070697835.

[152] M. Robini, A. Lachal, and I. Magnin. A stochastic continuation approach to piece-
wise constant reconstruction. IEEE Trans. Image Process., 16(10):2576–2589, 2007.
http://dx.doi.org/10.1109/TIP.2007.904975.

183

http://dx.doi.org/10.3934/ipi.2008.2.133
http://dx.doi.org/10.3934/ipi.2008.2.133
http://dx.doi.org/10.1109/TIP.2010.2052275
http://dx.doi.org/10.1109/36.763274
http://dx.doi.org/10.1109/CVPR.2013.230
http://dx.doi.org/10.1137/040605412
http://dx.doi.org/10.1002/ima.20109
http://dx.doi.org/10.1109/MSP.2003.1203207
http://dx.doi.org/10.1109/MSP.2003.1203207
http://dx.doi.org/10.1109/ICIP.2010.5654327
http://dx.doi.org/10.1109/34.56205
http://dx.doi.org/10.1109/34.56205
http://dx.doi.org/10.1007/978-3-540-88690-7_5
http://dx.doi.org/10.1137/070697835
http://dx.doi.org/10.1109/TIP.2007.904975


184 BIBLIOGRAPHY

[153] M. Robini, T. Rastello, and I. Magnin. Simulated annealing, acceleration techniques,
and image restoration. IEEE Trans. Image Process., 8(10):1374–1387, 1999. http:

//dx.doi.org/10.1109/83.791963.

[154] R.T. Rockafellar. Convex Analysis. Princeton Landmarks in Mathematics and
Physics. Princeton University Press, 1997. ISBN: 978-0-691-01586-6.

[155] R.T. Rockafellar and R. J.-B. Wets. Variational Analysis, volume 317 of Grundlehren
der mathematischen Wissenschaften. Springer-Verlag Berlin Heidelberg, 1998. ISBN:
978-3-540-62772-2.

[156] A. Roussos and P. Maragos. Tensor-based image diffusions derived from generaliza-
tions of the total variation and beltrami functionals. In Proc. IEEE Int. Conf. Image
Processing (ICIP), pages 4141–4144, Hong Kong, 2010. http://dx.doi.org/10.

1109/ICIP.2010.5653241.

[157] L.I. Rudin, S. Osher, and E. Fatemi. Nonlinear total variation based noise re-
moval algorithms. Physica D, 60:259–268, 1992. http://dx.doi.org/10.1016/

0167-2789(92)90242-F.

[158] G. Sapiro. Vector-valued active contours. In Proc. IEEE Conf. Computer Vision
and Pattern Recognition (CVPR), pages 680–685, San Francisco, CA, USA, 1996.
http://dx.doi.org/10.1109/CVPR.1996.517146.

[159] G. Sapiro. Color snakes. Comput. Vis. Image Underst., 68(2):247–253, 1997. http:
//dx.doi.org/doi:10.1006/cviu.1997.0562.

[160] G. Sapiro and D.L. Ringach. Anisotropic diffusion of multi-valued images with
applications to color filtering. IEEE Trans. Image Process., 5(11):1582–1586, 1996.
http://dx.doi.org/10.1109/83.541429.

[161] A. Sawatzky. (Nonlocal) Total Variation in Medical Imaging. PhD thesis,
Westfälische Wilhelm-Universität Münster (WWU), Münster, Germany, 2011.

[162] R.A. Schowengerdt. Reconstruction of multispatial, multispectral image data using
spatial frequency contents. Photogramm. Eng. Remote Sens., 46(10):1325–1334,
1980.

[163] R.A. Schowengerdt. Remote Sensing: Models and Methods for Image Processing.
Academic Press, third edition, 2006. ISBN: 978-0-12-369407-2.

[164] C.E. Shannon. Communication in the presence of noise. Proc. of the Institue of Radio
Engineers, 37(1):10–21, 1949. http://dx.doi.org/10.1109/JRPROC.1949.232969.

[165] V. Shettigara. A generalized component substitution technique for spatial enhance-
ment of multispectral images using a higher resoltuion data set. Photogramm. Eng.
Remote Sens., 58(5):561–567, 1992.

[166] S.M. Smith and J.M. Brady. SUSAN - A new approach to low level image pro-
cessing. Int. J. Comput. Vis., 23(1):45–78, 1997. http://dx.doi.org/10.1023/A:
1007963824710.

[167] N. Sochen, R. Kimmel, and R. Malladi. A general framework for low level vision.
IEEE Trans. Image Process., 7(3):310–338, 1998. http://dx.doi.org/10.1109/

83.661181.

184

http://dx.doi.org/10.1109/83.791963
http://dx.doi.org/10.1109/83.791963
http://dx.doi.org/10.1109/ICIP.2010.5653241
http://dx.doi.org/10.1109/ICIP.2010.5653241
http://dx.doi.org/10.1016/0167-2789(92)90242-F
http://dx.doi.org/10.1016/0167-2789(92)90242-F
http://dx.doi.org/10.1109/CVPR.1996.517146
http://dx.doi.org/doi:10.1006/cviu.1997.0562
http://dx.doi.org/doi:10.1006/cviu.1997.0562
http://dx.doi.org/10.1109/83.541429
http://dx.doi.org/10.1109/JRPROC.1949.232969
http://dx.doi.org/10.1023/A:1007963824710
http://dx.doi.org/10.1023/A:1007963824710
http://dx.doi.org/10.1109/83.661181
http://dx.doi.org/10.1109/83.661181


BIBLIOGRAPHY 185

[168] D.M. Strong, P. Blomgren, and T.F. Chan. Spatially adaptive local-feature-driven
total variation minimizing image restoration. In Proc. SPIE, Stat. Stoch. Meth.
Image Process. II, volume 3167, pages 222–233, San Diego, CA, USA, 1997. http:

//dx.doi.org/10.1117/12.279642.

[169] A. Tarantola. Inverse Problem Theory and Methods for Model Parameter Esti-
mation. Other Titles in Applied Mathematics. Society for Industrial and Applied
Mathematics, 2004. ISBN: 978-0-89871-572-9.

[170] C. Thomas, T. Ranchin, L. Wald, and J. Chanussot. Synthesis of multispectral
images to high spatial resolution: A critical review of fusion methods based on
remote sensing physics. IEEE Trans. Geosci. Remote Sens., 46(5):1301–1312, 2008.
http://dx.doi.org/10.1109/TGRS.2007.912448.

[171] A.N. Tikhonov. Solution of incorrectly formulated problems and the regularization
method. Sovient Math. Doklady, 4:1035–1038, 1963.

[172] A.N. Tikhonov and V.Y. Arsenin. Solutions of Ill-posed Problems. Winston and
Sons, 1977. ISBN: 978-0-470-99124-4.

[173] C. Tomasi and R. Manduchi. Bilateral filtering for gray and color images. In Proc.
Int. Conf. Computer Vision (ICCV), pages 839–846, Bombay, India, 1998. http:

//dx.doi.org/10.1109/ICCV.1998.710815.

[174] T.-M. Tu, P. Huang, C.-L. Hung, and C.-P. Chang. A fast intensity-hue-saturation
fusion technique with spectral adjustment for IKONOS imagery. IEEE Geosci. Re-
mote Sens. Lett., 1(4):309–312, 2004. http://dx.doi.org/10.1109/LGRS.2004.

834804.

[175] G. Vivone, L. Alparone, J. Chanussot, M. Dalla Mura, A. Garzelli, R. Restaino,
G. Licciardi, and L. Wald. A critical comparison among pansharpening algorithms.
IEEE Trans. Geosci. Remote Sens., 53(5):2565–2586, 2015. http://dx.doi.org/

10.1109/TGRS.2014.2361734.

[176] C.R. Vogel. Computational Methods for Inverse Problems. Frontiers in Applied
Mathematics. Society for Industrial and Applied Mathematics, 2002. ISBN: 978-0-
89871-550-7.

[177] L. Wald, T. Ranchin, and M. Mangolini. Fusion of satellite images of different spatial
resolutions: Assessing the quality of resulting images. Photogramm. Eng. Remote
Sens., 63(6):691–699, 1997.

[178] G.-G. Wang, X.-C. Zhu, and Z.-L. Gan. Image demosaicing by non-local similar-
ity and local correlation. In Proc. Int. Conf. Signal Processing (ICSP), volume 2,
pages 806–810, Beijing, China, 2012. http://dx.doi.org/10.1109/ICoSP.2012.

6491704.

[179] J. Weickert. Anisotropic Diffusion in Image Processing. ECMI Series. Teubner-
Verlag, 1998. ISBN: 978-3-519-02606-8.

[180] F. Yang and Z. Wei. Generalized Euler identity for subdifferentials of homogeneous
functions and applications. J. Math. Anal. Appl., 337(1):516–523, 2008. http:

//dx.doi.org/10.1016/j.jmaa.2007.04.008.

[181] W. Yin, S. Osher, D. Goldfarb, and J. Darbon. Bregman iterative algorithms for
`1−minimization with applications to compressed sensing. SIAM J. Imaging Sci.,
1(1):143–168, 2008. http://dx.doi.org/10.1137/070703983.

185

http://dx.doi.org/10.1117/12.279642
http://dx.doi.org/10.1117/12.279642
http://dx.doi.org/10.1109/TGRS.2007.912448
http://dx.doi.org/10.1109/ICCV.1998.710815
http://dx.doi.org/10.1109/ICCV.1998.710815
http://dx.doi.org/10.1109/LGRS.2004.834804
http://dx.doi.org/10.1109/LGRS.2004.834804
http://dx.doi.org/10.1109/TGRS.2014.2361734
http://dx.doi.org/10.1109/TGRS.2014.2361734
http://dx.doi.org/10.1109/ICoSP.2012.6491704
http://dx.doi.org/10.1109/ICoSP.2012.6491704
http://dx.doi.org/10.1016/j.jmaa.2007.04.008
http://dx.doi.org/10.1016/j.jmaa.2007.04.008
http://dx.doi.org/10.1137/070703983


186 BIBLIOGRAPHY

[182] D. Yocky. Image merging and data fusion by means of the discrete two-dimensional
wavelet transform. J. Opt. Soc. Amer. A, 12(9):1834–1841, 1995. http://dx.doi.

org/10.1364/JOSAA.12.001834.

[183] K. Yoshida. Functional Analysis. Classics in Mathematics. Springer-Verlag Berlin
Heidelberg, sixth edition, 1995. ISBN: 978-3-540-58654-8.

[184] G. Yu, G. Sapiro, and S. Mallat. Solving inverse problems with piecewise linear
estimators: from Gaussian mixture models to structured sparsity. IEEE Trans.
Image Process., 21(5):2481–2499, 2012. http://dx.doi.org/10.1109/TIP.2011.

2176743.

[185] M. Yuan and Y. Lin. Model selection and estimation in regression with grouped
variables. J. Royal. Statist. Soc. B, 68(1):49–67, 2006. http://dx.doi.org/10.

1111/j.1467-9868.2005.00532.x.

[186] D. Zhang and X. Wu. Color demosaicking via directional linear minimum mean
square-error estimation. IEEE Trans. Image Process., 14(12):2167–2178, 2005.
http://dx.doi.org/10.1109/TIP.2005.857260.

[187] G. Zhang, F. Fang, A. Zhou, and F. Li. Pan-sharpening of multi-spectral images
using a new variational model. Int. J. Remote Sens., 36(5):1484–1508, 2015. http:
//dx.doi.org/10.1080/01431161.2015.1014973.

[188] L. Zhang, X. Wu, A. Buades, and X. Li. Color demosaicking by local directional in-
terpolation and nonlocal adaptive thresholding. J. Electron. Imaging, 20(2):023016,
2011. http://dx.doi.org/10.1117/1.3600632.

[189] J. Zhou, D. Civco, and J. Silander. A wavelet transform method to merge Landsat
TM and SPOT panchromatic data. Int. J. Remote Sens., 19(4):743–757, 1998.
http://dx.doi.org/10.1080/014311698215973.

[190] M. Zhu and T. Chan. An efficient primal-dual hybrid gradient algorithm for total
variation image restoration. Technical Report CAM Report 08–34, UCLA, Los
Angeles, CA, USA, 2008.

186

http://dx.doi.org/10.1364/JOSAA.12.001834
http://dx.doi.org/10.1364/JOSAA.12.001834
http://dx.doi.org/10.1109/TIP.2011.2176743
http://dx.doi.org/10.1109/TIP.2011.2176743
http://dx.doi.org/10.1111/j.1467-9868.2005.00532.x
http://dx.doi.org/10.1111/j.1467-9868.2005.00532.x
http://dx.doi.org/10.1109/TIP.2005.857260
http://dx.doi.org/10.1080/01431161.2015.1014973
http://dx.doi.org/10.1080/01431161.2015.1014973
http://dx.doi.org/10.1117/1.3600632
http://dx.doi.org/10.1080/014311698215973

	Abstract
	Acknowledgements
	Bibliography of the Thesis
	Introduction
	Image Formation Models
	Digital Camera Imagery
	Satellite Imagery

	Ill-Posed Inverse Problems
	Inverse Problems and Ill-Posedness
	Examples of Ill-Posed Inverse Problems in Digital Imaging
	Priors to Manage Well-Posedness

	Total Variation Based Regularization in Digital Imaging
	Classical Total Variation
	Convex Extensions of Total Variation
	Nonconvex Total Variation
	Nonlocal Total Variation from NL-Means
	Vectorial Total Variation

	Outline of the Thesis and Contributions

	Half-Linear Regularization for Nonconvex Total Variation
	Introduction
	The Discrete Nonconvex Minimization Problem
	Existence of Minimizer

	Half-Linear Regularization
	Assumptions on the Potential Function
	The Main Dual Theorem
	Properties of the Minimizers

	The Proposed Dual Algorithm
	Convergence Analysis
	Algorithmic Details

	Experimental Results, Discussion, and Comparison
	Edge-Detection Behaviour of the Dual Variable
	Image Restoration Using Different Potential Functions
	Half-Quadratic Regularization versus Half-Linear Regularization
	Comparison with TV-Based Image Denoising Algorithms
	Extension to Color Images

	Concluding Remarks

	Collaborative Total Variation for Vector-Valued Images
	Introduction
	Problem Formulation and Notations
	Collaborative Total Variation Regularization
	Definition of Collaborative Norm
	General Properties of Collaborative Norms

	Vectorial Total Variation Revisited
	Vectorial TV Models from Channel Coupling
	Vectorial TV Models from Riemann Geometry
	Other Vectorial TV Models

	Which Channel Coupling Disfavours Color Artifacts?
	Numerical Minimization
	Proximity Operators of Collaborative TV
	Solving the Minimization Problem
	Implementation Details

	Experimental Results, Discussion, and Comparison
	Image Denoising by CTV-2 Model
	Image Denoising by CTV-1 Model
	Image Deblurring
	Image Inpainting

	Concluding Remarks

	Nonlocal Variational Pansharpening
	Introduction
	Nonlocal Variational Formulation of Pansharpening
	Low-resolution Multispectral Data Formation Model
	Linearity Constraint on Panchromatic
	Nonlocal Regularization
	The Nonlocal Energy Functional

	Mathematical Analysis of the Nonlocal Functional
	Nonlocal Vector Calculus
	The Solution Space and a Nonlocal Poincaré's Inequality
	Existence and Uniqueness of Minimizer
	Optimality Condition

	Numerical Minimization
	Experimental Results on Registered Non-Aliased Data
	Performance Comparison on Natural Color Images
	Performance Comparison on Aerial Color Images
	Performance Comparison on Satellite Color Images
	Test on Multispectral Images

	About the Linearity and Co-Registration Assumptions
	Linearity Constraint for Real Satellite Data
	Co-Registration of Spectral Components

	Channel-Decoupled Energy for Misregistered Data
	Spatial-Ratio Constraint
	The Channel-Decoupled Nonlocal Energy Functional

	Experimental Results on Misregistered Aliased Data
	Comparison on Registered Data with Linearity Constraint
	Comparison on Misregistered Data with Linearity Constraint
	Comparison on Misregistered Data without Linearity Constraint
	Applications to Pléiades Imagery

	Concluding Remarks

	Nonlocal and Spectral Correlation Adaptive Demosaicking
	Introduction
	Local Directional Interpolation of Channel Differences
	Interpolation of Green Channel
	Interpolation of Red and Blue Channels
	Combining Directionally Interpolated Images

	Channel Correlation Identification
	Nonlocal Filtering of Channel Differences
	Self-Similarity Driven Demosaicking
	Exploiting Nonlocal Regularity of Channel Differences
	Implementation Details

	Experimental Results, Discussion, and Comparison
	Numerical Evaluation
	Visual Quality Assessment

	Concluding Remarks

	Conclusions
	Appendices
	Appendix of Chapter 1
	Proof of Theorem 1.3
	Proof of Proposition 1.4
	Proof of Theorem 1.5

	Appendix of Chapter 2
	Singular Vector Analysis
	Proof of Theorem 2.4
	Comparison of Local Collaborative TV on Several Databases

	Appendix of Chapter 3
	Proof of Proposition 3.1
	Proof of Lemma 3.2
	Proof of Lemma 3.3
	Proof of Lemma 3.4

	Appendix of Chapter 4
	Pseudocode of Demosaicking Chain



