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Abstract

English

Multi-view imaging is the process of using multiple cameras to capture several pictures
from the scene. With multiple acquisitions we gather more information compared to the
use of one camera. This additional information can be used to estimate the geometry of
the scene and improve the quality of each single image. In this thesis, we have studied the
problems of depth estimation, spatial and angular super-resolution given multiple images
of the scene.

In the first chapter, we focus on the two-view case and develop a novel approach for
depth estimation. We propose the combination of local and global strategies. First, a
novel local stereo matching algorithm is presented. We adopt an adaptive support weights
approach in which the weight distribution favours pixels in the block sharing the same
displacement with the reference one. Compared to state-of-the-art algorithms, which
make these weights only depend on the image configuration around the reference pixel,
we propose a weight function that additionally depends on the tested disparity. Since the
disparity function is unknown, we give more weight to those pixels in the block matching
with smaller cost, as these are supposed to have the tested displacement. A multi-scale
strategy and validation criteria are used to only keep reliable matches and provide a robust
estimation. Then, we propose the use of a global filtering and interpolation stage. We
present two different variational methods for this purpose. First, an approach based on
optical flow formulations that, compared to existing techniques, it is robust to illumination
changes and makes use of the local stereo result from different resolutions. Second, a model
that combines total variation and non-local regularization. These two variational methods
increase the precision of the local estimation, which has a finite precision.

In the next chapter we deal with the multi-view case. In particular, we develop a stereo
algorithm for light field images. Light field images can be considered as a collection of 2D
images acquired from different viewpoints that are arranged on a regular grid. We exploit
this configuration and compute two-view disparity maps between specific pairs of views
using the strategy developed in the first chapter. Disparities obtained from several pairs
of views are fused to obtain a unique and robust estimation.

In the third and fourth chapters we study the super-resolution problem for the multi-
view setting in spatial and angular dimensions, respectively. The spatial super-resolution
approach is applied to videos, light fields and depth videos. Where in the last case we
assume the availability of the corresponding high resolution optical frames. The proposed
approach comprises inter-frame registration, upsampling and deconvolution. The registra-
tion of videos is achieved through the TV-L1 optical flow method, while the displacements
between sub-aperture light field images are estimated using the method introduced in the
second chapter. The upsampling strategy combines patches from several frames not nec-
essarily belonging to the same pixel trajectory. The selection of these patches is robust to
flow inaccuracies, noise and aliasing. For deconvolution, we propose a variational model
which combines total variation with non-local regularization.

Finally, in the fourth chapter we focus on angular super-resolution for light field images.
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iv Abstract

Specifically, we propose a learning-based approach that, from the four corner sub-aperture
images, synthesizes the center one. We use three sequential convolutional neural networks
for feature extraction, scene geometry and view selection. Compared to state-of-the-art
approaches, we particularly treat occlusions by letting the network to estimate a different
disparity map per view. Jointly with the view selection network, this strategy shows to be
the most important to have proper reconstructions near object boundaries. The method,
which is initially tailored and tested on plenoptic light fields, is also adapted and tested
on wide-baseline light fields.

Català

Multi-view imaging és el procés d’utilitzar múltiples càmeres per capturar diverses
imatges de l’escena. Amb múltiples adquisicions recopilem més informació, en comparació
amb l’ús d’una sola càmera. Aquesta informació addicional es pot utilitzar per a estimar la
geometria de l’escena i millorar la qualitat individual de cada imatge. En aquesta tesi, hem
estudiat els problemes d’estimació de la profunditat i l’increment de la resolució espacial
i angular donades diverses captures de la mateixa escena.

En el primer caṕıtol, ens centrem en el cas de dues imatges i desenvolupem un mètode
per a l’estimació de la profunditat. Proposem la combinació d’estratègies locals i globals.
En primer lloc, presentem un nou algoritme local d’estèreo per establir correspondències
entre les dues imatges. Adoptem un mètode de pesos de suport adaptatiu, en el qual la dis-
tribució de pesos afavoreix als ṕıxels de l’entorn que comparteixen el mateix desplaçament
amb el ṕıxel de referència. En comparació amb els mètodes de l’estat de l’art, que fan que
aquests pesos tan sols depenguin de la configuració de la imatge al voltant del ṕıxel de
referència, proposem una funció de pes que addicionalment depèn de la disparitat. Donat
que la funció de disparitat és desconeguda, li assignem més pes als ṕıxels dins l’entorn que
tenen un cost menor, ja que suposadament aquests tenen el desplaçament provat. A més,
utilitzem un esquema piramidal i diversos criteris de validació per a descartar possibles
errors en l’estimació i proporcionar un resultat robust. En segon lloc, proposem l’aplicació
d’un mètode global per a interpolar i filtrar l’estimació local. Per a aquest propòsit pre-
sentem dos mètodes variacionals. Primer, un mètode basat en formulacions de flux òptic
que, comparat amb les tècniques existents, és robust als canvis d’il·luminació i aprofita el
resultat local d’estèreo obtingut en les diferents resolucions de l’esquema piramidal. Segon,
un model que combina la variació total i la regularització no local. Aquests dos mètodes
variacionals augmenten la precisió de l’estimació local, que té una precisió finita.

En el següent caṕıtol tractem el cas de múltiples vistes i desenvolupem un algoritme
d’estèreo per a imatges light field. Aquestes imatges es poden considerar com una col·lecció
d’imatges 2D, adquirides des de diferents punts de vista que estan organitzats en una
quadŕıcula regular. Aprofitem aquesta configuració i calculem mapes de disparitat a partir
de parells de vistes espećıfics, utilitzant el mètode desenvolupat en el primer caṕıtol.
Finalment, combinem els mapes de disparitat estimats a partir dels diferents parells de
vistes per obtenir una estimació única i robusta.

En el tercer i quart caṕıtol, estudiem el problema de l’increment de la resolució donades
múltiples vistes de l’escena, per a ambdues dimensions espacial i angular, respectivament.
El mètode d’increment de la resolució espacial l’apliquem a v́ıdeos, light fields i v́ıdeos de
profunditat. On en el darrer cas assumim la disponibilitat de la corresponent seqüència
d’imatges a color de la resolució desitjada. El mètode que es proposa consisteix en tres
passes: registre de les imatges, increment de la resolució i deconvolució. El registre de
v́ıdeos s’obté a través del mètode clàssic de flux òptic TV-L1, mentre que els desplaçaments
entre les vistes de les imatges light field s’estimen utilitzant el mètode presentat en el
segon caṕıtol. L’estratègia per a l’increment de la resolució combina entorns de ṕıxels
de les diferents imatges que no pertanyen necessàriament a la mateixa trajectòria. La
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selecció d’aquests entorns és robusta a possibles errors en el registre, al renou i a l’aliasing.
Per a la deconvolució, utilitzem un model variacional que combina la variació total i la
regularització no local.

Finalment, en el quart caṕıtol ens centrem en augmentar la resolució angular d’imatges
light field. En particular, proposem un mètode basat en tècniques d’aprenentage que, a
partir de les quatre vistes dels cantons, genera la imatge del centre. Utilitzem tres xarxes
neuronals convolucionals de manera seqüencial per a l’extracció de caracteŕıstiques, es-
timació de la geometria de l’escena i selecció de vistes. Al contrari de l’estat de l’art,
tractem de manera particular les oclusions, permetent que la xarxa neuronal estimi un
mapa de disparitat diferent per cada vista. Conjuntament amb la xarxa de selecció de
vistes, aquesta estratègia mostra tenir molta importància per obtenir reconstruccions ad-
equades al voltant dels contorns dels objectes i oclusions. El mètode presentat s’aplica
inicialment a light fields capturats amb càmeres plenòptiques. Això no obstant, adaptem
i apliquem el mètode a light fields amb majors baselines capturats amb arrays de càmeres.

Castellano

Multi-view imaging es el proceso de usar múltiples cámaras para capturar diversas
imágenes de la escena. Con múltiples adquisiciones recopilamos más información en com-
paració con el uso de una sola cámara. Esta información adicional se puede utilizar para
estimar la geometŕıa de la escena y mejorar la calidad individual de cada imagen. En esta
tesis, hemos estudiado los problemas de estimación de la profundidad y el incremento de
la resolución espacial y angular dadas diversas capturas de la misma escena.

En el primer caṕıtulo, nos centramos en el caso de dos imágenes y desarrollamos un
método para la estimación de la profundidad. Proponemos la combinación de estrategias
locales y globales. En primer lugar, presentamos un nuevo algoritmo local de estéreo para
establecer correspondencias entre las dos imágenes. Adoptamos un método de pesos de
soporte adaptativo en el que la distribución de pesos favorece a los ṕıxeles en el entorno
que comparten el mismo desplazamiento con el de referencia. En comparación con los
métodos del estado del arte, que hacen que estos pesos solo dependan de la configuración
de la imagen alrededor del ṕıxel de referencia, proponemos una función de peso que adi-
cionalmente depende de la disparidad. Dado que la función de disparidad es desconocida,
le asignamos más peso a los ṕıxeles en el entorno que tienen coste menor, ya que supuesta-
mente estos tienen el desplazamiento probado. Además, utilizamos un esquema piramidal
y varios criterios de validación para descartar posibles errores en la estimación y propor-
cionar una estimación robusta. En segundo lugar, proponemos la aplicación de un método
global para interpolar y filtrar la estimación local. Para este propósito presentamos dos
métodos variacionales. Primero, un método basado en formulaciones de flujo óptico que,
comparado con las técnicas existentes, es robusto a los cambios de iluminación y aprovecha
el resultado local de estéreo obtenido en las diferentes resoluciones del esquema piramidal.
Segundo, un modelo que combina la variación total y la regularización no local. Estos dos
métodos variacionales aumentan la precisión de la estimación local, que tiene una precisión
finita.

En el siguiente caṕıtulo tratamos el caso de múltiples vistas y desarrollamos un algo-
ritmo de estéreo para imágenes light field. Estas imágenes pueden considerarse como una
colección de imágenes 2D, adquiridas desde diferentes puntos de vista que están organiza-
dos en una cuadŕıcula regular. Aprovechamos esta configuración y calculamos mapas de
disparidad a partir de pares de vistas espećıficos utilizando el método desarrollado en el
primer caṕıtulo. Finalmente, combinamos los mapas de disparidad estimados a partir de
los diferentes pares de vistas para obtener una solución única y robusta.

En el tercer y cuarto caṕıtulo, estudiamos el problema del incremento de la resolución
de múltiples vistas tanto para la dimensión espacial como la angular. El método de incre-
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mento de la resolución espacial lo aplicamos a videos, light fields y videos de profundidad.
Donde en el último caso asumimos la disponibilidad de la correspondiente secuencia de
imágenes a color de la resolución deseada. El método propuesto consiste en tres pasos: reg-
istro de las imágenes, incremento de la resolución y deconvolución. El registro de videos se
obtiene a través del método clásico de flujo óptico TV-L1, mientras que los desplazamien-
tos entre las vistas de las imágenes light field se estiman utilizando el método presentado
en el segundo caṕıtulo. La estrategia de incremento de resolución combina entornos de
varias imágenes que no pertenecen necesariamente a la misma trayectoria. La selección
de estos entornos es robusta a posibles errores en el registro, al ruido y al aliasing. Para
la deconvolución, utilizamos un modelo variacional que combina la variación total y la
regularización no local.

Finalmente, en el cuarto caṕıtulo nos centramos en aumentar la resolución angular de
imágenes light field. En particular, proponemos un método basado en técnicas de apren-
dizaje que, a partir de las cuatro vistas de las esquinas, genera la imagen del centro.
Utilizamos tres redes neuronales convolucionales de manera secuencial para la extracción
de caracteŕısticas, estimación de la geometŕıa de la escena y selección de vistas. Al con-
trario del estado del arte, tratamos de manera particular las oclusiones, permitiendo que
la red neuronal estime un mapa de disparidad diferente por vista. Conjuntamente con la
red de selección de vistas, esta estrategia muestra tener mucha importancia para obtener
reconstrucciones adecuadas alrededor de los contornos de los objetos y oclusiones. El
método presentado se aplica inicialmente a light fields capturados con cámaras plenopti-
cas. Sin embargo, adaptamos y aplicamos el método a light fields con mayores baselines,
capturados con arrays de cámaras.
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Introduction

Since 1956, when John McCarthy introduced the term of Artificial Intelligence (AI) for
the first time, this field has become one of the computer science subjects with more social
and media repercussion. AI aims at the reproduction of human actions and capabilities
by the use of machines. In AI’s early years, researchers were highly optimistic about this
field and, following their predictions, machines should already be capable of doing any
work humans can carry out. Nevertheless, today we are far from that scenario and AI is
still an intensive research area.

Computer vision is the subject of Artificial Intelligence that seeks to make machines
to see. Namely, the goal is the visual perception through the processing of the content of
digital images, the ultimate ambition of which is to make the computer to understand the
scene being observed. The different applications comprise video-surveillance, object iden-
tification and tracking, motion estimation, medical image analysis and 3D reconstruction,
among others.

Humans rely on depth cues for dealing with some of these tasks. Although monoc-
ular cues such as shading, focusing or perspective are possible, it has been proved that
depth intuition is more accurate when we use both eyes. Stereopsis refers to the human
process of perceiving depth from binocular vision. Our eyes capture two images with
large overlapping in which objects are slightly horizontally displaced between one and the
other. These displacements, known as horizontal or binocular disparities, are encoded in
the visual cortex of our brain and give us a perception of depth [92].

In computer vision, the scene depth can be deduced by mimicking the human stereopsis.
Even though there exist single-image depth prediction techniques, better performances
are achieved when making use of more than one image. Stereovision is the procedure of
inferring depth from at least two digital images captured from slightly different viewpoints.
As in the human process, depth is inferred from disparity, which refers to the displacement
of corresponding pixels between the images and it is inversely proportional to the depth
of the scene. Inferring depth is thus reduced to establish pixel correspondences between
images. As more images we dispose of the scene, the more information we have and these
correspondences can be more accurately determined, allowing for better depth predictions.

Furthermore, the availability of several images permits to enhance the quality of each
single image and to synthesize novel scene views. With spatial super-resolution techniques
we can fuse the information enclosed in the initial images and produce views with increased
resolution. On the other hand, the available views can be combined to generate images as
if they would have been captured from novel perspectives.

In this thesis, we have dealt with multi-view imaging applied to depth estimation and
spatio-angular super-resolution. In this introductory chapter, we present and contextualize
these topics. Section 1 describes the stereo problem. In Section 2, we introduce the light
field image, which is the particular case of multi-view imaging that we have considered. In
Section 3, spatial and angular super-resolution problems are defined. Section 4 introduces
the concept of convolutional neural networks, which is the strategy adopted for angular
super-resolution. Finally, the chapter ends with Section 5, where we outline the structure
and contributions of this dissertation.
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Figure 1: Illustration of the two-view stereo problem. The problem of stereo amounts to
estimate the depth of the scene from at least two digital images from the same scene. In
this example images are rectified, and the depth estimation can be carried out by finding
correspondences between both images and computing disparity, which is the difference in
horizontal components. Figure (a) shows the illustration of this problem, while in (b) we
display the same configuration observed from the top. In both figures, B stands for the
baseline between both cameras, f is the focal length, Z refers to the depth of the 3D
point and x1 and x2 correspond to the horizontal coordinates of pixels in images I1 and
I2, respectively.

1 The Stereo Problem

In computer vision, the stereo problem amounts to estimate the depth of the scene from
digital images. Similarly to the human binocular vision, this can be achieved by establish-
ing pixel correspondences between two images of the scene taken from slightly different
viewpoints. If the pair of images is rectified, corresponding pixels lay in the same horizon-
tal line and the two-dimensional search is reduced into a one-dimensional correspondence
problem. The difference in the horizontal coordinates of these correspondences is known
as disparity and it is inversely proportional to the depth of the scene. In particular, let
us assume a 3D scene point with depth Z and coordinates (x1, y) and (x2, y) for the first
and second image, respectively. Then, the disparity d satisfies the equivalence

d = x1 − x2 =
Bf

Z
, (1)

with f being the focal length and B the baseline between the two optical camera centers.
See Figure 1 for a representation.

Stereo vision is essential for many applications in image processing and computer
vision. This task plays an important role in several problems such as restoration, fusion of
images, scene recognition and 3D estimation. It is important in areas such as robotics, to
gather 3D information and the geometry of the scene. Recent entertainment applications
related with virtual and augmented reality, also require the use of stereo algorithms.
Additionally, current smartphones are built with more than one camera, which provides
the device of different views of the scene and allows it to derive geometry information.
Smartphones use this geometry for several tasks such as the application of the bokeh effect
to captured images, image enhancement, virtual and augmented reality [236, 156].

Stereo is an intensive research area and new algorithms continuously appear. Still,
strategies can be divided into two main categories: local and global methods. Local meth-
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I1 I2 d

Figure 2: Example of two-view stereo. For each pixel (x, y) in I1 the goal is to find
its corresponding pixel (x′, y) in I2. The difference in the horizontal coordinate between
these corresponding pixels is known as disparity, that is, d(x, y) = x − x′. The larger
the disparity value is, the closer the point to the camera. The disparity map d can be
represented by means of a gray level image, as it is shown in the right. Red regions in
this image represent occluded pixels, which means that there is no correspondence in I2

for that pixels.

ods compare both images by looking at a neighborhood (e. g. squared window) around
each pixel and trying to find the exact neighborhood in the other image. This is achieved
by minimizing a local cost which can be written as a sum of squared differences [24],
normalized cross correlation [79] or mutual information [202]. On the other hand, global
methods derive the disparity function by minimizing a certain energy. Variational tech-
niques [185], graph cuts [115] or belief propagation [191] may be used for optimization.
See [178] for a review of all these methods.

The stereo rectification process simplifies the matching complexity, reducing the 2D
search into a 1D correspondence problem. Formally, let Ω ⊆ R2 be an open and bounded
domain and I1, I2 : Ω −→ RC̃ be a rectified stereo pair, with C̃ being the number of
channels. For each pixel (x, y) in I1, the goal is to find its corresponding pixel (x′, y) in I2.
The difference in the horizontal coordinate between these corresponding pixels is known
as disparity. Let d : Ω −→ R be the disparity map, then d(x, y) = x − x′. Disparity can
be represented by means of a gray level image, as it is shown in Figure 2. Usually, stereo
methods pose the disparity estimation as a minimization problem, in which the optimum
disparity is selected as the one that minimizes a given cost function C,

d = min
d̂
C(x, y, d̂). (2)

This cost function C represents the penalty of assigning disparity d to the pixel (x, y). For
instance, assuming that there are no changes in color between images I1 and I2, we could
express this cost as

C(x, y, d) = ‖I1(x, y)− I2(x+ d(x, y), y)‖. (3)

However, even with no changes in color or illumination between I1 and I2, this cost
comparing single pixel colors is ambiguous, as two or more pixels in the same line may
have the same color.

Among the challenges that we have to cope with stereo we find the presence of large
displacements, occlusions, depth discontinuities, slanted surfaces, illumination changes,
shadows and lack of texture. As comparing single pixels may be ineffective, block-matching
(also called area-based) approaches compute the shift of a point (x, y) by comparing a
window around (x, y) in the first image with windows in the second one that lay in the
same horizontal line. The disparity of the most similar window in the secondary image is
assigned to the point (x, y).

3
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Reference image Proposed local Proposed var. 1 Proposed var. 2

Figure 3: Example of the proposed two-view stereo methods applied to satellite images. We
propose a local stereo method and two variational filtering and densification algorithms.
Red pixels correspond to the pixel disparities invalidated by the proposed criteria.

The main difficulty comes when corresponding pixels have a not identical surrounding
window in both images. A fast variation of the registration function around these points
makes the local configuration in the first image to be distorted in the second one, thus
hindering its retrieval. In stereo, this effect is known as fattening and it occurs when the
disparity function is not constant within the matching window. In this case, the resulting
disparity for that pixel is influenced by the different disparities within the window [14].
This effect might be observed at slanted surfaces, as well as occlusion and dis-occlusion
regions. Therefore, in order to properly match a window, disparity should vary as less as
possible inside the window itself.

Another inconvenience for local methods occurs when the information enclosed in the
matching window is not discriminative enough or repeated several times. This usually
happens with the presence of untextured regions and image self-similarities. That means
that for a window in the first image, there is more than one similar window in the sec-
ondary image, which makes the estimation process ambiguous. Local methods minimize
Equation (2) by computing the cost C(x, y, d̂) for different disparity values d̂ within a
prefixed disparity range [dmin, dmax]. The disparity precision is fixed a priori to achieve
sub-pixel precision. The larger the range, the slower the method, since more disparities
have to be tested. Some methods sequentially limit the search range for each pixel position
in a coarse-to-fine fashion [24]. This helps to reduce ambiguities in the matching process as
well as to save in computational cost. Besides, local methods usually involve a validation
process which discards unreliable estimates and leads to an incomplete or sparse disparity
map.

Variational methods provide a dense solution through the minimization of an energy.
This class of methods impose the preservation of certain image features and regularity
on the estimated solution. Classical assumptions are brightness constancy [89, 231] and
gradient constancy [19], which is more robust to illumination changes. One of the main
drawbacks of these methods is their dependency on additional parameters, which are
in general difficult to fix given that their values may be quite different for each stereo
pair. Variational techniques also show a limited performance in the presence of large
displacements and occlusions. Nevertheless, global methods provide a solution with real
precision, avoiding the need of fixing the disparity precision a priori as it is done with
local approaches.

We propose the combination of local and global strategies to estimate a robust disparity
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Figure 4: Illustration of the two-plane light field parametrization. Each ray is param-
eterized by its intersection with two parallel planes: the plane Ω of spatial coordinates
(x, y) and the plane Π of angular coordinates (s, t). A light field image can be denoted as
L(x, y, s, t) and it can be considered as a collection of 2D images defined on Ω taken from
different viewpoints (s, t) ∈ Π. Z denotes the depth of the 3D scene point and f refers to
the focal length, which in this case is the distance between the two planes Ω and Π.

map. The local approach is designed to cope with the fattening effect and we apply
different tests to only keep reliable disparity values. Then, we refine and interpolate
the local estimation with a global method. For this stage, we introduce two different
variational models. In Figure 3 we illustrate an example of these proposed stereo methods
applied to satellite images.

2 The Light Field Image

Light field images arise from the fact that conventional cameras do not capture the whole
light information that appears in the scene. Every sensor element of a traditional camera
records the sum of the intensity of all light rays captured by the main lens and coming from
different angles. This leads to a loss of information at the moment of image formation.
On the contrary, the 4D light field image captures the entire light information. The light
field gathers information about the intensity values for each ray direction. The usual
representation of a ray in a light field image is by the use of a two-plane parametrization.
Each ray is parameterized by its intersection with two parallel planes: the plane Ω of
spatial coordinates x = (x, y) and the plane Π of angular coordinates s = (s, t). Formally,
a light field image can be denoted as

L : Ω×Π→ RC̃
(x, s) 7→ L(x, s) = L(x, y, s, t),

(4)

with C̃ being the number of color channels. For each fixed pair (s, t) ∈ Π we have a
traditional 2D image Is,t. A light field image can thus be considered as a collection of 2D
images defined on Ω taken from different viewpoints (s, t) ∈ Π. Figure 4 illustrates this
parametrization. Each one of these 2D images is referred to as sub-aperture image or view
of the light field.

Nowadays there are different devices that are used to capture light fields [122]. The
simplest one is by moving a single camera through the scene, but it can only be used
on static scenes. Another option is by arranging multiple cameras as an array. In order
to capture a complete light field, a 2D array of cameras would be needed and it may be
costly. Camera arrays usually provide sparse light fields (e. g. 4× 4 views in [173]) with
high-resolution sub-aperture images.

Light fields can also be captured using a hand-held device with the recently introduced
plenoptic cameras [153], [162]. These cameras consist of a single camera in which it is
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Lytro Illum Technicolor’s camera rig Light camera

Figure 5: Light field acquisition devices. The Lytro camera is a plenoptic camera, which
offers dense light fields with limited spatial resolution. Camera arrays provide higher
spatial resolutions, but a reduced number of views with wide baselines. Finally, the Light
camera is an example of a light field whose views are not arranged on a regular grid. In
this thesis we worked with structured light fields, i. e., captured with plenoptic cameras
and camera arrays.

introduced a microlens array between the sensor and the main lens. Thus, the camera
captures the radiance with the array of microlenses, where each microlens samples a dense
set of ray directions at a single spatial point [130]. The sensor resolution of plenoptic
cameras is distributed between spatial and angular resolutions and they use to offer dense
light fields with limited spatial resolution. For instance, the Lytro Illum camera [153]
offers 14 × 14 views with a spatial resolution of 512 × 372. Figure 5 shows examples of
different light field capturing devices, the Lytro Illum camera [153], Technicolor’s camera
rig [173]1 and the Light camera2, an example of an unstructured light field.

Light field images are a powerful representation of the scene for computer vision tasks.
Indeed, the extra information can be used to improve already existing methods or even
develop new applications. Goldluecke et al. [77] proposed a variational framework with
convex priors which can be used for several inverse problems on ray space. They apply this
variational model to solve classical tasks as denoising, inpainting and depth estimation.
Wanner et al. [213] used the same framework to segment a light field image. Heber et
al. [83], Wanner et al. [208, 211], Sabater et al. [175] and Yu et al. [229] addressed the
depth estimation problem. Heber et al. [82] computed the optical flow between two light
field images. Bishop et al. [11] exploited the light field structure to extend the depth
of field and enhance the image resolution. Moreover, Ng et al. [154] introduced a new
application with the use of these images: the refocuse of an image after it has been taken,
which is referred to as digital refocusing.

We will focus on the depth recovery for a scene represented with a light field image.
Let us consider a 3D point with depth Z. Namely, this point is at distance Z from the
plane Π. Two different rays passing through this point are related by

L(x2, s2) = L(x1 −
f

Z
(s2 − s1), s1), (5)

with f being the distance between the two parallel planes [101]. The quantity

d =
f

Z
(s2 − s1) (6)

is the disparity and it actually refers to the magnitude of the displacement between cor-
responding points x1 and x2. As in the case of two-view stereo, many depth estimation

1https://www.technicolor.com/dream/research-innovation/light-field-dataset
2https://light.co/camera
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5× 5 central sub-aperture views Epipolar plane images

Figure 6: Light field image sub-aperture views and epipolar plane images representations
for the synthetic light field dino, from the HCI 4D Light Field Dataset [88]. This light field
has a spatial resolution of 512× 512 and an angular resolution of 9× 9. The EPIs result
from fixing (x, s) = (85, 4) (yellow), (x, s) = (200, 4) (red), (y, t) = (200, 4) (green) and
(y, t) = (400, 4) (cyan). For instance, the EPI resulting from fixing (y, t) = (400, 4) can be
understood as the result of pilling up all the images of the views with angular coordinate
t = 4 and then making a horizontal cut through them at the spatial row y = 400. Each
point in the scene is projected onto a line in the EPIs and the slope of this line is related
with its depth.

methods for light fields use to estimate the disparity d by establishing correspondences
between the different sub-aperture views [132, 76, 175].

Other methods make use of the so-called epipolar plane images (EPI), which are espe-
cially interesting in the study of the scene geometry. They arise from fixing the horizontal
coordinates (x∗, s∗) and vertical coordinates (y∗, t∗), obtaining horizontal or vertical slices,
respectively:

Lx∗,s∗ : (y, t)→ L(x∗, y, s∗, t),

Ly∗,t∗ : (x, s)→ L(x, y∗, s, t∗).
(7)

Intuitivelly, the EPI resulting from fixing, for instance, (y∗, t∗), can be understood as the
result of piling up all the images of the row of views t∗ and then making a horizontal
cut through them at the spatial row y∗. The resulting slice is the epipolar plane image.
Figure 6 illustrates several examples of these images for the synthetic light field dino from
the HCI 4D Light Field Dataset [88].

The methods estimating depth from the EPIs are based on the fact that a point in the
3D scene is projected onto a line in the epipolar plane image. Moreover, the slope of this
line is related to the point depth by means of the following expression

∆x

∆s
=
f

Z
, (8)

where, again, f is the distance between both parallel planes. Therefore, these methods
focus the problem on the estimation of the slopes of the lines that appear in the epipolar
plane images [211, 210, 109, 194, 102].
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Center LF view Ground truth Proposed

Figure 7: Example of a result obtained with the proposed light field stereo method. The
displayed light field is maria from the old HCI light field dataset [212].

Another representation of the light field is through its angular patches or surface cam-
eras (SCam) [228]. The idea behind is to gather in a single patch the pixels from the
different sub-aperture views that correspond to the same 3D scene point. Formally, an
angular patch of a pixel x with disparity d is expressed as [101]

Ax = L(x− ds, s). (9)

If x is unoccluded, then the angular patch of the pixel should be constant. Therefore,
there is a family of methods that base the disparity estimation on the minimization of the
variance of the angular patch [36, 204].

Finally, there also exist techniques that base the depth estimation on the focal stack [101].
Given a light field image, it can be generated a refocused image as it would have been
captured by a camera focused at a specific depth Z. If we generate different images by vary-
ing Z, we obtain a collection of images focused at different depth layers. Then, methods
obtaining depth from focus are applied to estimate the depth of each single pixel [195, 87].

We propose to first estimate the disparity between specific pairs of views and then
robustly combine these results to obtain a unique and accurate disparity estimation. Figure
7 displays a result obtained with the proposed approach.

3 Multi-View Super-Resolution

Real light field images present a trade-off between angular and spatial resolutions. On the
one hand, plenoptic cameras offer dense light fields with poor spatial resolutions (14× 14
views with 512× 372 pixels for the Lytro Illum), because of the limited resolution of the
camera sensors. On the other hand, light fields captured with camera arrays are usually
sparse (3×3 or 4×4 views) with spatial resolutions comparable to traditional 2D cameras.
Spatio-angular super-resolution methods for light fields are therefore required to enhance
the quality of these images.

Some models simultaneously increase the number of pixels in the angular and spatial
domains [211, 227]. Wanner and Goldluecke [211] use a variational framework; while Yoon
et al. [227] model the problem with convolutional neural networks. Nevertheless, most
methods focus on super-resolving one particular dimension.

For the spatial domain, one option would be to use single-image super-resolution tech-
niques [73, 110, 120] to independently upsample each view. However, we would be throwing
away the potential angular information of light fields. Light field spatial super-resolution
approaches aim at reconstructing views with high resolution by fusing the information
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Ground truth Bicubic Proposed

Figure 8: Results obtained with the proposed spatial super-resolution method. The
method is applied to videos (top), light fields (middle) and depth sequences (bottom).
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Ground truth Kalantari et al. [104] Proposed

Figure 9: Results obtained with the proposed new view synthesis method, compared
with the state-of-the-art approach from Kalantari et al. [104]. In particular, we focus on
generating the center light field view given the four corner sub-aperture images. Contrary
to [104], the proposed method particularly takes into account occlusions, resulting in
accurate estimations near object boundaries.

enclosed in the low-resolution observations. This problem is related to video spatial super-
resolution, where the low-quality frames are used to increase the resolution of one of them.
The two cases have in common that differences between the low-resolution data are only
due to a change on the viewpoint in the case of light fields; and to the movement of the
camera or the objects in the scene in videos. Then, sub-aperture light field views and video
frames can be considered as a collection of images which only differ in unknown shifts.
Once the images are registered, we can blend the low-resolution information to retrieve the
high-resolution image. The shifts can be computed using disparity estimation techniques
[83, 175, 208, 229] in the case of light fields and optical flow methods [19, 231, 215] in the
case of videos.

We develop a spatial super-resolution algorithm for a multi-view scenario that is ap-
plied to videos, light fields and depth videos. Figure 8 illustrates a result obtained with
the proposed technique for the three tested applications.

Differently, angular super-resolution for light fields consists of increasing the number
of viewpoints. New images from novel points of view can be generated by combining the
different perspectives from the available light field views. This problem is traditionally
known as new view synthesis, a practice of image-based rendering (IBR) [183].

The problem of new view synthesis has extensively been studied in the past from an
arbitrary collection of images from the scene. Given the images and camera poses of the
acquired viewpoints and the coordinates of the virtual novel view, the method generates
the image from the desired perspective. Classical methods can be divided into the ones
that explicitly predict depth [35, 75] and those that avoid it [60, 180]. However, these
methods have been outperformed by recent learning-based tecniques [61, 236, 139].

The different views available in a light field can be assumed to be distributed in a
regular grid and angular super-resolution methods can benefit of such structure. Novel
views can be generated without the need of camera poses, as we know the relative position

10



4. Introduction to Convolutional Neural Networks 11

between the different optical centers. Currently, existing light field view synthesis methods
are designed for plenoptic light fields, most outstanding approaches of which are based on
deep learning strategies. These methods generate the complete plenoptic image from a
specific subset of views.

Some techniques assume a sparse light field in the angular domain and work on the
EPIs to interpolate intermediate views. For instance, Wu et al. [216] and Wang et al. [205]
recover 7×7 light fields from 3×3 arrays of views through the application of convolutional
networks on epipolar plane images. From a smaller collection of views, Kalantari et al. [104]
and Srinivasan et al. [187] reconstruct the complete light field. These approaches, however,
do not explicitly treat occlusions and the synthesized image results in inaccuracies and
blurred reconstructions at those parts that are only visible in a subset of input views, that
is, at background pixels next to object boundaries.

Additionally, all these methods are only applied to plenoptic light fields. The advantage
of dealing with these images, compared to camera-array ones, is that the first ones have
narrow baselines, which implies having small occluded areas. The mentioned methods
would fail when applied on camera-array light fields. The very sparse set of views acquired
with these devices and the wide baselines neither allow to work on EPIs nor to generate
novel viewpoints without paying attention to occlusions. Wider baselines involve dealing
with very large occluded areas, which produces noticeable artifacts and unrealistic results
if occlusions are not properly treated.

We propose a learning-based solution to synthesize the center view of a light field image
given the four corner ones. The proposed approach specially treats occluded pixels and
the reconstruction is improved at those areas that are just visible in a subset of views. See
Figure 9 for a result obtained by the proposed model with a plenoptic light field, compared
to a state-of-the-art approach [104]. Our method will also show promising results on light
fields acquired with a camera array.

4 Introduction to Convolutional Neural Networks

Over the last years, deep learning has had a great success in computer vision and image
processing tasks. Indeed, deep learning has proved to outperform traditional approaches
for different problems such as stereo [108, 34], optical flow [47], denoising [27] and super-
resolution [45]. Furthermore, it has recently been applied to light field images for super-
resolution [226], depth estimation [182] or separation into diffuse and specular intrinsic
components [5].

The most widely used deep learning strategy within the computer vision and image
processing research community are the convolutional neural networks (CNNs). Let us
consider that we want to find a function f such that relates two images x and y, i. e.,
y = f(x). For instance, y could be a denoised version of x, x with increased resolution or
the depth of the scene. Deep learning approaches learn this function f from a set of training
examples. Then, given a set of N labelled training images (xn, yn), with n = 1, . . . , N ,
the goal is to estimate a mapping function f such that minimizes a given loss function E
over these training samples. That is,

f = arg min
f̂

1

N

N∑

n=1

E(f̂(xn), yn). (10)

Once we have learned the optimum mapping f , we will be able to denoise, super resolve
or estimate depth of new examples by applying this function to the new instance.

The particularity of convolutional neural networks is that the function f is considered
to be a sequence of convolution layers. The input of each layer is a volume and it is
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Figure 10: Examples of commonly used activation functions.

the output of the previous layer, with the very first input being the initial image. At
each layer, several discrete 2D convolution among volumes are carried out. The results of
these convolutions are concatenated along the third dimension to form the output volume.
Hence, the output of each layer is a volume whose depth3 is equal to the number of
convolutions carried out on that layer. Formally, the discrete 2D convolution with a filter
W among a volume V is defined as

(W ∗ V )(u, v) =
C∑

c=1

r∑

i=−r

r∑

j=−r
W (i, j, c)V (u− i, v − j, c), (11)

where C is the depth of V , W corresponds to the convolution filter with size k × k, with
k ∈ N being an odd number and r = (k − 1)/2.

Generally, each layer of a CNN also incorporates a bias term and an activation function.
Then, channel ci of the volume V l of layer l can be expressed as

V l(u, v, ci) = gl
((
W l
ci ∗ V l−1

)
(u, v) + blci(u, v)

)
, (12)

with l = 1, . . . , L; L being the number of layers, ci ∈ {1, . . . , C l}, where C l is the output
depth of layer l. W l

ci corresponds to the convolution filter of layer l and output channel ci.
blci is the bias for layer l and channel ci and gl is the activation function applied at layer
l. Some examples of commonly used activation functions are plotted in Figure 10. Under
this notation, V 0 = x is the input image (or images) and V L is the output of the network.

When defining a convolutional layer, we also have to determine the stride and dilation
rate of the convolutions. The stride is the step with which we slide the filter. If it is
equal to s ∈ N+ we then jump s pixels when we slide it. Strides greater than one can
be useful to reduce the spatial dimension of the input. On the other hand, the filter of a
dilated convolution has holes between each cell according to the dilation rate. Dilations
are convenient to use when we want to have access to a large local region without having
to use large filter sizes, which can be expensive in memory. In addition, notice that the
convolved volume is smaller in width and height with respect to the input. To prevent
that we can pad the input with zeros around the borders. The size of this padding will
determine the size of the output.

In a convolutional network each pixel of the output has access to a local region around
this pixel of the input. As more layers are applied, this local region grows according to the
kernel size and dilation rates. The region of the input that the CNN has had access to is
known as the receptive field of the network. The receptive field R is related to the number

3The third dimension of a volume is referred to as depth or channels.
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5. Thesis Structure and Contributions 13

of layers, kernel sizes kl and dilation rates dl for each layer l by means of the following
expression:

R = 1 +

L∑

l=1

(kl − 1) · dl. (13)

Under this configuration, the parameters to learn, train or optimize are the weights
of the convolution kernels W ci

l and the biases blci . That is, the set θ = {W l
ci , b

l
ci : ci =

1, . . . , C l, l = 1, . . . , L}. The number of layers L, number of channels per layer C l, size of
the kernelW l

ci at each layer, strides, paddings and dilation rates are called hyperparametres
and they have to be fixed before training the model. Then, the optimization problem
becomes

arg min
θ

1

N

N∑

n=1

E(f(xn, θ), yn), (14)

with f(xn, θ) = V L.

The optimization of (14) can be achieved through gradient descent [169]. From an
initial set of parameters, this iterative method updates them at each iteration taking steps
proportionals to the opposite of the gradient. That is,

θk+1 = θk − α

N

N∑

n=1

∇θE(f(xn, θ
k), yn), (15)

where α is known as the learning rate.

In practice, however, N is large and it would take too long to evaluate the gradient
of the loss function over the whole training set. For this reason, it is common at each
iteration to take a random sample of the training set, known as batch, to update the
weights. Then, batch gradient descent updates the weights at each iteration by evaluating
a subset of the training set, Bk:

θk+1 = θk − α

Bk

∑

n∈Bk

∇θE(f(xn, θ
k), yn). (16)

Most CNN approaches use methods such as Adam [112] or AdaGrad [48] to optimize the
loss function. These methods are extensions to batch gradient descent.

Finally, a common practice when building a CNN is also the use of Batch Normalization
(BN) [98], which is useful to ease the training and for faster convergence. BN is applied to
a network layer and consists of normalizing each channel of the layer, where the mean and
variance are computed over the batch. It introduces a pair of parameters per channel that
scale and shift the normalized value and are learned. As explained in [98], BN behaves
differently at training and testing time. When training, it computes mean and variance
statistics over the batch, whereas at test time it uses accumulated mean and variance from
training. Instead of batch normalization, it can also be applied instance normalization (IN)
[198], where layers are independently normalized per batch. Two trainable parameters are
also included for scaling and shifting the output. At test time it is applied unchanged, i.
e., it also computes statistics for test examples.

5 Thesis Structure and Contributions

This thesis manuscript is divided into four chapters. In the following we specify the
subjects and contributions developed in each one of these.

13



14 Introduction

• Chapter 1: This chapter is focused on the development of a novel two-view stereo
method. The proposed method combines local and global strategies that are finally
combined to generate a reliable correspondence map.

First, we introduce a new aggregation method based on adaptive support weights
for local matching. In order to correctly match each block, the adaptive weight
distribution should favor pixels sharing the same displacement. Compared to state-
of-the-art algorithms, we introduce a weight support depending on each tested shift
and not only on the image configuration around the reference pixel. For each tested
shift, we favor pixels in the block matching with smaller cost, which are supposed
to be more likely to be correctly represented by this displacement. Besides, we
use a multi-scale strategy with invalidation criteria to reduce match ambiguity and
computational time. The algorithm is originally designed for stereo, however, we
adapt the same scheme for optical flow, using a two dimensional search range.

Second, two different variational approaches are proposed to filter and interpolate the
sparse disparity map resulting from the local stage. We propose two different energy
functionals to be minimized. The first one is based on the optical flow formulation by
Brox et al. [19], including several modifications. It makes use of intermediate scale
estimates of the local procedure. This permits to keep fine details estimated at full
resolution while being robust to noise and untextured areas using estimates at coarser
scales. Moreover, a brightness constancy term robust to changes in illumination is
incorporated.

On the other hand, we propose another variational method to filter and interpolate
the local disparity estimation. In this case, the energy functional penalizes deviations
from the initial estimate at reliable pixels. Moreover, it combines total variation and
non-local regularization. With the non-local regularization we take advantage of
image self-similarities and impose the condition that if two pixels are similar in color
and are close enough, therefore they should have a similar disparity value. Thus, we
filter the disparity map conditioned to the geometry of the reference image, which
allows to better locate discontinuities. Additionally, with total variation we avoid
copying image patterns such as textures to the disparity map. We will also show an
application of this method to the problem of depth enhancement.

• Chapter 2: The two-view stereo method developed in Chapter 1 is extended to
the case of multi-view imaging. In particular, we apply the method to light field
images. A light field image can be considered as a collection of 2D images taken from
different viewpoints arranged in a regular grid. We benefit from this configuration
and compute disparity maps between specific pairs of views. As in Chapter 1, we
propose the use of a local estimation plus global filtering and interpolation. For the
local stage, we use and compare the state-of-the-art method MSMW from Buades
and Facciolo [24] and the local approach presented in Chapter 1. For global filtering
and interpolation, we use a variational method based on optical flow formulations.
The data fidelity term is only imposed at non-occluded pixels. Therefore, a strategy
to detect occluded pixels is also presented. Only correct matches are kept for these
two-view estimations thanks to validation criteria.

The proposed two-view stereo method is used to estimate the disparity between the
central view and other views in the same row and column. Since occluded pixels in
the horizontal and vertical views are complementary, the use of all views in the same
row and column allows for a better recovery of disparity near depth discontinuities.
The estimated values are robustly combined in order to obtain an accurate disparity
map. Different experiments on synthetic and real light field images captured with
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a Lytro Illum camera show the competitive performance of the proposed light field
stereo method.

• Chapter 3: We present a method for multi-image spatial super-resolution. We focus
on the estimation of a high-resolution image from low-resolution views from the same
scene. The proposed method is applied to videos, light fields and depth videos. In
the last case, assuming the availability of the corresponding high-resolution sequence
of optical images.

The method comprises three steps: inter-frame registration, upsampling and decon-
volution. Videos are registered using the TV-L1 optical flow method from Zach et
al. [231]; while sub-aperture light field views are registered using the disparity estima-
tion method from Chapter 2. The upsampling and deconvolution stages are based on
the ones proposed by Buades and Duran in [22]. Compared to [22], we extend these
approaches to color images and apply it to light fields and depth videos. The upsam-
pling method consists of a non-linear filtering approach that combines patches from
several frames. The selection of these patches depends on a motion-compensated
3D distance, which is robust to noise and aliasing. For deconvolution, we use a
variational model which combines total variation and non-local regularization.

The experimental results demonstrate the state-of-the-art performance of the pro-
posed method for the three presented applications. Indeed, the proposed approach
is compared to the state of the art for video, light fields and depth super-resolution
and very competitive results are obtained in these three cases.

• Chapter 4: We present a solution to angular super-resolution for light field images,
also known as new view synthesis. Inspired by recent work using deep learning [61,
104, 187], we propose a novel learning-based solution to synthesize novel views of a
light field. Particularly, we estimate the center view of a light field from the four
corner views.

We divide the problem of view synthesis into feature extraction, disparity estimation
and view selection and use three sequential convolutional neural networks. Compared
to state-of-the-art approaches, in order to handle occlusions we propose to estimate
a different disparity map per view. Jointly with the view selection network, this
strategy shows to be the most important to have proper reconstructions near object
boundaries. Extensive experiments and comparisons against the state of the art on
Lytro light fields show the superior performance of the proposed method. Further-
more, the method is adapted and tested on light fields with wide baselines acquired
with a camera array and, in spite of having to deal with large occluded areas, the
proposed approach yields very promising results.

Although the purpose of the work is view synthesis, the presented method is able to
estimate disparity. Since we only need a large collection of light fields for training
and no ground truth depth is needed, it learns disparity in an unsupervised manner.
Furthermore, the disparity estimation carried out by our method is competitive with
respect to the state of the art.
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Chapter 1

Local and Global Approaches for
Two-View Depth Estimation

In this chapter, we present a novel approach for stereo that deals with large displacements,
depth discontinuities and occlusions. The proposed method comprises two main steps.
First, a local stereo matching algorithm whose main novelty relies in the block-matching
aggregation step. We adopt an adaptive support weights approach in which the weight
distribution favours pixels that share the same displacement with the reference one. State-
of-the-art methods make the weight function only depend on image features. On the
contrary, the proposed weight function additionally depends on the tested disparity, by
giving more importance to those pixels in the block matching with smaller cost, as these
are supposed to have the tested displacement. Moreover, the method is embedded into a
pyramidal procedure to locally limit the search range, which helps to reduce ambiguities
in the matching process and saves computational time.

The validation process of the local method may lead to an incomplete disparity esti-
mation. Depth filtering and interpolation techniques are then used to improve this initial
result and fill the unknown information. We present two different methods for this pur-
pose. First, a new variational model based on optical flow formulation that also makes
use of the local stereo result from different resolutions. This permits to keep the fine
details estimated at full resolution while being robust to noise and untextured areas using
estimates at coarser scales. The proposed formulation is robust to illumination changes.
Second, we introduce a variational model that combines total variation regularization with
a non-local term taking advantage of image self similarity. These two methods increase the
precision of the local disparity estimation, which has a finite and a priori fixed precision.

These algorithms are tested on the public Middlebury stereo database, achieving
competitive results compared with state-of-the-art methods. Additionally, although the
method is tailored for the stereo problem, we extend it to 2D correspondence search for
optical flow estimation, and we test it on the public Middlebury and MPI-Sintel opti-
cal flow datasets. Finally, we also apply the method to urban satellite images, showing
competitive results compared to other approaches.

The chapter is organized as follows. Section 1.1 introduces the image correspondence
problem. In Section 1.2 we present the state of the art on stereo and optical flow. The
proposed local approach using adaptive support weights is introduced in Section 1.3. Then,
Section 1.4 proposes the two different methods to filter and interpolate an incomplete
displacement map. An exhaustive performance evaluation and comparison against the
state of the art is presented in Section 1.5. Finally, this chapter ends with Section 1.6,
where conclusions and directions of future work are indicated.
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18 Local and Global Approaches for Two-View Depth Estimation

1.1 Introduction

Registration refers to the identification of the pixels in each image, from a collection of
the same scene, which correspond to the same physical point. Images might be acquired
from different viewpoints, at different times, by different sensors or simply with different
camera or exposure settings [18, 238]. This task is essential for most applications in image
processing and computer vision such as restoration, fusion of images, exposure bracketing,
optical flow estimation, super-resolution, scene recognition and 3D estimation.

Optical flow and stereo are particular instances of the image registration problem. In
optical flow, images are acquired successively and the trajectory of pixels along the image
sequence has to be estimated. The focus is on moving objects rather than background
points whose displacement is only due to camera motion. Static scenes are more common
in stereo, where images taken from different viewpoints are used to estimate the depth of
the scene. If images are stereo-rectified, the matching point lies in the same horizontal
line. The shift, which is inversely proportional to the depth, is known as disparity. The
stereo rectification process simplifies the matching complexity, reducing the 2D search
into a 1D correspondence problem. However, challenges in both optical flow and stereo
are the same. Among them we find the presence of large displacements, occlusions, motion
discontinuities, illumination changes, shadows and lack of texture.

This chapter introduces novel approaches for depth estimation, which are extended and
applied to optical flow. The computer vision research community has put many efforts on
the stereo problem, the different methods of which can be classified into local and global
approaches. While local methods estimate correspondences by analyzing and comparing
a neigborhood around each pixel, global methods pose the problem as the minimization
of an energy.

Local methods compare windows or patches in the first image with patches in the
second one that lie in the same horizontal line. The disparity of the window that is most
similar to the one in the first image is assigned to the considered point. However, with
this approach we typically encounter some difficulties, the most important arise when
corresponding pixels have a not identical neighboring window in both images and with the
presence of poorly textured objects and image self similarities.

In the first case, corresponding pixels may have different surrounding patches given that
the disparity function is not constant within the patch. Then, the different pixels within
the window in the left image have a different relative position with the corresponding
central pixel in the secondary image. When we try to match these windows with simple
block-matching, the resulting displacement for that pixel is influenced by the different
disparities within the window, which is known as fattening effect [14]. This effect might be
observed at slanted surfaces and depth discontinuities, where close pixels present different
disparities. Therefore, in order to find the exact window in the secondary image, the
disparity function should be constant inside the window.

To prevent the fattening effect from happening, algorithms seek to only consider pixels
within the window that share the same disparity as the considered pixel. For this purpose,
two options arise: one is to weight each pixel within the window and the other is to directly
build windows that better adapt to the assumption of constant disparity. The first ones are
known as adaptive support weights algorithms and have shown a great success in terms of
performance and computational cost [90]. Weight values close to one are ideally assigned
to those pixels that are supposed to have the same disparity as the reference pixel. The
seminal work from Yoon and Kweon [224] proposes a weight function based on color
similarity and geometric proximity. Equivalently, it identifies differences in color with
differences in disparity. Nevertheless, this solution is not completely adequate as the
hypothesis does not hold in general scenarios with the presence, for instance, of textured
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objects and slanted surfaces.

The other mentioned difficulty for local methods happens when the matching window
does not contain enough discriminative information in order to be found in the secondary
image. This occurs in the case of untextured objects or image self similarities. In these
cases we can find more than one exact window in the secondary image, which makes the
matching process ambiguous for this type of windows. For this reason, local approaches
usually include a validation process, in which ambiguous matches are masked as unreliable,
which leads to an incomplete or sparse disparity map.

Global or variational methods do not suffer from poor textures and provide a dense
solution through the formulation and minimization of an energy. These methods impose
the preservation of certain image features such as brightness constancy [89, 231] or gradi-
ent constancy [19], and regularity on the estimated solution, for instance using the total
variation [19]. The model usually depends on additional parameters which weight the
different terms involved in the energy functional. Their values may be different for each
input, which somehow limits the usage of these kind of methods. Also, the presence of
large displacements and occlusions reduces the performance of global approaches.

Recent approaches for optical flow cope with large displacements and occlusions by
combining local and variational strategies. Local matches are obtained through charac-
teristic point matching as SIFT [129] or DeepMatch [215]. This results in a very sparse
map of initial matches which has to be densified. There exist two main variants in the
literature for this densification step. Recent methods [166, 157] propagate these initial
estimates and later refine the dense estimation by a single scale application of classical
optical flow techniques. More classical [20, 188, 215] approaches introduce an extra term
in variational models that penalizes deviations from these initial matches.

We propose the combination of local and global strategies for stereo matching. First,
we present a novel local approach, denoted as DAWA, based on adaptive support weights
that reduces the fattening effect. Compared to previous methods that make the weights
depend on image features, the proposed support weights depend on the tested disparity.
In particular, they depend on the cost of matching the considered pixel with the consid-
ered disparity and give more weight to those with lower costs. Additionally, in order to
locally limit the search range and prevent possible match ambiguities, the local method is
embedded into a multi-scale fashion. Also, a set of validation criteria is further proposed
to determine the reliability of each estimated match. Moreover, this approach is tested on
optical flow datasets by extending the search to two dimensions.

Then, we introduce two variational models to filter and interpolate the sparse disparity
map provided in the local step. The first energy functional is denoted as var-flow and it is
based on the optical flow formulation from Brox et al. [19], including several modifications.
As data fidelity terms, the above-mentioned functional utilizes the classical brightness and
gradient constancy assumptions. The first is built on the hypothesis that the color value
of each pixel does not change during its trajectory. However, this is not hold in real
scenarios, where changes in illumination between frames due to shadows, switching light
on or off or different camera exposures, among others, are typical. Since the introduced
local approach will show to be robust to changes in illumination, we propose a variational
formulation consistent with it. The variational model maintains this property by replacing
the brightness constancy term by a new term comparing a whole patch around the reference
pixel instead of the single pixel color value. By subtracting the mean color of the considered
patch we make this comparison independent of illumination changes.

Moreover, we introduce a term penalizing the difference between the optimal solution
and the locally estimated field at reliable points. This term takes into account the estimates
obtained at the different scales of the local procedure. We ask the solution to be close to
the reliable regions of each intermediate scale result. Coarser scales are more robust on
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untextured areas yielding smooth results, while finer ones are more accurate close to shift
discontinuities. Then, the use of these intermediate estimates permits to combine results
at different resolutions and obtain a robust estimation.

The second variational model is referred to as var-nl and it penalizes deviations from
the initial estimate at reliable pixels, at the same time that combines total variation
with non-local regularization. With non-local regularization we filter the disparity map
imposing the geometry of the reference image, which better locates discontinuities. On
the other hand, the use of the total variation avoids the tendency of non-local regularizers
to copy image patterns. Compared to var-flow, this model does not include any brightness
constancy assumption and only uses the reference image of the stereo pair.

The local stereo method DAWA was presented in the International Conference of Image
Processing (ICIP) [148] and the non-local variational interpolation var-nl was presented
in the same conference the following year [151]. In addition, the use of the DAWA method
plus var-flow for stereo and optical flow has been published at the journal Image and
Vision Computing [150].

1.2 Previous Work

In this section we review the state of the art on depth estimation. As the proposed
strategy involves a depth completion stage, we also include recent methods that deal with
this problem. Moreover, since we will also apply our method to optical flow, a review on
these methods is also introduced.

1.2.1 Depth Estimation

Local methods mainly differ in the choice of the matching cost and how the shape or
weights of the matching window are selected. The latter is crucial in the aggregation
stage, where the costs of matching each pixel within the window with the tested disparity
value are combined. Regarding the matching cost, the most common ones are the sum of
squared differences, the normalized cross correlation [79], the mutual information [202] and
the census-based cost [230]. While the choice of a different cost might be important in order
to be robust to local differences in color, noise, shadows or transparencies, aggregation
turns to be the most important in order to avoid the fattening effect.

A classification and evaluation of cost aggregation stereo methods is presented in [197].
There exist two different procedures to deal with aggregation: methods directly adapt-
ing the shape of the window and adaptive support weights approaches. The first ones
try to select the window that best satisfies the condition of constant disparity for pixels
belonging to it. Kanade and Okutomi [105] were the first to address this problem, they
used rectangular windows whose shape and size was selected from differences between gray
level values. Fusiello et al. [68] performed correlation with different windows, with fixed
squared shape and size, containing the reference pixel and taking the one with smallest
cost. Patricio et al. [160] excluded neighboring pixels with different gray level to the cen-
ter one. Hirschmüller et al. [85] divided the correlation window into sub-windows and
selected the ones yielding minimum matching cost. Buades and Facciolo [24] tested multi-
ple elongated windows with different orientations and selected the one providing minimum
matching cost.

Regarding the use of adaptive support weights, Yoon and Kweon [224] based the ag-
gregation weights of neighboring points on color similarity and geometric distance to the
center pixel of the window. Inspired by this approach, Wang et al. [203] introduced
this scheme into a dynamical programming framework. Hosni et al. [91] proposed to use
geodesic support weights. Rhemann et al. [167] used the guided filter [80] with the ref-
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erence image as a guide to filter the cost volume. Gerrits and Bekaert [72] based the
weights on an image segmentation where those pixels outside the segment that belongs
to the central pixel receive a small weight. Chen et al. [37] use the bilateral weights plus
an additional term derived from the object boundaries in the image. We refer the reader
to [90] for an extensive review of adaptive support weights approaches.

Global methods pose the problem in terms of a variational formulation. The disparity
estimation is carried out through the minimization of an energy functional. This energy
is usually composed by a data fidelity term and a smoothness constraint. An additional
term to handle occlusions was proposed in [15, 115]. Bleyer and Gelautz [15] introduced a
smoothness term that takes into account a segmentation of the image and allows discon-
tinuities in the disparity along image boundaries. Sun et al. [190] also studied a visibility
constraint.

Another distinctiveness on global approaches is the minimization strategy being used.
The image segmentation by Bleyer and Gelautz [15] is used to fit planes into each segment
which are iteratively refined using a global cost function. There exist also dynamic pro-
gramming approaches that perform optimization on the one-dimensional scan line as the
one from Birchfield and Tomasi [10], or more novel ones using tree structures, as it was
proposed by Lei et al. [121]. Graph cuts [115] and belief propagation [190, 113] schemes
have also been studied. A message-passing strategy was used to compute the maximum a
posteriori disparity estimation in [165]. Hirschmüller’s semi-global matching [84] approx-
imated the smoothness term as the average of several one-dimensional line optimization
problems. Following the same idea, Facciolo et al. [56] presented an improvement by
minimizing over a more complex structure instead of lines.

1.2.2 Depth Completion

Generally, depth interpolation algorithms pose the problem as an energy minimization.
Geiger et al. [71] formulated an energy to interpolate a disparity map with isolated
matches. The energy compares feature vectors of corresponding pixels, for a certain dis-
parity hypothesis. These features are taken as the concatenation of image derivatives.
Then, it also penalizes the deviation from the disparity value obtained from interpolating
the disparities using a Delaunay triangulation computed on the initial estimations. The
energy functional proposed by Lazcano et al. [119] included two non-local terms on the
resulting disparity map and on its gratiend and a last term penalizing deviations from
the initial estimate at known areas. Kowalczuk et al. [118] used the adaptive support
weights from Yoon and Kweon [224], combined with an iterative disparity refinement and
interpolation, which imposes neighboring pixels to have similar disparity.

Recent methods for motion estimation include an interpolation stage which could also
be applied to disparity interpolation. Revaud et al. [166] densify a sparse set of matches
with a weighted average of a neighborhood of each pixel. This neighborhood is determined
by a geodesic distance that preserves image edges. More classical approaches [20, 215]
introduced an extra term in variational models that penalizes deviations from the initial
matches.

1.2.3 Optical Flow Estimation

A large family of methods for optical flow are based on variational formulations. These
methods provide a dense solution through the minimization of an energy. This class
of approaches impose the preservation of certain image features and regularity on the
estimated solution.

The most extended data fidelity term is the so-called brightness constancy assumption,
which is based on the hypothesis that the instensity or color value of each pixel in the image
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22 Local and Global Approaches for Two-View Depth Estimation

does not change during its trajectory. The seminal work of Horn and Schunck [89] used
a quadratic function to penalize these brightness differences. The L2 norm is however
not robust to outliers and occlusions and several approaches that involve more robust
functions have been proposed. The most widely used alternatives are the L1 norm [231],
the Charbonnier function Φ(s2) =

√
s2 + ε2 [19], which is a differentiable approximation

of the L1 norm, and the non-convex Lorentzian function Φ(s2) = log(1 + s2/2σ2) [13].

The mentioned brightness constancy assumption fails in the presence of illumination
changes and other data fidelity terms have also been investigated. Usually, these terms are
included in addition to the brightness constancy constraint. Brox et al. [19] introduced
the so-called gradient constancy assumption in the variational framework. It is built on
the supposition that the gradient of each pixel in the image does not oscillate all along its
motion. Wedel et al. [214] imposed brightness constancy on the textured components of
the image sequence. Papenberg et al. [158] studied the perseverance in the Laplacian or
the Hessian.

In general, the smoothness term comprises the penalization of the optical flow gradient.
Horn and Schunck [89] used the L2 norm as a penalty function, which leads, however, to
oversmooth solutions close to flow discontinuities. Sub-quadratic penalties were used by
Black and Anandan [13] and Mémin and Pérez [138]. Many contributions include the
total variation [170] for penalization, such as in Zach et al. [231] and Wedel et al. [214].
The total variation favors discontinuities at the same time that imposes smoothness in the
solution. The differentiable approximation of this function was used in Brox et al. [19]
and Brox and Malik [20]. However, the total variation tends to produce the so-called
staircasing effect, that is, flat regions separated by artificial edges. Monzón et al. [143]
studied the preservation of flow discontinuities by avoiding regularization on areas with
large image gradient.

The minimization of the global energy usually implies the linearization in the data
term using a Taylor expansion of first order. This linearization is only valid for small
displacements and most of the methods embed the algorithm into a coarse-to-fine strat-
egy [19, 137, 9]. Under this setting, the estimation obtained at a coarser scale serves as
the initialization of the next finer scale. The problem arises with the presence of small
objects with large displacements. This objects may not be present in coarser scales and
its displacement then not be detected at finer ones. Alternatives to pyramidal schemes
have been proposed, for instance by Palomares et al. [157], in which it was introduced a
method to minimize an energy functional at finest resolution using an initial set of sparse
matches. Revaud et al. [166] also started from a sparse set of matches, then it was applied
an interpolation that preserves image boundaries and the solution was refined by means
of a variational energy minimization applied at finest scale. Other approaches opted for
computing sparse matches at specific positions and incorporating an extra term in the
variational formulation that penalizes the deviation from them. Brox and Malik [20] and
Stoll et al. [188] used HOG descriptors [42], while Weinzaepfel et al. [215] used deep convo-
lutional networks for the computation of the sparse matches. All of them solve the energy
minimization problem using coarse-to-fine schemes.

1.2.4 Learning-Based Methods

With the recent introduction and success of deep learning, algorithms for depth estima-
tion, completion and optical flow have recently shown competitive performances compared
to traditional approaches. Deep learning methods make the output depend on the input
stereo or optical flow pair after the application of several convolution layers, whose filter
weights have to be learned through the minimization of an energy, using training examples.
Some examples are PWC-Net [189], MC-CNN [232] and PSMNet [34] for depth estima-
tion, InterpoNet [239] for completion, FlowNet [97] and LiteFlowNet [96] for optical flow.
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1.3. Disparity Adapted Weighted Aggregation (DAWA) 23

However, learning-based methods have shown to be conditioned to the data they used to
optimize the network parameters and they present limited performance when applied to
different scenes.

1.3 Disparity Adapted Weighted Aggregation (DAWA)

Let Ω ⊂ R2 be an open bounded domain and I1, I2 : Ω→ RC̃ be respectively the reference
and secondary images, with C̃ being the number of color channels. Let us denote d =
(d1, d2) : Ω → R2 as the bidimensional map depicting the displacement between both
images. Notice that assigning the displacement d to pixel p is equivalent to establishing
a correspondence between pixel p in image I1 and pixel p + d(p) in image I2. In stereo,
the input pair is supposed to be rectified, which means that the second component of
this displacement map equals zero all over the image, d2 = 0. However, as we will also
apply the proposed method to optical flow, we develop the algorithm for a general 2D
correspondence problem.

Adaptive support weights approaches compute the displacement d at pixel p as the
one that minimizes the general cost C,

C(p,d) =

∑
q∈Np

w(p,q) c(q,d)
∑

q∈Np
w(p,q)

, (1.1)

where Np corresponds to a spatial neighborhood of pixel p and the cost c(q,d) represents
the penalization of matching the pixel q with q + d. Then,

d = arg min
d̂

C(p, d̂). (1.2)

For both, stereo and optical flow, pixels with higher weights should have a similar
displacement to the reference pixel to fulfill the condition of constant shift inside the
matching window. Since the disparity or motion function is unknown, most local methods
identify depth or motion discontinuities with color discontinuities and make this weight
depend on color differences. Yoon and Kweon [224] used color similarity,

wc(p,q) = exp

(
−‖I1(p)− I1(q)‖2

λ2

)
, (1.3)

with λ > 0, and spatial distance

ws(p,q) = exp

(
−‖p− q‖2

β2

)
, (1.4)

with β > 0, to compute these weights, which resulted from a combination of these two
terms,

w(p,q) = wc(p,q) · ws(p,q). (1.5)

Inspired by this approach, adaptive weights methods make this weight only depend on
the spatial distance of p and q and its color difference. The cost c(q,d) of matching pixels
q and q + d reduces to the color difference of these two pixels, what makes the method
sensitive to color changes.

We propose to make the aggregation weights w(p,q) depend on the displacement d,
and particularly on the cost c(q,d). In the following, to reflect this dependence in the
weight function, these weights will be denoted as w(p,q,d). Additionally, in order to
make the cost C(p,d) robust to color changes, we use as pixel cost c(q,d) the ZSSD [86]
with a squared window of 3 × 3 pixels. This cost removes the average intensity of the
window rendering the comparison independent of the mean intensity.
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24 Local and Global Approaches for Two-View Depth Estimation

1.3.1 Proposed Disparity Adapted Weights

Contrary to the above-mentioned methods, we propose a weight function that directly
depends on the displacement d. Specifically, in addition to the spatial proximity and color
difference weights, we introduce a new term for the computation of w(p,q,d) based on
the cost of assigning to the neighboring pixel q a displacement d,

wcost(q,d) = exp

(
−c(q,d)

γ2

)
, (1.6)

with γ > 0. The idea behind is that for each tested disparity d, the pixels in Np with
smaller cost are supposed to be the ones that have that disparity value.

In addition, we select as cost c(q,d) the zero-mean sum of squared differences (ZSSD) [86],
taking a 3 × 3 squared window. With the use of this cost we remove the mean intensity
of the squared patch,

c(q,d) =
1

|B|
∑

t∈B
‖I1(q + t)− I2(q̂ + t)− I1|q+B + I2|q̂+B‖2, (1.7)

where q̂ = q + d, B denotes the 3× 3 window and I1|q+B is the mean of pixel intensities
in image I1 inside the 3 × 3 window centered at pixel q. The normalization of the patch
by its mean permits to make this cost insensitive to changes in illumination. Besides, the
aggregation on a 3× 3 patch makes it more robust than a single pixel difference.

Moreover, we propose to replace the color similarity term by a mean color similarity.
Instead of comparing single pixel color differences, with this term we enforce similarity in
the color mean of a 3× 3 patch centered at each pixel under consideration. Let us denote
this new term as wmc,

wmc(p,q) = exp

(
−
∥∥I1|p+B − I1|q+B

∥∥2

λ2

)
. (1.8)

The use of the mean makes the color term to be more robust to noise and highly textured
objects.

Then, the proposed weight function results as the combination of the introduced three
terms: spatial distance (ws), mean color similarity (wmc) and cost of assigning the tested
disparity (wcost). That is,

w(p,q,d) = exp

(
−‖p− q‖2

β2
−
∥∥I1|p+B − I1|q+B

∥∥2

λ2
− c(q,d)

γ2

)
. (1.9)

Note that, with the proposed new term wcost (1.6) in the weight computation, it may
occur that the center pixel in the window is not the one with maximum weight. For this
reason, we assign the maximum weight of the pixels within the window to the center pixel
p,

w(p,p,d) = max
q∈Np

w(p,q,d). (1.10)

In order to achieve sub-pixel precision of 1/p in the displacement map, we apply a
translation (t1, t2) to the secondary image I2 for each t1, t2 = 1/2, . . . , 1/p. Then, we
directly compute the distances at the obtained non-integer positions.

See Algorithm 1.1 for a summary of the proposed local matching method.
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Algorithm 1.1 DAWA: Image correspondences with adaptive weights.

Require: Image pair I1, I2, search range [dmin
1 , dmax

1 ] × [dmin
2 , dmax

2 ], sub-pixel precision
1/p, window size Np, and λ, β, γ parameters.

Ensure: Displacement map d.
1: Ĉ(p) =∞; d(p) = (0, 0); ∀p ∈ I1.
2: for d1 from dmin

1 to dmax
1 step 1/p do

3: for d2 from dmin
2 to dmax

2 step 1/p do
4: Compute the distance of all 3×3 patches in I1 with patches in I2 at displacement

d̂ = (d1, d2): c(q, d̂) = ZSSD(q,q + d̂).
5: for each pixel p in I1 do
6: Compute C(p, d̂) as

C(p, d̂) =

∑
q∈Np

w(p,q, d̂) c(q, d̂)
∑

q∈Np
w(p,q, d̂)

,

with w(p,q, d̂) being the proposed weight function in Equation (1.9).
7: end for
8: if C(p, d̂) < Ĉ(p) then
9: Ĉ(p) = C(p, d̂).

10: d(p) = d̂.
11: end if
12: end for
13: end for

1.3.2 Validation of Local Matches

As stated before, with the presence of occlusions, poorly textured objects and image self-
similarities, local methods may result in incorrect matches due to the impossibility of
finding the same exact window in the secondary image (occlusions) or because of am-
biguous matches (poor textures, self-similarities). The aim of this section is to determine
the reliability of each computed match and discard the ones that might be incorrect. To
this end, we look for a mask md : Ω → {0, 1} which equals one for a pixel with a valid
correspondence and zero for a rejected match. We make each match to successfully pass
several tests in order to be considered as reliable.

Left-right consistency In this classical test, a match is rejected when the left-based
correspondence map and the inverse mapping of the right-based estimation differ from
more than one pixel. Known as the left-right consistency check [66, 38], it invalidates a
match if

||dL(p) + dR(p + dL(p))|| > 1, (1.11)

with dL and dR being the left and right based estimations, respectively.

Image self-similarities The left-right consistency check permits to identify several in-
correct matches in poorly textured windows and repeated patterns. However, in order to
detect them all, we need a specific test for these. We use the strategy proposed in [24], were
non-discriminative windows are detected by comparing the cost of matching the window
with the secondary image and the auto-cost of matching the window with the same first
image. The interpretation is that when the auto-cost is smaller than the optimum cost of
matching with the secondary image, then the patch may be part of either an untextured
region or a repetitive pattern. This test has shown to be more effective than classical
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thresholding of the auto-cost [133, 225], or the comparison of the first and second local
minima of the cost function [221]. The support weights used to compute the auto-cost are
the same as the ones obtained for the best match in the secondary image.

Fattening effect We implement a criterion for detecting the remaining inaccuracies
due to the fattening effect. We adapt the criterion introduced in [24], which is tailored
for non-weighted windows, to our case. This test is based on the correlation algorithm
proposed by Fusiello et al. [68], which selected for each reference pixel the squared patch
containing it that correlated with minimum cost. This is equivalent to first apply a local
matching algorithm with squared windows and, in a second pass, choose the shift of the
neighboring pixel having correlated with minimal cost. In [24], the authors used the same
idea and compared the estimated shift of the reference pixel with the one matched with
minimum cost, invalidating the shift of the reference pixel if the difference was larger than
a certain threshold. We can not apply the same criterion since, in our case, each pixel in
the matching window is weighted to determine its influence in the matching process. It
would not make sense to take the pixel with minimum matching cost inside the support
window as it may have a too low weight and therefore few importance in the estimated
matching. We adapt this criterion by means of the following three steps:

1. Sort the pixels within the window Np in order of increasing matching cost:

p0,p1, ...,pn such that c0 < c1 < ... < cn,

with ci being the cost of pixel pi.

2. Select k pixels such that

k∑

i=0

wi ≥ εw and

k−1∑

i=0

wi < εw,

where wi is the weight of pixel pi, and εw a parameter to be fixed. This value has
been experimentally set to 0.7.

3. Reject the match of the reference pixel p if

∑k
i=0wi‖di − d‖
∑k

i=0wi
> εmd,

with di being the displacement of pixel pi, d the displacement of p and εmd set in
practice to 1.

Isolated matches As last test, we mask isolated valid regions as invalid. In practice, a
region is considered to be isolated if it is composed of less than 10 pixels.

1.3.3 Search Range Limitation: Multi-Scale Strategy

The cost C(p,d) from Equation (1.1) is defined for each pixel p in the first image, and for
each disparity d in a prefixed search range. Then, each pixel in the image is assigned the
disparity value that yields the minimum cost. Therefore, the wider the search range is,
the more the execution time needed and larger the probability of matching with similar
patterns. In order to prevent that as much as possible, we propose to locally limit the
search range. To do so, we adopt the strategy proposed in [24] and embed the proposed
local approach into a coarse-to-fine scheme.
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1.4. Variational Depth Filtering and Interpolation 27

The image pair at each scale is sequentially obtained by convolving a Gaussian kernel
with standard deviation σ = 1.2 and sub-sampling by a factor of two from the initial stereo
pair. This results in the following sequences of images:

I0
1 = I1, I

1
1 , I

2
1 , . . . , I

Ns−1
1 and I0

2 = I2, I
1
2 , I

2
2 , . . . , I

Ns−1
2 ,

with Ns being the number of scales.
We initially compute correspondences at the coarsest scale, Ns − 1, using the full

displacement range (reduced according to scale). It produces a vector field dNs−1. We
also make use of the formerly presented validation criteria to determine the reliability of
each computed match, obtaining the binary mask mdNs−1 . Then, we locally adapt the
search range at each pixel p by looking at the minimum and maximum valid displacement
values of the neighborhood Np. Invalid points are assigned the full range. This search
range is upsampled by bicubic spline interpolation and used to process the next finer scale.
The process is repeated until we reach the finest scale.

We end up having a sequence of image correspondences obtained at different scales,

d0 = d,d1,d2, . . . ,dNs−1,

and the respective masks,

md0 = md,md1 ,md2 , . . . ,mdNs−1 .

In practice, we use Ns = 3 scales.

1.4 Variational Depth Filtering and Interpolation

Local algorithms for stereo fail to accurately match points in areas not discriminative
enough, mainly texture-less regions. For this reason, these methods incorporate a valida-
tion step which discards unreliable estimates, as it is the case of the previously introduced
local method DAWA. Then, the locally estimated disparity map d may have invalidated
matches due to the presence of untextured areas, self similarities or occlusions.

Let md : Ω→ {0, 1} be the mask describing these invalidations, such that md(x, y) = 0
if the pixel (x, y) is considered unreliable and md(x, y) = 1 for a validated pixel. Thus,
the aim of this section is to fill the unknown disparity values described as zeros by this
mask and increase the density of valid depth estimates, at the same time that filtering
the reliable estimations. This will be achieved by enforcing regularity to those areas that
cannot be locally matched.

In the next two sections we describe two different variational approaches: one based on
optical flow formulations (var-flow) and another one combining total variation with non-
local regularization (var-nl). Let us note that so far we have assumed the correspondence
or disparity d as a two-dimensional map in order to apply the method to optical flow. In
the first approach var-flow we will still consider the displacement as 2D, since we will apply
the combination of DAWA plus var-flow to optical flow estimation in the experimentation
section. However, in the second method var-nl we consider a 1D disparity map, which will
be denoted as d, and will only be applied to depth filtering and completion, which is the
actual purpose of this chapter. Nevertheless, it could be easily extended to 2D.

1.4.1 Based on Optical Flow Formulation(var-flow)

We propose several modifications to the optical flow model from Brox et al. [19]. First,
the brightness constancy term is replaced by a new term that compares a whole patch
around each considered pixel instead of single pixel values. This change will make this
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variational interpolation robust to additive alterations in illumination by the subtraction
of the mean color of the considered patch. That is, the brightness constancy term in [19]
is replaced by

∫

Ω

∑

y∈Wx

Ψ




C̃∑

c=1

(Ic2(y + u(x))− Īc2(x + u(x))− Ic1(y) + Īc1(x))2


dx, (1.12)

with x ∈ Ω and Ψ(s2) =
√
s2 + ε2, ε = 0.001. Also, Ici corresponds to the channel c of the

image Ii, which we assume to be a color image, and Wx is a patch around the considered
pixel x. In the experiments, we take Wx as the 3 × 3 squared window centered at x. Īci
represents the image that at each position x gathers the mean intensity of the image Ici
at positions within the patch Wx. This term compares a whole patch around the pixel in
the reference image with patches in the secondary image. By substracting the mean, we
make this comparison independent of the mean intensity.

In addition to the brightness constancy, we also penalize deviations in the gradients of
corresponding patches by means of the term

∫

Ω

∑

y∈Wx

Ψ




C̃∑

c=1

‖∇Ic2(y + u(x))−∇Ic1(y)‖2

 dx. (1.13)

The last modification is devoted to the interpolation of the missing parts. One option
would be to introduce a term that penalizes the deviation from the local estimates at
validated pixels. However, we noticed that the results at coarser scales are more accurate
than the ones estimated at finer ones in poorly textured regions. These regions might
become self similar, non informative or too noisy at finer scales and be invalidated by the
proposed criteria. On the other hand, estimated shifts at finer scales are more accurate
near depth discontinuities. Therefore, we propose to use the results obtained at each scale
in the pyramidal procedure.

The combination of these results from different resolutions needs all displacement maps
to be at full resolution. To do so, we upsample all these estimates to the finest scale by
bicubic spline interpolation. Since these flows might have unknown areas, we first fill-in
them by using the heat equation restricted to these unknown parts. Each invalidation
mask is upsampled using nearest neighbour interpolation. The values filled with the heat
equation are only used to avoid artifacts in the upsampling process of each map.

In the following, let us consider ds = (ds1, d
s
2) and mds as the upsampled vector field

and mask, respectively, at full and finest resolution, for s = 1, 2, . . . , Ns − 1. We penalize
the deviation from the local estimation by means of the following term

Ns−1∑

s=0

φs

∫

Ω
mds(x) Ψ

(
‖u(x)− d(x)s‖2

)
dx, (1.14)

parameters φs > 0, s = 0, 1, 2, . . . , Ns − 1, are constant and they are used to control the
weight of each one of these terms. The key idea is that in those pixels where mds equals
one the estimated vector field has to be nearly identical to the locally estimated field ds.

Finally, we include the regularity term from the formulation proposed by Brox et
al. [19]. Thus, the field u = (u1, u2) that registers both images is the one that minimizes
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the energy

E(u) =

∫

Ω

∑

y∈Wx

Ψ




C̃∑

c=1

(Ic2(y + u(x))− Īc2(x + u(x))− Ic1(y) + Īc1(x))2


 dx

+ γ

∫

Ω

∑

y∈Wx

Ψ




C̃∑

c=1

‖∇Ic2(y + u(x))−∇Ic1(y)‖2

 dx

+α

∫

Ω
Ψ
(
‖∇u1(x)‖2 + ‖∇u2(x)‖2

)
dx

+

Ns−1∑

s=0

φs

∫

Ω
mds(x) Ψ

(
‖u(x)− d(x)s‖2

)
dx,

(1.15)

where constant parameters α, γ > 0 control the weight of the gradient constancy and the
regularity terms, respectively.

Energy Functional Minimization

The vector field u = (u1, u2) that minimizes the energy E(u) can be computed by solving
the Euler-Lagrange equations,

0 =
∑

y∈Wx

Ψ′D ·




C̃∑

c=1

(Ic2 − Īc2 − Ic1 + Īc1)(Ic2,x − Īc2,x)




+γ
∑

y∈Wx

Ψ′G ·




C̃∑

c=1

(Ic2,x − Ic1,x)Ic2,xx + (Ic2,y − Ic1,y)Ic2,xy




−α div(Ψ′S · ∇u1) +

Ns−1∑

s=0

φsmds Ψ′Ns
· (u1 − ds1),

0 =
∑

y∈Wx

Ψ′D ·




C̃∑

c=1

(Ic2 − Īc2 − Ic1 + Īc1)(Ic2,y − Īc2,y)




+γ
∑

y∈Wx

Ψ′G ·




C̃∑

c=1

(Ic2,x − Ic1,x)Ic2,xy + (Ic2,y − Ic1,y)Ic2,yy




−α div(Ψ′S · ∇u2) +

Ns−1∑

s=0

φsmds Ψ′Ns
· (u2 − ds2),

(1.16)

where for simplicity in the notation we denoted

Ic1 := Ic1(y), Īc1 := Īc1(x),
Ic2 := Ic2(y + u), Īc2 := Īc2(x + u),
Ic2,x := Ic2,x(y + u), Īc2,x := Īc2,x(x + u),

Ic2,y := Ic2,y(y + u), Īc2,y := Īc2,y(x + u),

Ic2,xx := Ic2,xx(y + u), Ic2,xy := Ic2,xy(y + u),

Ic2,yy := Ic2,yy(y + u),

(1.17)
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and,

Ψ′D := Ψ′

(
C∑

c=1

(Ic2(y + u(x))− Īc2(x + u(x))− Ic1(y) + Īc1(x))2

)
,

Ψ′G := Ψ′

(
C∑

c=1

‖∇Ic2(y + u(x))−∇Ic1(y)‖2
)
,

Ψ′Ns
:= Ψ′

(
‖u(x)− d(x)s‖2

)
,

(1.18)

with Ψ′(s2) = 1
2
√
s2+ε2

.

A Successive Over-Relaxation (SOR) method [171] is used to solve the system of equa-
tions (1.16). The warpings of I2 are approximated by using Taylor expansions of first
order and discretization is carried out by using centered finite differences. Moreover, the
algorithm is embedded into a coarse-to-fine strategy, in which the problem is solved at
each scale obtaining successive approximations of the optical flow. We use the procedure
presented in [137]. The initial vector fields ds are successively computed at each scale by
downsampling the one from the previous scale with bicubic interpolation and multiplying
by the downsampling factor. The associated masks mds are downsampled through nearest
neighbour interpolation.

Notice that the output of this minimization is a 2D vector field u = (u1, u2). In the
case of stereo, we will discard the second component and just keep u1 as the disparity
map.

Vector Field Validation

The result of the presented optical flow based interpolation is completely dense. However,
undesired correspondences can be produced due to occlusions or undue regularization. For
this reason, we apply match validation criteria to only keep reliable matches.

A common test to estimate occluded pixels in optical flow utilizes the concept of
divergence of a vector field. At occluded regions the divergence of the field has a negative
value [176, 9]. Therefore, a pixel x is invalidated if

div(u1(x), u2(x)) < εdiv, (1.19)

where we select εdiv = −0.75 in practice.

Moreover, in the case of stereo, we discard the second component of the estimated
vector field. However, we benefit from its estimation by additionally discarding those
pixels whose second component is larger, in absolute value, than a certain threshold,
which has been experimentally set to 0.7.

Finally, a left-right consistency check is also used to reject the rest of unreliable
matches.

Algorithm 1.2 sums up the steps of the presented var-flow interpolation algorithm.

1.4.2 With Non-Local Regularization (var-nl)

In this section, we propose a different filtering and completion approach. Instead of being
inspired by optical flow formulations, it makes use of non-local regularization to extend
the disparity values of validated correspondences to similar neighboring pixels. Since this
method is only applied to stereo, during this section we consider the disparity map d as
one dimensional.

In order to increase the density of d and get an improved disparity map u : Ω→ R, we
present a variational interpolation approach. The energy proposed in this section consists
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Algorithm 1.2 var-flow : Variational filtering and interpolation based on optical flow.

Require: Image pair I1, I2, initial vector fields {d}Ns−1
s=0 , reliability masks {mds}Ns−1

s=0 ,
number of scales Nr, and α, γ, {φs}Ns−1

s=0 parameters.
Ensure: Displacement map u, validation mask mu

1: Initialize u = 0 at the coarsest scale.
2: Build the pyramid of images: Ir1 , I

r
2 , r = 0, . . . , Nr − 1.

3: Build the pyramid of initial displacements: ds
r

and associated masks mdsr ;
s = 0, . . . , Ns − 1; r = 0, . . . , Nr − 1

4: for r from Nr − 1 to 0 step −1 do
5: ur ← Solve the Euler-Lagrange equations (2.2) with SOR.
6: if r > 1 then
7: ur−1 ← Upsample the vector field ur.
8: end if
9: end for

10: mu ← Apply validation criteria.

of a weighted data-fidelity term ensuring closeness to d at those pixels which are activated
by the mask md and two regularization terms, that combine local and non-local filtering.

Non-local regularization allows filtering d by enforcing the geometry of the reference
image I1, which permits to better locate depth discontinuities. A drawback of imposing the
image geometry is the possibility of copying image patterns and textures to the disparity
map. For this reason, we also propose the use of total variation, which forces smoothness
in the solution at the same time that does not castigate depth discontinuities. Therefore,
the minimization problem can be written as

arg min
u

1

2

∫

Ω
md(x)(u(x)− d(x))2 dx + λ

∫

Ω
‖∇u(x)‖dx + µ

∫

Ω
‖∇ωu(x)‖ dx, (1.20)

where λ, µ > 0 are trade-off parameters, ∇ denotes the gradient operator and ∇ω de-
notes the non-local gradient operator, which is defined in terms of differences between
neighboring pixels weighted by a similarity measure ω.

Discrete Energy Model

In the discrete setting, each image of the stereo pair is given by Ik = (I1
k , . . . , I

C̃
k ) ∈ RN×C̃ ,

with k ∈ {1, 2} and N being the number of pixels, the initial disparity map d ∈ RN and
the solution u ∈ RN . The binary mask determining the pixels for which d provides a
reliable match is considered as a vectorized matrix m ∈ {0, 1}N .

The discrete variational model related to the continuous formulation in Equation (1.20)
is

arg min
u∈RN

1

2
‖u− d‖22,m + λ ‖∇u‖1 + µ ‖∇ωu‖1 , (1.21)

where λ, µ > 0 are trade-off parameters and ‖ · ‖2,m is the weighted squared Euclidean
norm

‖u− f‖22,m =

N∑

i=1

mi (ui − di)2 . (1.22)

The usual gradient ∇u ∈ RN×2, denoted at each pixel by (∇u)i := ((∇u)i,1, (∇u)i,2), is
defined via forward differences and Neumann boundary conditions. The non-local gradient
∇ωu ∈ RN×N , denoted at each pixel by (∇ωu)i := ((∇ωu)i,1, . . . , (∇ωu)i,N ), is given in
terms of the weighted differences

(∇ωu)i,j =
√
ωi,j (uj − ui) , (1.23)
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32 Local and Global Approaches for Two-View Depth Estimation

where ωi,j measures the similarity between i and j. Both gradients are penalized in (1.21)
with the L1 norm at each pixel, i.e., ‖∇u‖1 =

∑
i |(∇u)i| and ‖∇ωu‖1 =

∑
i |(∇ωu)i|, with

| · | denoting the Euclidean norm.

The weights are computed using the image I1, that describes accurately the geometry
of the scene. They take into account both the spatial closeness and the similarity in I1.
This similarity is computed by considering a whole patch around each pixel and using the
Euclidean distance across channels. For computational purposes, the non-local gradient is
limited to only interact between pixels at a certain distance. In practice, the weights are
defined as

ωi,j =
1

Γi
exp

(
−‖i− j‖

2

h2
spt

− ‖I1(Pi)− I1(Pj)‖2
h2

sim

)
, (1.24)

if ‖i − j‖∞ ≤ ν and zero otherwise. In this setting, ν ∈ Z+ determines the size of the
window to search for similar pixels, Pi denotes a patch centered at pixel i, ‖ · ‖ refers to
the Euclidean norm, and

Γi =
∑

j:‖i−j‖∞≤ν

exp

(
−‖i− j‖

2
2

h2
spt

− ‖I1(Pi)− I1(Pj)‖2
h2

sim

)
(1.25)

is the normalization factor. The filtering parameters hspt > 0 and hsim > 0 balance each
term in the weight function. Finally, and in order to avoid an excessive weighting of the
reference pixel, ωi,i is set to the maximum of the weights in the search window. That is,

ωi,i = max {ωi,j : ‖i− j‖∞ ≤ ν and j 6= i} .

After all, the non-local gradient simplifies to ∇ωu ∈ RN×(2ν+1)2 .

Primal-Dual Algorithm

The minimization problem (1.21) is convex but non smooth. To find a fast, global optimal
solution we use the first-order primal-dual algorithm [31].

Since the Legendre-Fenchel transform of a norm is the indicator function of the unit
dual norm ball, the primal problem (1.21) can be rewritten in a saddle-point formulation
as

min
u

max
p, q
〈∇u, p〉 − δP(p) + 〈∇ωu, q〉 − δQ(q) +

1

2
‖u− d‖22,m, (1.26)

where p and q are dual variables which are respectively related to the local and non-
local regularization terms. In the above expression, P = {p ∈ RN×2 : ‖p‖∞ ≤ λ} and
Q = {q ∈ RN×(2ν+1)2 : ‖q‖∞ ≤ µ} are convex sets with ‖z‖∞ = max1≤i≤N |zi|, while δP
and δQ denote the associated indicator functions.

To compute the solution of (1.26) we need to compute the proximity operators. The
proximity operator of the primal energy G(u) := 1

2‖u− d‖22,m is given at each pixel by

(proxτG(ũ))i =
ũi + τmidi

1 + τmi
. (1.27)

The proximity operator of the dual energy F ∗ (p, q) := δP(p) + δQ(q) reduces to pixelwise
Euclidean projections onto L2 balls:

(proxσF ∗ (p̃, q̃))i =

(
λ · p̃i

max {λ, |p̃i|}
,

µ · q̃i
max {µ, |q̃i|}

)
. (1.28)
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The solution of (1.26) is computed through [31, Algorithm 1], which consists of an ascent
step in the dual variables and a descent step in the primal variable followed by over-
relaxation. Then, the solution is computed by iterating

pn+1
i,j =

λ
(
pni,j + σ∇ūni,j

)

max
{
λ,
∣∣pni + σ∇ūni

∣∣} , ∀j ∈ {1, 2},

qn+1
i,j =

µ
(
qni,j + σ∇ωūni,j

)

max
{
µ,
∣∣qni + σ∇ωūni

∣∣} , ∀j s.t. ‖i− j‖∞ ≤ νr,

un+1
i =

uni + τ
(
div pn+1

i + divω q
n+1
i +midi

)

1 + τmi
,

ūn+1
i = 2un+1

i − uni ,

(1.29)

where n ∈ Z+ is the iteration number, div and divω denote the discrete local and non-local
divergence operators, respectively. Algorithm 1.3 summarizes the proposed method.

Algorithm 1.3 var-nl : Variational filtering and interpolation with non-local regulariza-
tion.
Require: Reference image I1, initial vector fields d, reliability mask m, maximum number

of iterations Niter, error tolerance ε and trade-off parameters λ and µ.
Ensure: Disparity map u and validation mask mu

1: Initialize u0 = d, ū0 = d, p0 = (0, 0), q0 = 0, n = 0 and e =∞.
2: while n < Niter and e ≥ ε do
3: for i from 1 to N do
4: Compute dual variables:

pn+1
i,j =

λ
(
pni,j + σ∇ūni,j

)

max
{
λ,
∣∣pni + σ∇ūni

∣∣} , ∀j ∈ {1, 2}

qn+1
i,j =

µ
(
qni,j + σ∇ωūni,j

)

max
{
µ,
∣∣qni + σ∇ωūni

∣∣} , ∀j s.t. ‖i− j‖∞ ≤ νr

5: Compute primal variable:

un+1
i =

uni + τ
(
div pn+1

i + divω q
n+1
i +midi

)

1 + τmi

6: Relax primal variable:
ūn+1
i = 2un+1

i − uni
7: end for
8: Compute error:

e =

∑N
i=1 |un+1

i − uni |
N

9: Update iteration number: n = n+ 1
10: end while
11: mu ← Apply validation criteria.
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Adirondack ArtL Jadeplant Motorcycle MotorcycleE

Piano PianoL Pipes Playroom Playtable

PlaytableP Recycle Shelves Teddy Vintage

Figure 1.1: Middlebury stereo dataset used for evaluation [177]. For each stereo pair, we
show the reference image (top) and ground truth disparity map (bottom). Red pixels in
the disparity map correspond to ground truth occlusions.

Disparity Map Validation

As in the previous densification method, the result of the presented filtering and completion
approach var-nl is completely dense. Nevertheless, occluded pixels may produce incorrect
correspondences. Therefore, we apply a left-right consistency check to the solution in
order to reject the possible inaccuracies.

1.5 Experimental Results and Applications

In this section, we study the performance of the proposed stereo methods evaluated on
the Middlebury 2014 stereo dataset [177]. Figure 1.1 shows reference images and ground
truth disparities from the mentioned dataset. Evaluation of different components of these
methods and comparison with the state of the art is included. In the following we list the
different approaches introduced in this chapter, jointly with the selected parameters that,
unless otherwise stated, have been used for experimentation.

• DAWA: The disparity adapted weighted aggregation for local matching introduced
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in Section 1.3. The weight parameters are set to β = 11, λ = 6 and γ = 4, the
neighboring region Np consists of a squared window of size 23× 23 centered at the
reference pixel. The sub-pixel precision is 1/4 and the multi-scale procedure uses
three scales.

• var-flow: The variational densification algorithm that is based on optical flow formu-
lation, described in Section 1.4.1. Regarding the parameters weighting each term in
the energy, we have selected the best performing combination among the following
five:

α = 1, γ = 5, φ0 = 10, φ1 = 15
α = 1, γ = 5, φ0 = 30, φ1 = 10
α = 1, γ = 5, φ0 = 30, φ1 = 15
α = 1, γ = 5, φ0 = 30, φ1 = 5
α = 5, γ = 10, φ0 = 30, φ1 = 10

We have seen that the use of the result at full scale and half resolution were enough
to provide accurate results. Then, we selected φ2 = 0 for all experiments.

• var-nl: The variational filtering and completion approach that combines total vari-
ation with non-local regularization, proposed in Section 1.4.2. Trade-off parameters
λ and γ of the model have been individually optimized per image, with λ, γ ∈
{1, 5, 20, 40}.

The quantitative evaluation of all these methods and state-of-the-art stereo methods
is reported in Table 1.1. Error metrics are computed and averaged over the Middlebury
stereo dataset, using the provided evaluation functions. The state-of-the-art stereo meth-
ods appearing in the table are the semi-global matching (SGM) from Hirschmüller [84],
the two-stage correlation (SNCC) from Einecke and Eggert [54], the iterative disparity
refinement (IDR) from Kowalczuk et al. [118], the real-time correlation (Cens5) from
Hirschmüller et al. [85], the stereo method using hidden Markov trees (TMAP) from
Psota et al. [165], the cost volume filtering approach (CVF) from Rhemann et al. [167],
the adaptive support weights (ASW) from Yoon and Kweon [224], the global matching
method (MGM) from Facciolo et al. [56], the learning-based approaches (MC-CNN-fst
and MC-CNN-acrt) from Zbontar and LeCun [232], the pyramid stereo network (PSM-
Net) from Chang and Chen [34] and the multi-scale and multi-window (MSMW) from
Buades and Facciolo [24]. During this section, we will refer to this table to quantitatively
compare the different methods.

We first evaluate in Section 1.5.1 the performance of the local method DAWA, com-
pared with state-of-the-art local algorithms for stereo. Then, the filtering and densification
methods using DAWA and other local approaches as initial data are provided and will be
indicated accordingly in Section 1.5.2. In Section 1.5.3 we adapt the local approach DAWA
and apply the presented methods to satellite images. Finally, in Section 1.5.4 we apply
these methods to optical flow estimation on different public databases and compared to
the state of the art.

1.5.1 Evaluation of the Local Method DAWA

In a first set of experiments we evaluate the different components of DAWA and the effects
of different parameter selection. We show the influence of each term of the proposed
adaptive weights, each validation criterion and the multi-scale procedure. In the majority
of these experiments, we mask ground truth occlusions as the correspondence problem is
not defined for these pixels. Then, a comparison against state-of-the-art local algorithms
for stereo is provided.
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Reference image Ground truth

λ = 6, γ = 1 λ = 6, γ = 4 λ = 6, γ = 20 λ = 6, γ = 100

Figure 1.2: Impact of the γ DAWA parameter. Top: reference I1 and ground truth images
for the teddy stereo pair. Bottom: effect of using different values for γ with fixed λ = 6.
Red pixels correspond to ground truth occlusions. We show the disparity map and crops
of the error image in all cases. Error images have been clipped into the range [0, 2.5] for
better visualization.

Reference image Ground truth

λ = 1, γ = 4 λ = 6, γ = 4 λ = 20, γ = 4 λ = 100, γ = 4

Figure 1.3: Impact of the λ DAWA parameter. Top: reference I1 and ground truth images
for the adirondack stereo pair. Bottom: different results from variating λ with fixed γ = 4.
Red pixels correspond to ground truth occlusions. We show the disparity map and crops
of the error image in all cases. Error images have been clipped into the range [0, 2.5] for
better visualization.
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7× 7 15× 15 23× 23 31× 31

Figure 1.4: Impact of using different window sizes on the teddy stereo pair. The resulting
disparity map (top) and error image (bottom) clipped into the range [0, 2.5] are displayed
for window sizes of 7× 7, 15× 15, 23× 23 and 31× 31. Red pixels correspond to ground
truth occlusions. As it is noticeable in these images, the larger the window the more
robust the comparison.

Influence of the Weight Function Parameters λ and γ and Window Size

With the purpose of just evaluating the impact of certain different configurations of the
DAWA parameters, in the next two experiments we do not use any validation criteria and
the approach utilizes one single scale (no multi-scale is used).

In the first experiment, we assess the influence of choosing different values for the λ and
γ parameters that weight the mean color similarity wmc and cost term wcost, respectively,
in the proposed adaptive weights (1.9). Notice that the larger the value of the parameter,
the less influence its corresponding term has. The window size of 23 × 23 and β = 11
are fixed. Figures 1.2 and 1.3 display the results of the mentioned experiment. In both
cases, disparity maps and two crops of the error with ground truth disparities are shown.
The error image is clipped into the range [0, 2.5] for better visualization and red pixels
correspond to ground truth occlusions. In Figure 1.2 we fixed λ = 6 and selected different
values for γ. As it can be appreciated in the two crops of the error image, as long as
γ increases, the fattening effect becomes more present, as the term wcost, that has been
included to avoid this effect, losses its influence in the weight function.

On the other hand, Figure 1.3 displays the different results obtained after fixing γ = 4
and variating λ. With small values of this parameter, neighboring regions with similar
color and different disparity are better estimated, as it is the case of the area next to the
book that belongs to the background, shown in the first crop. Also, with the increase of
λ, slanted and textured objects, as the books from the second crop, result in less accurate
disparities.

In the second experiment, we fix λ = 6, γ = 4 and vary the squared window size.
Figure 1.4 shows this experiment, for window sizes of 7× 7, 15× 15, 23× 23 and 31× 31.
Also, as the β parameter is closely related with the influence of each pixel within the
window, we selected β = (n − 1)/2 for a window size of n × n. As it can be seen in the
figure, large window sizes provide a more accurate result, as more robust is the patch
comparison. Using large window sizes increases the probability of wrongly considering
pixels to have the same displacement as the reference one. However, with the use of a
robust weight function this issue is avoided. Indeed, in the error image we notice that
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No criterion Only LR Only self-sim. Only fattening All criteria

RMSE: 11.28
Dens.: 98.42%

RMSE: 3.64
Dens.: 85.52%

RMSE: 8.65
Dens.: 90.25%

RMSE: 3.67
Dens.: 81.55%

RMSE: 2.06
Dens.: 76.53%

Figure 1.5: Evaluation of the different proposed validation criteria for DAWA. Top: ref-
erence image I1 with two crops for artL stereo pair. Bottom: error images clipped into
[0, 2.5]. Red pixels correspond to invalidated matches using the indicated criterion and
ground truth occlusions. We used one single scale for all experiments. For all cases, the
average root mean square error is reported, jointly with the density of evaluated pixels.

the region of inaccurate disparities near depth discontinuities due to the fattening effect,
does not increase with large window sizes. Nevertheless, the larger the window size is, the
larger the execution time. We found that 23 × 23 provides a good compromise between
performance and time of execution.

Validation Criteria Evaluation

Next, we fix the default weight parameters and window size and use one single scale to
evaluate the different validation criteria. Figure 1.5 shows the error images if no criterion
is activated, when only using the left-right consistency check, the result of just using the
self-similarity test, the only use of the criterion designed to detect the fattening effect, and
finally the resulting error obtained when using all criteria. In the figure we can see that
the left-right check discards inaccurate disparity values close to occluded areas and some
regions with poor texture. Also, with the self-similarity criterion we reject the complete
untextured part of the background appearing in the second crop, which produced high
errors. With the criterion designed to discard inaccuracies due to the fattening effect, we
can see in the first of the crops how this is accomplished. The large errors located next to
the brush, at the depth discontinuity, are correctly detected and rejected by this criterion.
Finally, these three criteria, when applied together, discard all unreliable pixels and large
errors are appropriately masked.

The figure also reports, for each case, the root mean square error jointly with the
density of evaluated pixels. These quantitative measures show how with the use of these
criteria we significantly reduce the error, which from 11.28 with no rejections drops to 2.06
when we apply the proposed invalidation checks, with a density of valids of 76.53 for this
example.
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Adirondack Teddy

Ns = 1 Ns = 3 Ns = 1 Ns = 3

Figure 1.6: Impact of the DAWA multi-scale procedure. At the top we display the obtained
disparity map for adirondack and teddy examples, using one and three scales, including in
red the rejected matches. In both examples, the number of invalidations is significantly
reduced with three scales, since, with the local limitation of the search range with the
pyramidal procedure, the possibility of matching with an ambiguous pixel decreases. The
bottom shows the error images, clipped into the range [0, 2.5]. In this case we do not show
the invalidations in order to appreciate the large errors that appear using one single scale
and that are recovered with the use of three.

Impact of the Multi-Scale Procedure

The multi-scale strategy is introduced to locally limit the search range, which allows the
reduction of the execution time and the probability of matching with an ambiguous pixel.
In Figure 1.6 we show the impact of using this approach. Particularly, we compare the
resulting disparity map when using one single scale against the use of three scales, applied
to adirondack and teddy stereo pairs. In both examples, the number of invalidations is
significantly reduced with three scales, since, with the local limitation of the search range
in a coarse-to-fine manner, the possibility of matching with an ambiguous pixel decreases.
The displayed error images do not include the invalidations in order to appreciate the large
errors that appear using one single scale and that are recovered with the use of three.

Comparison against State-of-the-Art Local Stereo Methods

Now we compare the performance of the proposed local method DAWA against other
methods. In particular, with the adaptive support weights algorithm (ASW) from Yoon
and Kweon [224] and the multi-scale and multi-window approach (MSMW) from Buades
and Facciolo [24]. In ASW we use a left-right consistency check as validation criterion,
while in MSMW we apply the criteria proposed by the authors. Figures 1.7 and 1.8
visually compare these local stereo methods for artL and teddy stereo pairs, respectively.
The pair artL presents a change in illumination between I1 and I2, which can be noticed
in Figure 1.7. ASW is not robust to illumination changes, and therefore it fails in most
parts of the image. On the other hand, MSMW and DAWA use the ZSSD cost to cope
with this issue and both give a better result than ASW. However, as it can be seen in the
error image, less errors near depth discontinuities are appreciated in DAWA, compared to
MSMW.

In the teddy pair the performance of ASW is better in areas with near-constant dis-
parity, than MSMW and DAWA, as seen in Figure 1.8. The reason might be because the
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I1 I2 Ground truth

ASW MSMW DAWA

Figure 1.7: Disparity map and error of DAWA for the artL stereo pair, compared with local
methods ASW from Yoon and Kweon [224] and MSMW from Buades and Facciolo [24].
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I1 I2 Ground truth

ASW MSMW DAWA

Figure 1.8: Disparity map and error of DAWA for the teddy stereo pair, compared with
local methods ASW from Yoon and Kweon [224] and MSMW from Buades and Facci-
olo [24].
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Method Density Bad 0.5 Bad 1.0 Bad 2.0 Bad 4.0 Avg. err.

SGM 84.04 38.5 16.40 7.52 3.92 2.09

SNCC 71.29 29.80 12.40 6.03 3.54 2.44

IDR 76.10 31.90 11.70 4.58 2.20 1.36

Cens5 76.38 35.7 16.6 8.27 4.96 3.14

TMAP 69.80 37.3 14.30 5.88 3.50 2.40

CVF 70.82 44.52 21.56 9.40 5.90 4.33

ASW 73.60 48.43 27.44 14.99 11.19 10.83

MGM 91.33 43.81 23.32 14.93 10.91 4.57

MC-CNN-fst 100 42.10 20.50 11.70 7.94 3.87

MC-CNN-acrt 100 39.80 18.4 10.10 6.34 3.81

PSMNet 100 90.0 78.10 58.50 32.20 9.60

MSMW 66.24 33.96 16.73 8.26 4.63 2.77

DAWA 65.13 28.67 10.92 3.78 1.46 0.96

DAWA + var-flow 71.80 33.07 15.14 6.76 3.07 1.23

DAWA + var-nl 73.24 32.70 14.16 5.80 2.41 1.15

DAWA + ELAS 89.42 54.42 31.36 16.36 8.36 2.83

DAWA + EpicFlow 80.91 35.26 16.45 7.85 3.75 1.49

Table 1.1: Evaluation on the Middlebury public stereo benchmark [177]. The numbers
represent the weighted average over non occluded pixels. Top: results of state-of-the-art
stereo methods. Bottom: performance of DAWA [148] and presented interpolation meth-
ods var-flow, var-nl and state-of-the-art densification approaches ELAS [71] and EpicFlow
[166], all of them taking as initial disparity the result from DAWA.

window size used in ASW is 35 × 35, while smaller windows are used in MSMW (5 × 5)
and DAWA (23×23). Large window sizes perform better in these areas as the comparison
includes more pixels and becomes more robust. However, large windows in MSMW and
DAWA are more expensive in execution time.

Quantitatively, in Table 1.1 we find the performance of these three methods averaged on
the Middlebury stereo database. Metrics have been computed using the public Middlebury
code for stereo evaluation. DAWA is the one yielding the lowest average error, 0.96 with
a density of 65.13%, in comparison to ASW with 10.83 (73.60%) and MSMW with 2.77
(66.24%).

1.5.2 Performance of the Proposed var-flow and var-nl

In this section, we evaluate the proposed variational filtering and densification methods
var-flow and var-nl. Table 1.1 reports the quantitative evaluation on the Middlebury stereo
training dataset [177]. The top part of the table is devoted to state-of-the-art stereo algo-
rithms, while in the bottom we report the error metrics of the proposed strategy DAWA
plus the performance after the filtering and interpolation of the local result. In particular,
we show the errors of just using DAWA, this result after applying the proposed varia-
tional interpolation methods var-flow and var-nl, and the result when we interpolate the
disparity estimation from DAWA using state-of-the-art densification methods ELAS [71]
and EpicFlow [166].

The proposed methods DAWA+var-flow and DAWA+var-nl yield competitive results
compared to the state of the art. These methods achieve the lowest average error while
obtaining a competitive percentage of valid matches. The local method DAWA achieves
a slightly lower error but with an inferior density. The variational strategies increase the
density of matches from 65.13% to 71.80% for var-flow and to 73.24% for var-nl, while

42



1.5. Experimental Results and Applications 43

Training sparse

Method Density Avg. err.

DCNN1 [134] 66.16 0.34

R-NCC2 [124] 40.55 0.51

DISCO3 [192] 100 0.98

DAWA-F4 70.93 1.24

MotionStereo5 [200] 53.72 1.25

FEN-D2DRR6 [223] 100 1.25

PDISCO ROB7 [6] 100 1.31

HSM8 [219] 100 1.36

IDR9 [118] 76.10 1.36

INTS10 [93] 86.81 1.44

Test sparse

Method Density Avg. err.

DCNN1 [134] 56.72 0.65

R-NCC2 [124] 33.93 0.77

IDR3 [118] 72.93 1.38

DAWA-F4 65.61 1.68

SGM5 [84] 61.45 1.85

INTS6 [93] 86.66 1.96

NOSS7 [7] 100 2.06

HSM8 [219] 100 2.07

NOSS ROB9 [7] 100 2.08

MotionStereo10 [200] 45.59 2.13

Table 1.2: Evaluation on the Middlebury online benchmark [177]. We compare the sub-
mitted method DAWA+var-flow, which appears denoted as DAWA-F in the public table,
with the first ten top-performing methods for training sparse and test sparse datasets, ac-
cording to the average error metric (February 2019). The superscript next to each method
denotes the position in the public evaluation ranking.

maintaining the lowest average error among all the other methods.
Regarding the time of execution, var-flow is slower than var-nl. The first lasts 17 min

and the second 5 min to filter and interpolate a sparse disparity map of size 1436× 992.

Evaluation of DAWA+var-flow

The combination of DAWA+var-flow has been submitted to the Middlebury public evalua-
tion, where it appears denoted as DAWA-F. Table 1.2 displays the quantitative evaluation
on the public benchmark. We report the metrics of the first ten methods that appear
in the ranking (February 2019), according to the average error metric, for both training
sparse and test sparse datasets. In both cases DAWA-F is in between these ten best-
performing methods, in particular being 4th for both training and test examples. The
proposed DAWA+var-flow shows a good compromise between average error and density
of validated matches, as for instance methods with lower error than ours as DCNN and
R-NCC have 4% and 30% more invalid pixels in average, respectively. The learning-based
method DISCO, being completely dense, reports a good performance in the training set.
However, when applied to the test set it appears at position 43rd in the ranking.

Figure 1.9 illustrates visual results for several stereo pairs from the Middlebury training
dataset. Red points correspond to occlusions in the ground truth while they denote
rejected matches for each disparity estimation method. We compare the disparity map
provided by our method against the disparity maps of different methods that are among
the mentioned top-performing methods on the Middlebury public evaluation. As it can be
seen in the figure, R-NCC and MotionStereo results generally present many invalidations.
In playtable, MotionStereo and IDR are not able to provide reliable disparity values of the
floor while our method is giving an accurate estimation. The proposed DAWA+var-flow
method properly estimates the disparity map in these two image pairs and gives neither
areas with large errors nor many rejections.

Evaluation of DAWA+var-nl

The proposed filtering and densification approach var-nl does not need as input the two
images of the stereo pair, since the weights for the non-local term are computed on the
reference image I1. Therefore, it can be used to filter and interpolate the output of active
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I1 Ground truth DCNN [134] R-NCC [124]

I2 MotionStereo [200] IDR [118] DAWA+var-flow

I1 Ground truth DCNN [134] R-NCC [124]

I2 MotionStereo [200] IDR [118] DAWA+var-flow

Figure 1.9: Visual results for adirondack (top) and playtable (bottom) stereo pairs from
the Middlebury training dataset. Comparison between the proposed DAWA+var-flow and
top-performing methods according to the public Middlebury evaluation (see Table 1.2).
Red pixels in the ground truth correspond to occluded pixels, while they denote invalidated
matches for all the methods.

stereo methods such as the one obtained with a Kinect camera. This camera provides
both an RGB image and a depth map, the latter usually presenting unknown areas and
noise. In Figure 1.10 we illustrate an example of filtering and interpolating a depth output
from a Kinect, where the single RGB image is used to compute the weight distribution
needed in var-nl. Apart from noise and unknown regions, the depth map acquired by this
camera contains discrete values. However, by applying the method we achieve sub-pixel
precision on the filtered map. It can be seen how the proposed variational method var-nl
accurately interpolates the unknown areas.

In Figure 1.11 we compare DAWA+var-nl against learning methods MC-CNN [232]
and PSMNet [34]. With the recent success of deep learning in computer vision, stereo
methods using convolutional networks and learning strategies continuously appear. Zbon-
tar and LeCun proposed two different networks to establish a similarity measure between
patches, MC-CNN-fst and MC-CNN-acrt [232]. Left and right image patches are pro-
cessed, independently but sharing weights, using several convolutional layers. In the fast
method, the output of last layers are combined through dot product to obtain the simi-
larity measure, while in the accurate architecture they concatenate the last layer for each
patch and apply several fully-connected layers, the last one providing the similarity score.
The method includes several post-processing steps, including cross-bassed cost aggregation
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RGB Depth (Kinect) var-nl

Figure 1.10: Example of interpolation and filtering using non-local regularization of the
depth map extracted with a Kinect RGBD camera. Data from [220].

and semiglobal matching, among others.

The PSMNet method proposed by Chang and Chen [34] proposes an architecture
to predict depth from an input stereo pair. Each image is filtered independently but
sharing weights by means of several convolutional layers, including dilated convolutions
and average poolings. Then, they manually build a cost volume which is further filtered
through 3D convolutional layers, resulting in the final disparity map.

These methods provide a dense result and its quantitative evaluation is reported in
Table 1.1. MC-CNN-fst and MC-CNN-acrt have similar performances with an average
error of 3.87 and 3.81, respectively, while PSMNet gets 9.60. Compared to the best
configuration of the proposed methods, DAWA+var-nl yields an error of 1.15 with a 73.24%
of density. In Figure 1.11, resulting disparity maps and error images are illustrated for
MC-CNN-fast, MC-CNN-accurate, PSMNet and DAWA+var-nl for the teddy stereo pair.
PSMNet produces many significant errors, even on areas where disparity is regular or near
constant. Also, most disparity discontinuties present large error areas. The results from
MC-CNN-fast and MC-CNN-accurate present visually less errors, most of them being
close to depth discontinuities. With the invalidation criteria of our method we are able to
discard the major part of these errors. However, at some discontinuities we are giving a
more accurate result, as it can be seen in the crop located at the left.

Comparison against the Densification Methods ELAS and EpicFlow

Figure 1.12 compares the proposed variational methods against ELAS [71] and EpicFlow [166]
interpolation approaches. In order to evaluate only the filtering and interpolation step,
all these experiments use as initialization the local method DAWA. For both ELAS and
EpicFlow, we use the code provided by the authors and we added a left-right consistency
check to compare all methods under the same conditions. To perform such a test, the two
directional disparity maps computed by DAWA have to be filtered and interpolated by all
the algorithms.

In general, ELAS seems to be the one giving the most dense result but it is inconsistent
near depth discontinuities, as it is reflected in all the crops. EpicFlow fails at some areas
where the local estimation was correct, such as in the right crop in ArtL, where the thin
sticks have been invalidated. Unlike EpicFlow and var-nl, the interpolation process in
ELAS and var-flow includes a term accounting for the matching of image features. In
ELAS it penalizes differences in image derivatives of corresponding pixels, while in var-
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MC-CNN-fst MC-CNN-acrt PSMNet DAWA+var-nl

Figure 1.11: Comparison against learning methods MC-CNN-fst [232], MC-CNN-acrt [232]
and PSMNet [34]. Red pixels for these methods correspond to ground truth occlusions
while our result includes invalidated matches. Error images have been clipped into the
range [0, 2.5].

flow we penalize both color and gradient differences. The proposed variational approaches
produce competitive results with respect to both methods, achieving accurate estimations
near discontinuities without producing new invalidations.

Quantitatively, as reported in Table 1.1, both var-flow and var-nl applied on DAWA
achieve a lower average error than the one obtained with ELAS and EpicFlow interpo-
lations, which yield an error of 2.83 (89.92%) and 1.49 (80.91%), respectively. However,
with var-flow we get an average error of 1.23 (71.80%), which is lower in the case of var-nl,
with an error of 1.15 (89.92%).

1.5.3 Adaptation and Application to Satellite Images

In this section we apply the proposed stereo approaches to satellite images. In particular,
to urban images acquired by satellite Pléiades, provided by the Centre Nationale d’Études
Spatiales (CNES). First, in order to deal with this specific case, we present a modification
of DAWA. This modification is necessary when dealing with urban satellite images and
it is related with the choice of parameters λ and γ that weight the mean color and cost
term, respectively, in the proposed weight function.

Adaptive DAWA λ and γ Parameters

Generally, urban images acquired by satellite Pléiades present a huge part which is ex-
cessively dark due to the shadow projected by buildings. In urban environments, high
buildings might turn entire streets into the shadow. This effect produces a drastic de-
crease of contrast in these parts, for which we need to pay special attention.
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DAWA DAWA+ELAS DAWA+EpicFlow DAWA+var-flow DAWA+var-nl

Figure 1.12: Comparison of the proposed variational interpolation against state-of-the-art
densification methods ELAS [71] and EpicFlow [166]. In all cases, the initial disparity
map is the one estimated by the local method DAWA. Red pixels in the ground truth
denote occluded points for which it is not possible to obtain its depth, while they indicate
invalidated matches in all the other images.

Left image λ = 6, γ = 4 λ = 0.5, γ = 0.5

Figure 1.13: Influence of the weight parameters λ and γ in the original DAWA method
applied to a satellite image. The combination λ = 6 and γ = 4 results in failures at shadow
regions while it gives proper results at brighter areas. On the other hand, by decreasing
these values to 0.5, the result is improved at dark regions while it gets worse at brighter
ones.

The original DAWA results in failures at these dark areas while bright ones are correctly
matched with the proposed set of parameters β = 11, λ = 6 and γ = 4. By decreasing
λ and γ to values around 0.5, the result was significantly improved in these dark regions
while it was getting worse in brighter ones. The decrease of these parameters makes the
support weights to depend more on the mean color similarity and cost terms, thus being
more restrictive when considering pixels around the center pixel to aggregate their costs.
It makes sense as in dark areas differences in color are too small. See Figure 1.13 for an
illustration of this problem.

We present an adaptive version of the DAWA algorithm in which we spatially adjust
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Figure 1.14: Graph of the function fp (1.31) used to adapt the weight parameters λ and γ.
The figure shows the graph for p = γ. The function is designed such that the x-coordinate
of the inflection point coincides with the image mean.

these parameters λ and γ according to the local configuration of the image. The aim is
that at dark regions they both are close to 0.5 and they are around λ = 6 and γ = 4 for
the rest of the image. Therefore, we propose to replace the color and cost terms and use
the weight function

w(p,q,d) = exp
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where fλ and fγ are sigmoid functions,

fp(x) = m2
p +

M2
p −m2

p

(1 + c−x/Ī)c
, p ∈ {λ, γ}, (1.31)

with c = 18, mλ = 1/
√

2, Mλ = 6, mγ = 1/
√

2, Mγ = 4, that have been set experimentally,
and with Ī being the image mean value. These functions are designed such that the x-
coordinate of the inflection point coincides with the image mean. Figure 1.14 displays the
graph of this function for p = γ.

Performance on Real Satellite Images

Figure 1.15 visually shows the improvements when using the proposed spatially adapted
parameters λ and γ in DAWA. We compare this result with the use of fixed λ = 6
and γ = 4. As it can be seen in both examples, disparity is more accurate near depth
discontinuities when we use the adaptive DAWA. Estimation at shadow areas, such as
in the streets next to the buildings is significantly improved. Besides, the disparity at
brighter areas such as building roofs is roughly the same one that we obtain with fixed
parameters.

In Figure 1.16 we display the results of the adaptive DAWA and after the application of
the proposed variational interpolation methods var-flow and var-nl, for different satellite
image pairs. Both interpolation algorithms densify the result with adaptive DAWA. The
completion algorithm that visually performs the best is var-nl. It is the one yielding a
more dense result with a regular disparity map at the same time that provides sharp edges.

In the same Figure 1.16 we include the result obtained with the state-of-the-art method
MGM [56]. The proposed methods show to be very competitive with respect to MGM. In
the three examples, DAWA+var-nl’s result is more dense and more accurate near depth
discontinuities, compared to MGM.

1.5.4 Application to Optical Flow

The local method DAWA and the interpolation approach var-flow have been designed to
also estimate 2D correspondences. In this section, we apply the combination DAWA+var-
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Reference image λ = 6, γ = 4 Adaptive λ and γ

Figure 1.15: Improvements when using adaptive parameters λ and γ, compared to the
original DAWA with fixed λ = 6 and γ = 4.

flow to the optical flow problem. Particularly, we test our algorithm on Middlebury [8] and
MPI-Sintel [29] flow training datasets. The Middlebury dataset consists of 8 sequences
of two frames from different scenarios. Figure 1.17 shows reference images and ground
truth optical flow of this dataset. On the other hand, the MPI-Sintel dataset consists of
23 sequences with multiple frames which are derived from an animated short film. These
sequences are available in two modalities, Clean and Final. The Final sequences include
motion blur and atmospheric effects, while the Clean images are free of these effects.
Figure 1.18 illustrates five examples of this dataset.

In optical flow experiments, the parameters of the local algorithm DAWA have been set
to β = 8, λ = 6, γ = 4, with a 15× 15 squared window as the neighboring region Np. The
sub-pixel precision consists of 1/4 of pixel and the pyramidal scheme uses three scales.
In this case, trade-off parameters of the variational formulation have been individually
optimized for each image.

Figure 1.19 displays the proposed interpolation process for optical flow sequences.
Rejected pixels in the local estimation due to a lack of texture or self similarities are
correctly estimated using the proposed variational approach. The imposition of regularity
allows to fill these areas at the same time that preserves the discontinuities and fine details
estimated with the local approach.

The proposed method is now compared to the variational optical flow method from
Brox et al. [19] (BVOF), the discontinuity-preserving approach from Monzón et al. [143]
(DPOF), the edge-preserving interpolation from Revaud et al. [166] (EpicFlow) and the
large-displacement optical flow method from Palomares et al. [157] (FALDOI), which we
used to minimize the TV-L1 functional. As our final result includes a validation by left
right consistency, we have applied the same criterion to the other methods in order to
provide a comparable evaluation.
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Reference image MGM DAWA DAWA+var-nl DAWA+var-flow

Figure 1.16: Performance of the presented adaptive DAWA and the proposed filtering
and interpolation methods var-flow and var-nl on urban satellite images, compared to the
state-of-the-art method MGM [56].

Dimetrodon Grove2 Grove3 Hydrangea

Rubberwhale Urban2 Urban3 Venus

Figure 1.17: Middlebury optical flow dataset [8] used for evaluation. For each sequence,
we show the reference image (left) and ground truth optical flow (right).

Middlebury Dataset

Table 1.3 reports a quantitative evaluation on the Middlebury flow training dataset [8]. We
compare the average End-Point Error (EPE) over non occluded pixels. For the proposed
method, we have included the results of the local and final steps. As depicted in the table,
the variational method refines the local result increasing its density, but also reducing the
error in most cases. In average, our method is the one achieving the lowest error yielding
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Alley 2 Bamboo 1 Bandage 2 Cave 2 Temple 2

Figure 1.18: Some examples of the MPI-Sintel optical flow dataset used for evaluation [29].
For each displayed sequence, we show the reference image of the Clean set (top), the one
from the Final set (middle) and ground truth optical flow (bottom).

a similar density to the other methods.

Figure 1.20 displays the estimated flows for grove2, rubberwhale and venus sequences.
Black pixels in the vector field correspond to rejected matches or occlusions. In grove2,
BVOF and DPOF estimates have isolated errors close to flow discontinuities. EpicFlow
provides a more regular estimation which is however over-smoothed at discontinuities. The
proposed algorithm gives a regular estimate while preserving flow discontinuities. There is
a shadow in left part of the ball in the rubberwhale sequence in which most methods have
difficulties since the motion of the shadow is caused by the ball and not by the ground.
As it is noticeable in the figure, our method achieves a good estimation. Similarly, in the
venus sequence we provide a more reliable result near flow discontinuities and less failures
than the other methods.

MPI-Sintel Dataset

In Table 1.4 the method is evaluated on the MPI-Sintel training dataset [29]. The ta-
ble reports the EPE and density in average over the Clean and Final datasets. All the
experiments with these datasets have been executed using the first and second frames of
each sequence. In both Clean and Final sequences our algorithm achieves again the lowest
EPE and with a high amount of valid estimations. Specifically, for the Final sequences we
provide an average EPE of 0.4865 while the second best performing is EpicFlow with an
EPE of 0.6323, the two algorithms having a similar average density value.

Visual examples for the MPI-Sintel dataset are included in Figure 1.21. EpicFlow
tends to assign to some foreground areas the movement in the background. This occurs in
all the examples: the elbow and the leg in alley 1, the butterfly in bamboo 1 and the ear of
the dragon in bandage 1. BVOF and DPOF also present difficulties in the ear in bamboo 1.
The bandage 1 sequence has illumination changes at the right part of the background. The
methods BVOF, DPOF and FALDOI are not robust to these changes and produce errors.
On the contrary, an accurate estimation is given in this area by EpicFlow and our method.

Finally, Figure 1.22 illustrates the robustness of our method to changes in illumination.
The shaman 3 sequence of the Final MPI-Sintel dataset, presents illumination changes
due to shadows at some image locations. The estimations from BVOF, DPOF, EpicFlow
and FALDOI completely fail at those pixels presenting alterations in illumination. The
proposed method is the only one giving an appropriate result in this region.
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Ground truth DAWA DAWA+var-flow

Figure 1.19: Before and after the variational interpolation on Middlebury and MPI-Sintel
sequences. Black pixels correspond to invalidated matches or occlusions. Invalid regions
due to ambiguities or self similarities in the local estimation are filled by the proposed
variational approach. In the interpolated result, rejected pixels mostly belong to occluded
regions.

1.6 Conclusions and Future Work

This chapter presents novel approaches to solve the stereo correspondence problem. The
proposed strategy comprises local disparity estimation and depth filtering and interpo-
lation. For local correspondences, we presented DAWA, which is designed to cope with
large displacements and the fattening effect. We use a new aggregation weight scheme
in which, apart from color similarity and spatial distance terms introduced by Yoon and
Kweon [224], we include an extra term based on the cost of matching the neighboring
pixel with the considered displacement. In order to only keep reliable estimations, several
criteria for match validation are proposed. Moreover, the search range is locally adapted
by means of a multi-scale strategy, which has shown to reduce match ambiguities.

On the other hand, two different variational models have been introduced for the
filtering and densification of the sparse local estimation. The first model is based on
optical flow formulation and it is designed to cope with additive changes in illumination
while using the result obtained at each pyramidal scale of the local stage. The second
model combines local and non-local regularization with a fidelity term to the initial map
at known areas. The non-local term imposes the image geometry to the disparity map,
while the total variation helps not to copy image patterns and textures.

We have shown qualitative and quantitative results compared to state-of-the-art ap-
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Sequence
BVOF DPOF EpicFlow

EPE Density EPE Density EPE Density

dimetrodon 0.0891 100 0.0852 99.61 0.0814 100

grove2 0.1421 98.11 0.1449 95.73 0.1524 98.76

grove3 0.4959 93.17 0.4107 87.62 0.5778 95.87

hydrangea 0.1751 99.50 0.1743 96.82 0.1592 99.81

rubberwhale 0.1029 99.85 0.0995 98.39 0.1278 99.91

urban2 0.2021 95.69 0.1744 91.93 0.1925 95.78

urban3 0.4104 94.43 0.2314 93.26 0.2670 86.11

venus 0.2898 98.09 0.2743 97.14 0.2691 97.83

Average 0.2384 97.36 0.1993 95.06 0.2284 96.76

Sequence
FALDOI DAWA DAWA+var-flow

EPE Density EPE Density EPE Density

dimetrodon 0.1703 100 0.2718 99.09 0.0975 99.98

grove2 0.1360 98.56 0.1847 93.54 0.1360 97.98

grove3 0.5323 94.77 0.2966 82.91 0.3341 83.81

hydrangea 0.2780 99.36 0.1913 97.06 0.1612 98.89

rubberwhale 0.1989 99.86 0.1166 97.17 0.0898 99.74

urban2 0.1949 96.20 0.2394 86.93 0.1605 94.92

urban3 0.3681 93.76 0.2927 69.86 0.2787 94.27

venus 0.3056 98.34 0.2664 87.61 0.1988 97.97

Average 0.2730 97.61 0.2324 89.27 0.1821 95.95

Table 1.3: Evaluation on Middlebury optical flow training dataset [8]. Comparison be-
tween methods DAWA, DAWA+var-flow, BVOF [19], DPOF [143], EpicFlow [166] and
FALDOI [157]. The evaluation is based on the end point error over non occluded pixels.

Method
Clean Final

EPE Density EPE Density

BVOF 0.4481 89.53 1.1100 87.62

DPOF 0.3197 86.21 1.5409 84.39

EpicFlow 0.2878 93.21 0.6323 88.68

FALDOI 0.7186 93.30 0.7444 88.05

DAWA 0.2617 80.09 1.0350 71.29

DAWA+var-flow 0.2307 89.42 0.4865 85.34

Table 1.4: Evaluation on the MPI-Sintel optical flow training dataset [29], for Clean and
Final sequences. Comparison between the proposed DAWA+var-flow and BVOF [19],
DPOF [143], EpicFlow [166] and FALDOI [157]. The evaluation is based on the end point
error (EPE) over non occluded pixels, averaged over the entire dataset.

proaches, using the public Middlebury stereo dataset. The experiments have demonstrated
the promising results of the presented methods. Moreover, we have applied the proposed
correspondence estimation methods to optical flow, and the results on the Middlebury and
MPI-Sintel dataset have shown the method to be competitive with respect to the state of
the art for this problem.

Besides, an application to satellite imaging has also been shown. For this special case,
a modification of the original algorithm is presented for DAWA in order to deal with urban
satellite images, which present large black areas. We have shown the need of adapting the
color and cost weight parameters. These values have been locally adjusted for each pixel
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Ground truth BVOF DPOF EpicFlow FALDOI Proposed

Figure 1.20: Visual results for grove2, rubberwhale and venus datasets from the Middle-
bury optical flow benchmark [8]. Comparison between our method DAWA+var-flow and
BVOF [19], DPOF [143], EpicFlow [166] and FALDOI [157]. Black pixels correspond to
rejected matches or occlusions.

in the image by means of a sigmoid function. This function assigns a very low weight of
the parameter to those pixels that belong to dark regions in the image and the default
weight otherwise.

Future work could be focused on the introduced non-local regularization scheme. The
model could be further improved by adding a brightness constancy term, that enforces
corresponding pixels to have similar color. In addition, disparity estimations from in-
termediate scales could be included as additional fitting data, as well as more accurate
validation tests. Moreover, it would also be interesting to investigate the incorporation of
a learning-based cost to DAWA, similarly to the one used by Zbontar and LeCun [232].
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BVOF DPOF EpicFlow FALDOI Proposed

BVOF DPOF EpicFlow FALDOI Proposed

BVOF DPOF EpicFlow FALDOI Proposed

Figure 1.21: Visual results for alley 2 (top), bamboo 1 (middle) and bandage 1 (bottom)
Clean sequences from the MPI-Sintel public benchmark [29]. For each sequence, the top
row shows the first input fame and the ground truth optical flow. At the bottom, a compar-
ison between the proposed DAWA+var-flow and BVOF [19], DPOF [143], EpicFlow [166]
and FALDOI [157]. Black pixels correspond to rejected matches or occlusions.

I1 I2 GT BVOF DPOF EpicFlow FALDOI Proposed

Figure 1.22: Example of an image with illumination changes between frames. The
shaman 3 sequence of the Final MPI-Sintel dataset presents changes in illumination in
some locations. We compare the vector field for a crop of this image between the ground
truth (GT) and the estimation provided by BVOF [19], DPOF [143], EpicFlow [166], FAL-
DOI [157] and the proposed DAWA+var-flow, which uses a term robust to alterations in
illumination. Black pixels correspond to rejected matches or occlusions.
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Chapter 2

Depth Estimation from Light
Field Images

In this chapter, we propose a depth estimation method for light fields. Light field images
can be considered as a collection of 2D images taken from different viewpoints that are
arranged in a regular grid. We exploit this configuration and compute the disparity maps
between specific pairs of views. This computation is carried out by a two-view stereo
method. Specifically, at this stage we will use and compare the multi-scale and multi-
window method MSMW [24] and the disparity adapted weighted aggregation DAWA pre-
sented in Chapter 1, both providing a non-dense disparity estimation. Then, the disparity
maps are densified by a variational algorithm previous to its combination. Disparities
obtained from several pairs of views are then fused to obtain a unique and robust estima-
tion. Finally, different experiments on synthetic and real images show how the proposed
method outperforms state-of-the-art results.

This chapter is organized as follows. Section 2.1 introduces the depth estimation
problem from light field images. In Section 2.2 we present, to the best of our knowledge,
the state-of-the-art methods for depth recovery from light fields. In Section 2.3 we describe
the proposed approach for two-view disparity estimation. In Section 2.4 we introduce the
proposed algorithm to robustly combine the two-view disparities. Section 2.5 compares
the performance of the proposed method with state-of-the-art algorithms, for synthetic
and real light field images. Finally, conclusions and plans for future work are included in
Section 2.6.

2.1 Introduction

Traditional images provide, for each visible point in the scene, the sum of all light rays
coming from different angles. In contrast, the 4D light field image gathers the intensity
values for each ray direction. The two-plane parametrization is commonly used to repre-
sent these rays, which is achieved from its intersection with two parallel planes Ω and Π.
In the plane Ω lie the spatial coordinates (x, y); while Π contains the angular coordinates,
(s, t). Under this setting, the light field image can be considered as a collection of tradi-
tional 2D images defined on Ω and taken from different viewpoints (s, t) ∈ Π. Each one
of these images is referred to as sub-aperture images or views of the light field.

We focus on the depth recovery for a scene acquired with a plenoptic camera. Classical
depth recovery algorithms are divided into two categories. Algorithms dealing with a
collection of images, directly try to estimate the 3D coordinates of image points as well
as the position and orientation of cameras, see, for example, Furukawa et al. [67]. These
algorithms may use up to hundreds of images taken from very different viewpoints, and
use characteristic points matched across several images to define an energy minimization
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formulation. On the other hand, the algorithms dealing with two images actually compute
the disparity between the epipolarly rectified images. Once the epipolar lines are made
horizontal, the disparity between the coordinates of the same pixel in the two images is
inversely proportional to the actual depth of the pixel.

The advantage of having a light field image compared with an arbitrary collection of
images of the scene is that in the first scenario the center of each sub-aperture view is
arranged in a regular grid. This means that views are equally spaced in the vertical and
horizontal directions. This permits to consider disparity between two any consecutive
views since they are naturally rectified. Moreover, the disparity magnitude of any pixel in
any consecutive view remains the same4, which allows for the design of robust algorithms
that combine different estimations.

We propose to first estimate the disparity between specific pairs of views and then
to combine these results to obtain a robust disparity estimation. For two-view disparity
estimation we propose to use a local technique plus global filtering and interpolation.
For local correspondences, the method was first designed using the multi-scale and multi-
window algorithm MSMW [24]. However, as seen in Chapter 1, MSMW is outperformed
by the proposed disparity adapted weighted aggregation DAWA. Therefore, results using
DAWA will also be presented.

Then, we densify each two-view estimation using a variational model, which we denote
by var-flow-o. The energy functional is based on optical flow formulations, similarly to
var-flow from Chapter 1. The narrow baselines of plenoptic light fields let us to accurately
estimate occlusions. Therefore, in the proposed functional the brightness and gradient
constancy terms are only imposed at non-occluded pixels. Finally, we apply different
criteria for validating the resulting disparity map and only keep correct matches.

The two-view stereo method is used to estimate the disparity between the central view
and other views in the same row and column. Since the occluded pixels in the horizontal
and vertical views are complementary, the use of all views in the same row and column
allows for a better recovery of disparity near depth discontinuities. The estimated values
are then robustly combined in order to obtain an accurate disparity map.

The application of the local method MSMW [24] for two-view stereo plus the proposed
robust combination of disparity estimates was presented in the International Conference
on Image Processing (ICIP) [146]. The application of MSMW [24], plus the variational
interpolation approach var-flow-o, and its robust combination to have a unique dispar-
ity map for light fields has been published on the journal IEEE Transactions on Image
Processing [149].

2.2 Previous Work

Despite the recent introduction of light field cameras, there exists an incipient literature
in stereo using this type of images. Wanner and Goldluecke [208, 211] used a structure
tensor method to estimate the slope of the lines in the Epipolar Plane Images (EPI). The
two local estimators obtained from these slopes were introduced into a global optimization
problem using total variation as regularizer. Kim et al. [109] also computed the line slopes
at the EPI. They used a fine-to-coarse strategy in which the depth is estimated at edges
and then propagated to the rest of the image. They start at highest resolution and then
proceed to coarser levels which permit to fill in missing parts of the estimated disparity.
Yu et al. [229] studied the geometric structures of 3D lines in ray space and encoded
the line constraints. These constraints were then introduced into a multi-view graph cut
algorithm [116] to improve the stereo matching.

4This is true up to occlusions. That is, if the pixel is not occluded in any of the considered views.
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Magnor and Girod [132] designed a block-matching algorithm using that the disparity
of any point in the scene is identical if computed with any pair of contiguous views. For
each block in the reference image and any tested disparity value, the according blocks
in the four contiguous images were extracted and averaged. The difference between the
reference and averaged blocks was taken as criterion to be minimized, selecting the dispar-
ity providing the smallest cost. Goldluecke et al. [76] proposed to compute the disparity
between the reference image and each one of the remaining views by a block comparison
algorithm. Each one of these estimates was filtered by a differential equation in order
to remove outliers. The final depth per pixel was estimated by averaging a selection of
reliable estimates. Sabater et al. [175] estimated the disparity directly from the mosaicked
raw light field data provided by the plenoptic cameras. A sum of squared differences
was adapted to deal with blocks in the mosaicked data. The displacement was computed
between horizontal and vertical views and combined by a median estimator. Occlusions
were detected depending on the standard deviation of the set of computed disparities per
pixel. Heber et al. [83] combined the Active Wavefront Sampling [65] with the light field
structure. The authors introduced a variational formulation using the total generalized
variation of second order with an anisotropic diffusion tensor.

Tao et al. [194] sheared the 4D light field image with different values and kept the
ones yielding optimum defocus and correspondence responses. The defocus response is
based on the spatial derivative after the angular integration of the sheared 4D light field
image. The correspondence response corresponds to the angular variance of the sheared
image. From each response two estimations are obtained, whose confidence is measured
by means of Peak Ratio [85]. Finally, both estimations and confidences are combined
with Markov Random Field propagation. The recently proposed method by Wang et
al. [204] modifies [194] in order to handle occlusions. Depth is computed by shearing the
4D light field and analyzing the angular patches of each spatial point. Patches with small
variance correspond to non-occluded points and correspondence and defocus responses are
computed. High variance patches are divided and replaced by the region with minimum
variance to compute both responses.

Chen et al. [36] analyzed the use of angular patches, also referred to as surface cameras,
as proposed in [228]. The authors introduced a bilateral metric measuring the probability
of occlusions on the surface camera at each pixel and for each possible depth. The method
kept the depth value yielding a minimum cost. A reliability measure based on the number
of local minima of the cost function was introduced. Finally, unreliable pixels were filled
using depth propagation.

Jeon et al. [99] built a cost volume taking into account all the views of the light field
image. The cost was written as the sum of absolute color and gradient differences. A
first disparity map was obtained by a winner-takes-all strategy in the cost volume. This
initial disparity was combined with a set of matches obtained applying SIFT [129]. This
combination was written as an optimization problem, which was solved using graph cuts.

Deep learning strategies for estimating depth from light field images have also been
proposed. Shin et al. [182] proposed EPINET, a fully-convolutional neural network that
exploits the epipolar geometry of light fields. The authors also use several data aug-
mentation techniques to deal with the current lack of large light field datasets for depth
estimation.

2.3 Estimation of Two-View Disparities

The first stage of the proposed light field depth estimation consists of establishing pixel
correspondences between specific pairs of views. Specifically, we select the views belonging
to the same row and column as the reference sub-aperture image. Then, the disparity
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maps to be estimated are one-dimensional since they are purely horizontal or vertical.
The proposed method for this disparity estimation combines local and global approaches.

2.3.1 Local Two-View Estimation

We will compare the use of the multi-scale and multi-window method MSMW [24] and the
DAWA algorithm presented in the previous chapter. In the following we briefly describe
these two methods.

Multi-Scale and Multi-Window Method (MSMW)

Favoring reliability rather than completeness, Buades and Facciolo [24] propose a parameter-
less and local stereo matching method which is based on a multi-window block-matching
algorithm.

The MSMW algorithm matches each pixel using elongated windows with different ori-
entations and then chooses the one yielding the minimum matching cost. The cost of
matching two windows is the zero-mean sum of squared differences (ZSSD) [86], which
removes the average intensity of the patch rendering the comparison independent of the
mean intensity. The shape of the window giving the minimum matching cost will intu-
itively be the one for which the disparity function varies the least. That is, the window
being as fronto-parallel as possible. Using elongated and oriented windows improves the
matching on slanted surfaces and close to depth discontinuities. Near a depth discontinu-
ity the chosen window will be aligned with the discontinuity, thus producing valid matches
closer to the discontinuity. Whereas on a slanted surface the chosen window will adapt to
the direction of least variation of the disparity, thus matching with a lower cost.

The procedure is embedded into a coarse-to-fine strategy in which the disparity com-
puted at a coarser scale is used to restrict the search disparity range of the current scale.
Thereby, it reduces the computation time and the matching ambiguity.

To limit the mismatches, a set of criteria is proposed to detect and reject the incorrect
matches. Each criterion is designed to cope with one of the limitations of block-maching.
Non-informative patches are discarded by checking the magnitude of the horizontal deriva-
tive in the window, inspired by the analytical study of correlation in Blanchet et al. [14]
and Sabater et al. [174]. Match ambiguity is solved by adapting previous distinctiveness
approaches from Manduchi et al. [133] and Sabater et al. [172], while a new criterion is
designed to cope with fattening effects due to occlusions. Unlike most match validation
methods, the proposed ones in [24] have no trade-offs and are virtually parameter-less
besides the size of the patch.

The disparity precision of the matching algorithm is fixed a priori. The sub-pixel
accuracy is attained by re-interpolating the secondary image in the epipolar direction up
to the desired precision.

Disparity Adapted Weighted Aggregation (DAWA)

The local method DAWA consists of a block-matching algorithm that uses adaptive sup-
port weights. Apart from color similarity and spatial distance, these weights depend on
the tested disparity with the goal of favoring pixels within the window sharing the same
disparity as the reference pixel, which is the main assumption that we consider when
we use a block-matching algorithm. In particular, the weights penalize pixels within the
window matching with large ZSSD cost with the considered disparity.

The approach also includes several tests for validating the reliability of each estimated
match. These tests comprise left-right consistency, rejection of ambiguous matches due
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to self-similarities, fattening effect detection and rejection of isolated valid matches. Be-
sides, as MSMW, the method is embedded into a pyramidal scheme to locally restrict the
disparity search range.

2.3.2 Interpolation of Invalidated Points (var-flow-o)

Local methods fail at estimating disparity at areas with insufficient discriminative infor-
mation. These regions will be masked as unreliable by the validation tests. The use of
global strategies enforcing regularity permits to interpolate these areas. In this section
we introduce var-flow-o, a variational method to filter and interpolate the sparse local
estimation.

Let Ω ⊂ R2 be an open bounded domain, usually a rectangle inR2, and I1, I2 : Ω→ RC̃

be the left and right images of the stereo pair, respectively, where C̃ is the number of
channels per image. Let d̄ : Ω → R be the estimated disparity by the local method
MSMW or DAWA and md̄ : Ω → {0, 1} be the mask of validated matches, which equals
one for reliable pixels and zero otherwise. We also denote by ū : Ω → R2 the 2D vector
field describing the estimated disparity, that is, ū = (ū1, ū2) = (d̄, 0).

We modify the optical flow approach from Brox et al. [19] by introducing a term that
limits the difference between ū and the new vector field u : Ω → R2, u = (u1, u2) for
validated pixels. That is,

E(u) =

∫

Ω
mv(x) Ψ




C̃∑

c=1

(Ic2(x + u)− Ic1(x))2


 dx

+γ

∫

Ω
mv(x) Ψ




C̃∑

c=1

‖∇Ic2(x + u)−∇Ic1(x)‖2

 dx

+α

∫

Ω
Ψ
(
‖∇u1‖2 + ‖∇u2‖2

)
dx

+φ

∫

Ω
md̄(x) Ψ

(
‖u− ū‖2

)
dx,

(2.1)

where x = (x1, x2) ∈ Ω and Ψ(s2) =
√
s2 + ε2, with ε = 0.001. Constants α, γ, φ > 0 are

trade-off parameters and Ici corresponds to the channel c of the image Ii, with i ∈ {1, 2}.
The mask md̄ permits to select at which pixels the estimated flow should be similar to the
locally computed matches.

A similar formulation for grayscale images is proposed in Brox et al. [20]. In contrast
to [20], we take into account occlusions into the energy functional in order not to consider
the optical flow constraint and the gradient constancy term at occluded points. This is
achieved through the mask mv : Ω → {0, 1}, which invalidates these two assumptions at
occluded points, that is, mv(x) = 0 if x is occluded and one otherwise. Since occluded
points have no correspondence, we cannot enforce the vector field to match them with
similar points in the second image.

Notice that the proposed functional differs from var-flow, introduced in the previous
chapter, in the inclusion of the occlusions mask mv and that the data fidelity terms only
compare single pixel values. Unlike general two-view stereo pairs, plenoptic light fields
present narrow baselines. These small baselines permit us to accurately estimate occluded
pixels, while wider ones would difficult this task. For this reason, we just benefit from
the occlusions mask in the case of light fields. Second, var-flow compared a whole patch
around the reference pixel and removed the mean value in order to be robust to changes
in illumination. Generally, light field sub-aperture images do not present illumination or
color changes and therefore the data fidelity term just compares single pixel values.
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Energy Functional Minimization

The energy functional E(u) can be minimized by solving the corresponding Euler-Lagrange
equations. These are,

0 = mv(x) Ψ′D ·




C̃∑

c=1

(Ic2(x + u)− Ic1(x))Ic2,x(x + u)




+γ mv(x) Ψ′G ·




C̃∑

c=1

(Ic2,x(x + u)− Ic1,x(x))Ic2,xx(x + u)

+
C̃∑

c=1

(Ic2,y(x + u)− Ic1,y(x))Ic2,xy(x + u)




−α div(Ψ′S · ∇u1) + φmd̄(x) Ψ′N · (u1 − ū1),

0 = mv(x) Ψ′D ·




C̃∑

c=1

(Ic2(x + u)− Ic1(x))Ic2,y(x + u)




+γ mv(x) Ψ′G ·




C̃∑

c=1

(Ic2,x(x + u)− Ic1,x(x))Ic2,xy(x + u)

+
C̃∑

c=1

(Ic2,y(x + u)− Ic1,y(x))Ic2,yy(x + u)




−α div(Ψ′S · ∇u2) + φmd̄(x) Ψ′N · (u2 − ū2),

(2.2)

where for simplicity in the notation we have used

Ψ′D := Ψ′




C̃∑

c=1

(Ic2(x + u)− Ic1(x))2


 ,

Ψ′G := Ψ′




C̃∑

c=1

‖∇Ic2(x + u)−∇Ic1(x)‖2

 ,

Ψ′N := Ψ′
(
‖u− ū‖2

)
,

(2.3)

with Ψ′(s2) = 1
2
√
s2+ε2

.

For solving the system of equations (2.2) we use the Successive Over-Relaxation (SOR)
method. The warpings of I2 are approximated by using Taylor expansions of first order
and discretization is performed using centered finite differences. Once we have computed
the optical flow u = (u1, u2), we only keep the first component u1 as the interpolated
disparity map, d = u1.

Multi-Scale Strategy

The minimization is achieved using a coarse-to-fine strategy. Thus, the problem is solved
at each scale obtaining successive approximations of the vector field. We use the same
procedure presented in [137].

First, we build the pyramid of images {Ik1 }k=Nscales
k=0 and {Ik2 }k=Nscales

k=0 , where I0
1 = I1

and I0
2 = I2 are the original ones (finest scale). The pyramid is built by downsampling

the images with a factor of η ∈ (0, 1), using bicubic interpolation. That is,

Iki (ηx) = Gσ ∗ Ik−1
i (x), i = 1, 2, (2.4)
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y

x

x+ 1

x+ k

x+ k + 1

Figure 2.1: Computation of the occlusions mask mv. White pixels denote valid matches
while red ones are supposed to be invalid. In the horizontal line y the unmatched segment
starts at x + 1 and ends at x + k. Then, we check if x occludes x + k + 1 or vice versa
following Equation (2.8).

where Gσ is a Gaussian kernel with standard deviation depending on η,

σ(η) = 0.6
√
η−2 − 1. (2.5)

The initial vector field ū is computed at each scale k by downsampling the vector field
from scale k − 1 using bicubic interpolation and multiplying by the downsampling factor:

ūk(x) = η ūk−1

(
x

η

)
. (2.6)

The associated mask md̄ and the occlusions mask mv are obtained at each scale through
nearest neighbour interpolation.

Then, starting from the coarsest scale, i. e. k = Nscales, the optical flow is estimated
at each scale k from the pair of images Ik1 and Ik2 ; masks mk

v and mk
d̄

and vector field ūk.
The estimation at a coarser scale is upsampled using bicubic interpolation in order to use
it as initialization in the next finer scale:

uk−1(x) =
1

η
uk(ηx). (2.7)

In practice, we use η = 0.75.

Computation of the Mask of Occluded Pixels mv

Since occluded points will be unmatched by MSMW or DAWA, we make use of md̄ for
computing this mask. Independently for each horizontal line, we analyze which masked
regions are occluded. We check the disparity at the boundary of the unmatched segment
and identify it as occluded if any of the two boundary points occludes the other one.

Specifically, for each valid pixel (x, y) such that its consecutive pixel (x + 1, y) is
invalid, i.e. md̄(x, y) = 1 and md̄(x + 1, y) = 0, we look for the last invalid consecutive
pixel. That is, we look for k = 2, 3, . . . such that md̄(x + 2, y) = · · · = md̄(x + k, y) = 0
and md̄(x + k + 1, y) = 1 (see Figure 2.1). Then, we check if (x, y) occludes this set of
consecutive invalidated points, i.e.

mv(x+ i, y) =

{
0 if d̄(x, y) ≥ k + 1 + d̄(x+ k + 1, y)

1 otherwise
(2.8)

for i = 1, 2, . . . , k. Notice that this definition holds when d̄(x, y) > 0. In the case of having
d̄(x, y) < 0, the condition is reversed.

An example of occlusion detection is illustrated in Figure 2.2. The second column
displays a locally estimated disparity with the corresponding rejected pixels. The ones
classified as occluded are displayed in green, while the rest of them are red.
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Reference image Local Interpolated

Figure 2.2: Two examples of the disparity estimation process from a single pair. From left
to right: left image of the pair, locally estimated disparity map with invalidated pixels and
final interpolation using the optical flow based algorithm. For the local output, invalidated
pixels classified as occluded by the proposed method (mv) are displayed in green, while
the rest of rejections appear in red. Red pixels in the last column are the ones discarded
by the a posteriori interpolation validation.

Optical Flow Validation

The proposed variational method yields a completely dense result. However, this might
contain errors due to occlusions or excessive regularization. We use several classical vali-
dation criteria [176, 9, 66, 38] aiming at detecting these unreliable matches.

Flow divergence The divergence operator permits to characterize different kinds of
motion [176, 9]. In particular, the divergence of the vector field is negative for occluded
areas. Thus, we invalidate the disparity at a pixel x if

div(u1(x), u2(x)) < εd, (2.9)

with εd = −0.75 in practice.

Color similarity Global regularization may force the flow to erroneously match pixels
with different color. We check a posteriori if the color constraint is fulfilled [176]. That
is, we invalidate a mach if the difference between the motion compensated image and I1

is larger than a certain threshold,

1

C̃

C̃∑

c=1

|Ic1(x)− Ic2(x + u)| > εw, (2.10)

where εw has been experimentally set to 5 for images with values between 0 and 255.

Motion coherence We invalidate a match when the left-based disparity and the inverse
mapping of the right-based estimation differ from more than one pixel. This classical
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Figure 2.3: The light field sub-aperture images are assumed to be arranged in an equally
spaced and regular grid. The method proposed in this chapter estimates the depth between
the central view and those that are in the same row and column, i. e. the images inside
the blue cross. Then, it combines the different estimations to obtain a unique and accurate
disparity map.

test [66, 38] rejects a match if

‖dL(x) + dR(x + dL(x))‖ > 1, (2.11)

with dL and dR being the left and right based disparities, respectively.

Occlusion detection Similarly to the computation of mv, we detect occluded pixels
by analyzing the values of the disparity map d. Since the output of the interpolation
is completely dense, we apply the strategy for all pixels in the image. For each pixel
(x, y) ∈ Ω we look at all the points (k, y) ∈ Ω comprised in the line segment that goes
from x to x + d(x, y) and check if they are occluded. That is, if k + d(k, y) is a point of
the segment, then (k, y) is invalidated.

Figure 2.2 displays an example of the proposed interpolation. This method fills those
regions invalidated by the local approach, mainly due to the lack of discriminative in-
formation. The flow validation discards points belonging to occlusion regions while it
validates matches in poorly textured parts. This final disparity estimation also increases
the sub-pixel precision of the local matching method, removing all sampling issues.

2.4 Light Field Disparity Estimation

The proposed algorithm estimates the depth map of a fixed reference image. We combine
different depth estimations computed using the reference view and the rest of the images.
This combination yields a unique map representing the disparity magnitude and thus the
depth associated with the reference view.

Any view of the light field can be considered as the reference image. However, we
assume it to be the central view, as it is the one producing the best results. This is due to
the fact that occlusion points appearing in the estimation between the central view and
one view at the right do not appear when computing disparity between the central view
and one view at the left, so a reliable disparity estimate can be computed for that points.

65



66 Depth Estimation from Light Field Images

Algorithm 2.1 Light field disparity estimation

Require: Light field image I = Is,t, (s, t) ∈ N × N , p ∈ (0, 1) indicating the minimum
number of considered estimates, coordinates of the reference view (s0, t0), disparity
range for two consecutive views [dmin, dmax] and variational interpolation parameters
α, γ and φ.

Ensure: Disparity map d and validation mask m
1: for s = 0 to N − 1 do
2: if s 6= s0 then
3: [d̂1,s, m̂1,s] = MSMW/DAWA(Is0,t0 , Is,t0 , (s− s0)dmin, (s− s0)dmax)

4: Update d̂1,s and m̂1,s using the proposed variational interpolation var-flow-o.
5: end if
6: end for
7: for t = 0 to N − 1 do
8: if t 6= t0 then
9: [d̂2,t, m̂2,t] = MSMW/DAWA(Is0,t0 , Is0,t, (t− t0)dmin, (t− t0)dmax)

10: Update d̂2,t and m̂2,t using the proposed variational interpolation var-flow-o.
11: end if
12: end for
13: for each pixel (x, y) do
14:

d(x, y) = med

{
d̂1,s(x,y)
(s−s0) ,

d̂2,t(x,y)
(t−t0) :

m̂1,s(x, y) = 1, m̂2,t(x, y) = 1,

s, t = 0, . . . , N − 1, s 6= s0, t 6= t0

}

m(x, y) =

{
1 if

∑N−1
s,t=0,s 6=s0,t6=t0 m̂1,s(x, y) + m̂2,t(x, y) ≥ p · 2N

0 otherwise

15: end for
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We assume that the light field is arranged in an equally spaced and regular grid. We
only use the images in the same row and same column of the central frame, see Figure
2.3. Even if we could combine the depth estimate with all other images this would make
the algorithm too slow. In fact, vertical and horizontal displacements are complementary,
in the sense that horizontally occluded pixels are actually visible in the vertical direction,
and vice versa. It is important to use a robust estimator to combine the different depth
possibilities but also a good occlusion identifier. For this purpose, we take advantage of
the mask provided for each disparity map from two-view correspondences.

Let us consider a light field image as a set of views Is,t, with s, t = 0, . . . , N−1, N ≥ 2.
Given a reference view, Is0,t0 , the goal is to compute the disparity d between Is0,t0 and
Is0+1,t0 . Since these images come from a light field, the disparity magnitude is the same
for any pair of consecutive views. This fact implies that the disparity between Is0,t0 and

any other view Is,t0 is equal to d̂1,s = (s − s0)d, for s = 0, . . . , N − 1. Analogously, it is
also satisfied in the vertical direction since the disparity between Is0,t0 and Is0,t is equal

to d̂2,t = (t− t0)d, for t = 0, . . . , N − 1.

Therefore, we propose to compute the disparities d̂1,s and d̂2,t for s, t = 0, . . . , N − 1,
using the local method DAWA (or MSMW) plus the interpolation var-flow-o formerly
explained. Then, we define the desired disparity d as the median value of all its estimates
that we obtain from d̂1,s and d̂2,t. I. e., the value of d at the pixel (x, y) is given by

d(x, y) = med

{
d̂1,s(x, y)

(s− s0)
,
d̂2,t(x, y)

(t− t0)
:

m̂1,s(x, y) = 1, m̂2,t(x, y) = 1,

s, t = 0, . . . , N − 1, s 6= s0, t 6= t0

}
, (2.12)

where m̂1,s and m̂2,t are the masks of incorrect matches associated to disparities d̂1,s and

d̂2,t, respectively. That is, only validated matches are considered in the combination.
Points for which no valid estimate was found will not be attributed any disparity value.
Moreover, we extend this mask of non-estimated pixels to those for which we do not
dispose of a minimum number of possible estimates.

m(x, y) =

{
1 if

∑N−1
s,t=0 m̂1,s(x, y) + m̂2,t(x, y) ≥ p · 2N,

0 otherwise,
(2.13)

with p ∈ (0, 1). In practice, this value has been set to p = 1/2. This means that we
demand, for each pixel, to have at least the half of the estimations participating in the
median computation.

Algorithm 2.1 details the complete proposed method for light field disparity estimation.

2.5 Experimental Results

In this section, we compare the proposed method with state-of-the-art approaches. Specif-
ically, with the globally consistent depth labelling from Wanner et al. [208] (GCDL), the
combination approach of defocus and correspondence from Tao et al. [194] (CADC), the
occlusion-aware depth estimation from Wang et al. [204] (OADE), the line-assisted graph
cuts method from Yu et al. [229] (LAGC), the phase-based method from Jeon et al. [99]
(PBM) and the block-matching algorithm from Sabater et al. [175] (BMA). We used the
authors’ provided code with default parameters for CADC, OADE, LAGC and PBM,
while we used our own implementation for BMA. GCDL’s results are the ones provided
by the authors and the quantitative metrics are the ones reported in [212].

Regarding our method, we report the results of using MSMW and DAWA for local
correspondences. In both methods we use three scales and a sub-pixel precision of 1/32
pixels. For MSMW we use a squared window of size 5 × 5 and four oriented windows
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Buddha Buddha2 Horses Medieval

Mona Papillon StillLife Couple

Cube Maria Pyramide Statue

Figure 2.4: Center views and ground truth disparities of the light field images used in the
experimentation section. Images from the synthetic HCI light field benchmark dataset
presented in [212].

of equivalent number of pixels. For DAWA we use a squared window of size 15 × 15 and
weight parameters β = 8, λ = 6 and γ = 4. In the interpolation var-flow-o, the three main
parameters α, γ and φ have been independently optimized for each light field image, with
α, φ ∈ {1, 10, 20} and γ ∈ {1, 7}. We use 100 scales in the pyramidal procedure. In the
following, the combination of MSMW+var-flow-o is denoted as MSMW*, while DAWA*
describes the application of DAWA+var-flow-o for two-view correspondences.

2.5.1 Synthetic Light Fields

For quantitative comparison, we use the light field images proposed by the synthetic light
field benchmark dataset presented in [212]. All these light fields are composed by 9 × 9
views, have the ground truth depth available as well as the values of conversion from depth
to disparity. Figure 2.4 shows the center view of these light field images and its ground
truth disparities.

Figures 2.5 and 2.6 illustrate the intermediate disparity estimates by MSMW* and
DAWA* algorithms, respectively, for the buddha light field image. In both cases, we
display each d̂1,i and d̂2,i, obtained by the proposed interpolation and validation of the
initial MSMW or DAWA result (displayed next to it). Red pixels correspond to invalidated
matches. It can be appreciated how in both figures the number of occluded pixels increases
as the target image is further from the center view. As it was expected, occlusions in the
horizontal direction disappear in the vertical estimation and vice versa. The local disparity
maps provided by DAWA are in general more dense than MSMW, as it can be seen in the
dices and in the wooden slanted object. The proposed variational interpolation method
densifies these areas yielding a smooth solution. Finally, the combination of all these
estimates provides the final disparity map displayed at the top of each figure.

In Figures 2.7, 2.8 and 2.9, we show the results on the buddha, stillLife and maria light
field images, respectively. Red pixels in the estimated disparity correspond to occlusions
or ambiguous matches. Notice that approaches LAGC, CADC, OADE and PBM do not
use any validation criteria and provide a completely dense result.

In the buddha image (Figure 2.7) the dice occludes the elongated and slanted table in
some views. We obtain the correct shape of these two objects while other methods merge
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MSMW var-flow-o MSMW var-flow-o MSMW var-flow-o MSMW var-flow-o

d̂1,0 = −4d d̂1,1 = −3d d̂1,2 = −2d d̂1,3 = −d

d̂1,5 = d d̂1,6 = 2d d̂1,7 = 3d d̂1,8 = 4d

d̂2,0 = −4d d̂2,1 = −3d d̂2,2 = −2d d̂2,3 = −d

d̂2,5 = d d̂2,6 = 2d d̂2,7 = 3d d̂2,8 = 4d

Figure 2.5: Top: final disparity estimation for the buddha light field using MSMW*.
Bottom: two-view disparity estimates between the central and each view in the same row
and column. For each estimate, we display the disparity obtained by MSMW (left) and the
dense estimate obtained by interpolation plus the proposed invalidation criteria (right).
Those points invalidated in more than the 50% of the views remain invalidated in the final
result.

both or identify the depth of part of the background corresponding to occluded points as
the depth of the table. The result by GCDL is close to MSMW* and DAWA*, being our
methods more regular in planar areas. PBM, CADC and LAGC completely fail in the
estimation, while results by OADE and BMA are in between, both presenting large error
regions. MSMW* seems to be smoother than DAWA*, while DAWA* results in less errors
near depth discontinuities, as it can be appreciated in the right edge of the column from
the left crop.

The contours of the ball and the pear in the stillLife image (Figure 2.8) are sharp and
regular in our results. However, other methods produce irregularities and artifacts near
these discontinuities. DAWA* provides a more dense result than MSMW*. Invalidated
regions near depth discontinuities are larger in MSMW* than in DAWA*. Also, in maria
image (Figure 2.9) we obtain smoother transitions in the depth of the clothes for MSMW*
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DAWA var-flow-o DAWA var-flow-o DAWA var-flow-o DAWA var-flow-o

d̂1,0 = −4d d̂1,1 = −3d d̂1,2 = −2d d̂1,3 = −d

d̂1,5 = d d̂1,6 = 2d d̂1,7 = 3d d̂1,8 = 4d

d̂2,0 = −4d d̂2,1 = −3d d̂2,2 = −2d d̂2,3 = −d

d̂2,5 = d d̂2,6 = 2d d̂2,7 = 3d d̂2,8 = 4d

Figure 2.6: Top: final disparity estimation for the buddha light field using DAWA. Bottom:
two-view disparity estimates between the central and each view in the same row and
column. For each estimate, we display the disparity obtained by DAWA (left) and the
dense estimate obtained by interpolation plus the proposed invalidation criteria (right).
Those points invalidated in more than the 50% of the views remain invalidated in the final
result.

and DAWA*, compared to the other approaches.

Table 2.1 shows quantitative results in comparison with GCDL [208], LAGC [229],
CADC [194], OADE [204], PBM [99] and BMA [175]. The numbers in the table correspond
to the mean squared error in pixels times 100. Values of GCDL have been obtained from
the table shown in [212]. Empty positions in CADC’s column are due to a non convergence
of the algorithm. We also have included the density of pixels that have been given a
disparity estimation for BMA and our methods MSMW* and DAWA*.

We obtain the lowest error for most light fields with MSMW* and DAWA* with a
reasonable number of estimated pixels, which is greater than 80% in all cases. Dense
results provided by our approaches are also the best compared to the rest of dense methods.
Average errors reported by MSMW* and DAWA* in both sparse and dense results are
the lowest compared to the state of the art. For MSMW* we can appreciate how the
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Ground truth LAGC CADC OADE GCDL

PBM BMA MSMW* DAWA* DAWA* dense

Figure 2.7: Experiments on the buddha light field image from the synthetic light field
dataset presented in [212]. Comparison between the proposed MSMW* and DAWA*, and
GCDL [208], LAGC [229], CADC [194], OADE [204], PBM [99] and BMA [175]. Bottom
row displays the committed error in range [0, 0.25]. Red points in BMA and in our results
represent invalidated pixels.

proposed validation criteria properly detects incorrect matches since the average error has
an important increment when we do not apply them. If we compare the metrics for dense
solutions, the best performing state-of-the-art method is OADE with an average error of
0.88, which is outperformed by MSMW*, with an error of 0.81, which is further lower in
DAWA*, with an error of 0.71.

In the experiments tested so far we have a total of 9× 9 available views. However, for
real light field images this angular resolution may be smaller. For this reason, we show in
Table 2.2 a comparison of the errors obtained with MSMW* using 5×5 or 9×9 views. The
numbers correspond to the mean squared error in pixels times 100. The error increases
for all tested light field images when using fewer estimates. Nevertheless, the results are
comparable with the ones achieved by all methods displayed in Table 2.1 and it is still the
one with lowest average error.

Table 2.3 compares the time of execution of MSMW* and DAWA* with LAGC, CADC,
OADE, PBM and BMA for the buddha light field image. LAGC code is a program for
Windows, while codes from CADC, OADE and PBM are implemented in Matlab, the
two last ones using some C++ functions. Our algorithms and the implementation for the
BMA method is in C++. All tests have been performed with a 2.0 GHz Intel Core i7 CPU
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Ground truth LAGC CADC OADE GCDL

PBM BMA MSMW* DAWA* DAWA* dense

Figure 2.8: Experiments on the stillLife light field image from the synthetic light field
dataset presented in [212]. Comparison between the proposed MSMW* and DAWA*, and
GCDL [208], LAGC [229], CADC [194], OADE [204], PBM [99] and BMA [175]. Bottom
row displays the committed error in range [0, 0.25]. Red points in BMA and in our results
represent invalidated pixels.

and no parallelism. LAGC and OADE execution times are too high and far from the
others, being the fastest one BMA. The difference in time between our methods and the
one from BMA is due to our interpolation step. In particular, for one stereo pair, i. e.
one intermediate disparity estimate, the execution time of each part of the process with
MSMW* is: 44.61% MSMW, 0.02% computation of mask mv, 55.12% interpolation and
0.25% stands for the validation criteria applied at the end. Thus, the MSMW step takes a
total time of around 38 minutes and the interpolation 47 minutes. DAWA* lasts 1 hours
and 37 minutes, the difference with MSMW* being in the DAWA step, which takes 51
minutes, compared to the 38 minutes of MSMW.

Notice that, in our case, the computation of each two-view disparity map is independent
and it could be parallelized, thus reducing the final time. We have not included it in the
table since other methods could also be parallelized. Such a parallelization of our method
would reduce the total time to 11 minutes in the case of MSMW* and 12.5 minutes with
DAWA* (our processor has 12 threads).
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Ground truth LAGC CADC OADE

PBM BMA MSMW* DAWA*

Figure 2.9: Experiments on the maria light field image from the synthetic light field
dataset presented in [212]. Comparison between the proposed MSMW* and DAWA*, and
GCDL [208], LAGC [229], CADC [194], OADE [204], PBM [99] and BMA [175]. Bottom
row displays the committed error in range [0, 0.25]. Red points in BMA and in our results
represent invalidated pixels.

2.5.2 Real Light Field Images

Now we evaluate the performance of the proposed and state-of-the-art methods on real
light field images captured with a Lytro Illum camera. The tested images have been ob-
tained from the Sample Pack of the Matlab Light Field Toolbox5 by Donald G. Dansereau.

Figure 2.10 displays visual disparity results for two examples of Lytro light fields.
Challenges with real light field images comprise low quality and distortions of each indi-
vidual view or sub-aperture images. Both affect the accuracy of the matching between
views. Distortions mainly appear at those views that are further from the center one.
Our method makes only use of the center row and column of views, being less sensitive to
these distortions. The robust combination of different disparity estimations by the median
permits to discard erroneous disparities due to distortions. Those methods finding corre-
spondences between all the sub-aperture images as for instance the EPI-based methods,
fail in real world experiments if distortion is not corrected. Our methods MSMW* and
DAWA* have similar performances, correctly estimating the disparity in both cases, while
most state-of-the-art methods have trouble in one or other example.

5http://www-personal.acfr.usyd.edu.au/ddan1654/LFToolbox0.3_Samples1.zip
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Light field
GCDL LAGC CADC OADE PBM BMA
MSE MSE MSE MSE MSE MSE Density

buddha 0.62 0.63 4.28 0.68 1.07 0.72 89.28

buddha2 0.89 0.68 2.03 0.89 0.48 1.06 80.96

horses 2.67 0.55 8.29 1.14 2.04 1.18 71.97

medieval 1.24 1.42 9.52 0.89 1.39 0.63 79.72

mona 0.93 0.63 5.41 0.64 0.69 1.61 87.12

papillon 2.48 3.85 21.58 1.07 5.83 6.90 83.92

stillLife 3.37 2.68 107.48 3.10 5.09 1.52 86.19

couple 0.19 0.19 - 0.31 0.94 0.39 98.21

cube 0.87 0.93 1.49 0.71 1.68 0.79 86.94

maria 0.11 0.15 1.87 0.18 0.63 0.14 98.15

pyramide 0.39 0.66 - 0.45 0.64 0.47 94.85

statue 0.35 0.55 - 0.49 0.38 0.56 82.14

Average 1.18 1.08 17.99 0.88 1.74 1.33 86.62

Light field
MSMW* MSMW* (d) DAWA* DAWA* (d)

MSE Density MSE MSE Density MSE

buddha 0.46 99.55 0.53 0.36 99.37 0.42

buddha2 0.50 99.92 0.55 0.57 99.99 0.57

horses 0.88 94.83 1.06 0.83 97.36 0.88

medieval 0.69 98.73 0.79 0.80 99.91 0.82

mona 0.37 93.97 0.65 0.54 99.36 0.63

papillon 0.94 96.18 1.98 1.40 98.71 1.74

stillLife 0.32 90.88 2.21 0.46 94.37 1.71

couple 0.33 99.79 0.38 0.31 84.64 0.37

cube 0.59 97.09 0.77 0.61 85.22 0.69

maria 0.10 99.96 0.10 0.09 100 0.09

pyramide 0.40 99.62 0.39 0.40 100 0.40

statue 0.24 91.45 0.26 0.21 98.03 0.21

Average 0.49 96.83 0.81 0.55 96.41 0.71

Table 2.1: Mean squared error in pixels times 100 on the synthetic HCI light field dataset
of Wanner et al. [212]. We report metrics for the proposed MSMW* and DAWA*, sparse
and dense (d), and for GCDL [208], LAGC [229], CADC [194], OADE [204], PBM [99]
and BMA [175]. Density is given for non-dense results.

Figure 2.11 displays the result for a high-resolution light field image presented in [109].
This light field is composed by 101 horizontal views with a spatial resolution of 5490×3450.
To speed up the process we only used 25 views to obtain the result and reduced the images
by a factor of 1/2. The result given by our method seems visually good, despite the
challenges that are present in this light field such as the reflections in the windows.

2.6 Conclusions and Future Work

In this chapter, we proposed a novel matching method for estimating the depth from
a light field image. We proposed to estimate two-view disparities between the central
view and the rest of the views in the same row and column. These two-view maps are
estimated by the combination of local and global stereo methods. As local method, we
use and compare MSMW [24] and DAWA. Then, the local estimation is densified and
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Light field
5× 5 views 9× 9 views

100·MSE Density 100·MSE Density

buddha 0.51 99.71 0.46 99.55

buddha2 0.62 99.93 0.50 99.92

horses 1.61 94.28 0.88 94.83

medieval 0.95 79.11 0.69 98.73

mona 0.51 95.01 0.37 93.97

papillon 1.26 96.92 0.94 96.18

stillLife 0.55 90.66 0.32 90.88

couple 0.42 99.90 0.33 99.79

cube 0.71 76.30 0.59 97.09

maria 0.12 99.98 0.10 99.96

pyramide 0.42 99.87 0.40 99.62

statue 0.52 91.31 0.24 91.45

Average 0.68 93.58 0.49 96.83

Table 2.2: Influence of the angular resolution using MSMW*. Mean squared error times
100 and densities using 5× 5 and 9× 9 views.

LAGC CADC OADE PBM BMA MSMW* DAWA*

3 h 34 min 58 min 2 h 36 min 1 h 30 min 35 min 1 h 26 min 1 h 37 min

Table 2.3: Comparison of the execution time between the proposed MSMW* and DAWA*
and LAGC [229], CADC [194], OADE [204], PBM [99] and BMA [175], for the buddha
light field image.

refined by a variational approach based on optical flow formulations. This novel algorithm
fills the unmatched regions and increases the sub-pixel precision of the local estimation.
Finally, all computed disparities for pixels in the central view are robustly combined. This
combination only takes into account reliable disparity estimates, which are determined by
means of different validation checks.

Experiments illustrate the promising results of this approach for different data sets.
The dense version of our method yields the best performance with synthetic light fields
in comparison with the state of the art. The top-performing approach in the literature is
the occlusion-aware method OADE [204] with an average error of 0.88. In our case, we
provide an error of 0.81 with MSMW* and 0.71 with DAWA*.

Quantitatively, DAWA* has shown to perform slightly better than MSMW*. On the
other hand, visual results have demonstrated that DAWA* improves the estimation near
depth discontinuities, compared to MSMW*. In planar areas, after the application of
the variational filtering and densification approach, both methods achieve similar perfor-
mances.

Applied to real light field images acquired with the Lytro Illum camera, MSMW*
and DAWA* provide very competitive results compared to the state of the art. The
fact that our algorithm uses only the views in the center row and column makes the
proposed approach less sensitive to the usual distortions that are present in the peripheral
views of real light fields. Methods that try to establish correspondences between all views
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completely fail in the estimation.
As future work, we plan to apply the proposed chain to any unstructured set of images.

Given a reference view, we could use standard structure from motion pipelines [67, 144] to
estimate camera poses and stereo-rectify each view with the reference one. Once disparities
are computed, they can be robustly combined by first converting them to comparable real
depth values by using again [67, 144].
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Center view LAGC CADC OADE

PBM BMA MSMW* DAWA*

Center view LAGC CADC OADE

PBM BMA MSMW* DAWA*

Figure 2.10: Example with real Lytro images, obtained from the Sample Pack
of the Matlab Light Field Toolbox by Donald G. Dansereau (http://www-
personal.acfr.usyd.edu.au/ddan1654/LFToolbox0.3 Samples1.zip). Visual comparison of
the presented MSMW* and DAWA* against state-of-the-art approaches LAGC [229],
CADC [194], OADE [204], PBM [99] and BMA [175].
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Figure 2.11: Result provided by MSMW* for the high-resolution light field image mansion
presented in [109]. From the 101 horizontal views that compose the light field we only
used 25.
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Chapter 3

Multi-Image and Multimodal
Spatial Super-Resolution

In this chapter, we propose a solution to spatial super-resolution for multi-image and
multimodal data. In particular, the method is designed to spatially super-resolve videos,
light field images and depth video frames. In the last case, assuming the availability of
high-resolution optical frames, which is the case of, for instance, time-of-flight cameras.
The proposed super-resolution method comprises three steps: inter-frame registration,
upsampling and deconvolution. Video frames are registered using the TV-L1 optical flow
method from Zach et al. [231], while the displacements between sub-aperture light field
views are estimated using the method presented in Chapter 2, which is extended to provide
the disparity map for each of the involved views. The upsampling and deconvolution stages
are based on the ones proposed by Buades and Duran in [22], which are both adapted
to deal with color images. For upsampling, the authors introduce a non-linear filtering
approach that combines patches from several frames not necessarily belonging to the same
pixel trajectory. The selection of candidate patches depends on a motion-compensated 3D
distance, which is robust to noise and aliasing. The selected 3D volumes are then sliced per
frame, providing a collection of 2D patches which are finally averaged depending on their
similarity to the reference one. This makes the upsampling strategy robust to possible
flow inaccuracies and occlusions. For deconvolution, a variational model which combines
total variation and non-local regularization is proposed.

Experiments demonstrate the competitiveness of the proposed method for the different
applications. The proposed approach outperforms the state of the art on super-resolution
of video frames, sub-aperture light field views and multimodal sequences.

This chapter is organized as follows. Section 3.1 introduces the spatial super-resolution
problem. In Section 3.2 we review the state of the art on multi-image and depth super-
resolution. Section 3.3 specifies the registration algorithms used by the proposed approach.
The upsampling stage is explained in Sections 3.4. In Section 3.5 we introduce the decon-
volution procedure. In Section 3.6, we evaluate the different components of the proposed
method and its performance is compared to the state of the art for the mentioned appli-
cations. Finally, conclusions are drawn in Section 3.7.

3.1 Introduction

The information enclosed in a multi-view imaging scenario can be exploited to increase the
spatial resolution of each single image. The light field images seen in the previous chapter
and image sequences captured with a video camera are particular instances of multi-view
imaging. The goal of multi-view spatial super-resolution is to fuse the available images
of the scene into a single one with higher resolution [58, 145, 16, 12]. The advantage of
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considering light fields and videos is that differences in the low-resolution images are only
due to the acquisition from different viewpoints in the first case; and to the motion of the
camera or the objects in the scene in the second one.

Spatial super-resolution methods for videos and light fields are required to improve the
quality of each view. For videos, these approaches are demanded to enhance the quality of
compressed videos [106], videos captured with smartphones or surveillance cameras, which
generally offer poor spatial resolutions. On the other hand, plenoptic cameras distribute
the sensor surface between angular and spatial resolutions. Therefore, the collection of
scene views comes at the cost of an important decrease in spatial resolution, compared
to traditional 2D images. For instance, the Lytro Illum camera [153] offers an angular
resolution of 14× 14 and a spatial one of 540× 372 pixels. With the use of spatial super-
resolution methods [12, 209] we can improve the quality of each sub-aperture light field
image, thus producing plenoptic light fields with high spatial resolutions.

Super-resolution techniques can also be applied to multimodal data. The use of 3D
image sensors, as for instance time-of-flight cameras (ToF) or RGB-D cameras (e. g., Mi-
crosoft Kinect), has shown many applications in areas such as gaming, robotics, surveil-
lance and autonomous driving [114]. Apart from the depth sensor, which acquire real-time
depth videos, these cameras usually incorporate a color sensor. While the provided depth
is generally noisy and has a low spatial resolution, the recorded color images are available
at high resolutions. Therefore, with the guidance of the high-quality RGB video we can
increase the resolution of the depth sequence [44, 159, 140], which is known as multimodal
fusion.

Given the high-resolution image u, traditional multi-image super-resolution meth-
ods [58, 53, 164, 199, 126] consider that the low-resolution images {fn}Nn=1 can be generated
through the expression

fn = DnBnWnu+ εn, (3.1)

where Dn is a decimation operator with respect to a given sampling rate r ∈ Z+, Bn a
blur operator, Wn a backward warping operator and εn the realization of i.i.d. zero-mean
noise. Blurring and downsampling are usually assumed to be the same for all images or
frames. Then, to estimate u from Equation (3.1), we need to predict the correspondences
between the reference and the rest of the images, remove the aliasing, deconvolve and
upsample the given frames.

The warping operators permit to identify those pixels in the different images that
belong to the same physical point. The proper fusion of the information from the different
frames is crucial. Therefore, the estimation of the warping operators is important to
achieve an accurate super-resolved image. In the case of videos, dense optical flow methods
can be used for its estimation [19, 231, 215, 97, 96, 189]. However, these methods produce
errors at occluded areas, since the warping function cannot be defined for these pixels.
These inaccuracies in the optical flow might reduce the performance of the fusion stage.
Methods avoiding the explicit registration have also been proposed [53, 43, 164, 193]. In
the case of light fields, we can benefit from the particular configuration of sub-aperture
images. Except for occluded pixels, the disparity remains the same between any pair
of consecutive views, which permits the design of robust algorithms combining different
estimates and leading to a more accurate registration [109, 175].

We present a method for multi-image and multimodal super-resolution. The method is
applied to videos, light fields and depth video frames. In the last case, using the guidance
of high-resolution optical frames. For the three cases, we focus on the estimation of a high-
resolution image from the low-resolution sequence. The extension to the whole video, light
field or depth video is straightforward by applying the proposed approach to each frame
or sub-aperture image.

The proposed approach comprises three steps: inter-frame registration, upsampling
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and deconvolution. Video frames are registered with the classical TV-L1 optical flow
method from Zach et al. [231]. Sub-aperture light field images are warped with the dis-
parity estimation method presented in Chapter 2, which is here extended to provide the
disparity for each of the involved views and not just the center one.

The upsampling strategy is the one proposed by Buades and Duran [22]. The authors
proposed a non-linear filtering approach making use of inter-frame motion and exploit-
ing spatio-temporal redundancy. The filter combines patches from several frames, not
necessarily belonging to the same pixel trajectory. Contrary to previous methods [53,
164, 43, 193], the selection of candidate patches depends on a motion-compensated 3D
distance, which makes it robust to noise and aliasing. The selected 3D volumes are then
sliced per frame, providing a collection of 2D patches in the spatio-temporal domain which
are finally averaged depending on their Euclidean distance to the reference patch. This
weighted average makes the algorithm robust to possible flow inaccuracies and occlusions.
Additionally, a weighting mask associated to the decimation operator permits to only
combine pixel values belonging to the low-resolution observations.

For image deconvolution, we propose a variational formulation that combines total
variation and non-local regularization, in the same spirit of the one proposed in [22] but
that deals with color images. On the one hand, the non-local filtering preserves fine
structures like textures and avoids cartoon-like solutions, which are promoted by total
variation. On the other hand, total variation ensures the removal of grid and zipper
effects, which might be reproduced by the non-local regularization due to patch-based
similarity measures. Finally, based on collaborative sparsity enforcing norms [50, 51],
we introduce the strongest possible channel coupling in both priors through the `∞ norm.
This selection allows exploiting the inter-channel correlation in natural images and dealing
with color correlated noise, which remains after interpolation.

As above-mentioned, the upsampling and deconvolution stages of the proposed method
are based on the introduced by Buades and Duran [22]. The contributions included in this
chapter, compared to those in [22], are (i) the adaptation of the methods for the direct
application of the upsampling and deconvolution stages on color images, in contrast to
single-channel images; (ii) the adaptation and application of the method to super-resolve
light field images and multimodal data; (iii) extension of the disparity strategy presented
in Chapter 2 to obtain a disparity map for each of the implied views.

The multi-view and multimodal spatial super-resolution algorithm proposed in this
chapter has been published at the International Journal of Computer Vision [23].

3.2 Previous Work

In this section, we present, to the best of our knowledge, the state of the art in multi-image
spatial super-resolution. As the proposed method is applied to these cases, in the following
we review the previous work for video, light field and depth map super-resolution. See
[58, 145, 16] for an extensive survey.

3.2.1 Video Super-Resolution

A large family of methods make use of variational formulations to solve the video super-
resolution problem [55, 58, 135, 164, 126, 16, 28]. In general, these methods model the
problem by means of a data fidelity term and a regularity term. The data fidelity term
enforces consistency with the low-resolution observations, which are related with the super-
resolved image u by means of Equation (3.1). Therefore, this term writes as

N∑

n=1

‖DnBnWnu− fn‖, (3.2)
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where the decimation masks {Dn}Nn=1, the blur operators {Bn}Nn=1 and warping functions
{Wn}Nn=1 are assumed to be known. On the other hand, the regularity term forces u to
be smooth.

Elad and Feuer [55] introduced least squares estimators that were adapted in the
temporal dimension. Farsiu et al. [58] used the L1 norm for both data and regularity
terms, the latter one expressed as a bilateral total variation to preserve sharp edges. While
these methods split the upsampling and deconvolution stages, more recent approaches
minimize the energy functional at once [135, 142, 199, 16]. Marquina and Osher [135]
forced a smooth solution with total variation. Mitzel et al. [142] included the L1 norm
for both terms to account for outliers and preserve discontinuities; which in practice was
replaced by a regularized differentiable approximation. Unger et al. [199] extended the
variational model proposed in [142] and used the Huber norm, which maintains strong
edges while smoothing small gradients. Bodduna and Weickert [16] recently evaluated the
effect of using different data fidelity terms in variational formulations. All these methods
assume the knowledge of the warping functions {Wn}Nn=1, which are used to warp each
frame to have them registered with the low-resolution counterpart of u. In practice, these
approaches compute these vector fields using optical flow techniques [19, 231, 215].

Other methods estimate the warping functions and the super-resolved image at the
same time. In this regard, Liu and Sun [126] presented a Bayesian approach that simulta-
neously estimates the warping operators, blurring kernel noise level and the super-resolved
image u. Ma et al. [131] proposed an expectation-maximization algorithm to estimate
both blur and the high-resolution image. In the recent method from Burger et al. [28],
the authors jointly estimated optical flow and the super-resolved sequence with an energy
function that included a brightness constancy term.

While the methods described above make use of explicit motion estimation, approaches
to prevent the estimation of the warping operators have also been proposed. These meth-
ods can only be applied in the case of small displacements in the sequence. Ebrahimi
and Vrscay [53] used bilinear interpolation to upsample the low-resolution sequence and
it was further filtered with a spatio-temporal non-local-means denoising algorithm [21].
Danielyan et al. [43] extended and used the block-matching 3D (BM3D) denoising ap-
proach [41]. These last two methods do not address devonvolution. On the other hand,
Protter et al. [164] proposed an extension of non-local-means in a variational framework,
while deconvolution is carried out with a variational model using total variation. Takeda
et al. [193] used 3D steer kernel regression for upsampling and a bilateral total variation
for deconvolution.

With the success of machine learning, learning-based methods for video super-resolution
are continuously proposed. Dictionary learning-based algorithms either learn representa-
tions from large external databases [64] or exploit self-similarities within the sequence [63].
Although for single-image super-resolution, Wang et al. [207] combined both techniques
according to the associated reconstruction errors and learned jointly from external and
internal examples.

Deep architectures using convolutional neural networks (CNN) have also been proposed
for super-resolution. Liao et al. [125] proposed a deep draft-ensemble learning method.
The super-resolution drafts are obtained under different flow parameters. Kappeler et
al. [107] extended the CNN architecture proposed by Dong et al. [45] for single-image
super-resolution to the multi-image case. Consecutive frames are compensated in motion
and the CNN is then trained in the spatio-temporal domain. While these two approaches
require the estimation of the warping operators, Huang et al. [94] avoided it by using a
bidirectional recurrent network.

The previous learning-based methods separate optical flow estimation from training.
Conversely, Caballero et al. [30] proposed a spatio-temporal network with 3D convolutions
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and incorporated registration as a submodule of the architecture. Tao et al. [196] used the
same multi-resolution spatial transformer module for motion, but proposed a recurrent
network with a long short-term memory unit to process multiple frames rather than a 3D
network.

3.2.2 Light Field Super-Resolution

Generally, light field super-resolution methods first estimate the depth or disparity map
and then proceed to increase the resolution of the central sub-aperture view. Bishop et
al. [12] estimated the depth map with a multi-view block matching procedure and then
used a variational Bayesian framework to solve the super-resolution problem. Mitra and
Veeraraghavan [141] proposed a patch-based approach in which patches are modelled as
Gaussian random variables that depend on their disparity value, leading to a Gaussian
mixture model prior. The disparity is computed using a subspace projection technique and
the super-resolved image is obtained from the maximum a posteriori criterion. Wanner and
Goldluecke [209, 211] presented a TV-based variational model to increase the sampling rate
of the 4D light field in the spatial and angular dimensions. A disparity map for each view
is computed and employed to project all of them to the target one. Alain and Smolic [4]
proposed to iteratively alternate between the light field block-matching 5D (LFBM5D)
denoising filter [3] and a back-projection step. LFBM5D creates disparity compensated
4D patches which are then stacked together according to their similarity. The resulting
5D patches are filtered to enforce a sparse coding of the high-resolution light field. The
back-projection step imposes the consistency between the low-resolution observation and
the high-resolution estimate through image guided filtering.

Learning-based techniques have recently been introduced to light field imaging. Far-
rugia et al. [57] extracted 3D patches from low and high-resolution sub-aperture training
views and learned a map between these spaces using multivariate ridge regression.

In contrast to the previous approaches, Rossi and Frossard [168] formulated spatial
super-resolution as a global optimization problem without explicit disparity estimation.
The resolution of all scene views is increased at a time using a graph regularizer that
enforces the light field structure. Recent deep learning approaches do not need the explicit
disparity map either. In this setting, Yoon et al. [227] presented a sequence of CNN to
simultaneously upsample both the spatial and angular resolutions. The spatial resolution
of each sub-aperture image is first increased by a spatial super-resolution network. Then,
novel views between super-resolved images are generated by three angular super-resolution
networks.

Finally, hybrid imaging systems in which a high-resolution camera and a light field
image are used to improve the resolution of sub-aperture scene views have also been
proposed [17, 217, 235].

3.2.3 Depth Map Super-Resolution

Regarding depth super-resolution, the literature has either focused on the fusion of a low-
resolution depth map with a high-resolution optical image [44], or on the super-resolution
from several depth maps without supplementary optical information [179].

Single-image fusion models assume the correspondence of edge information between
optical and depth data. The optical high-resolution image is used as guidance and its
structure is somehow transferred to the upsampled depth. Diebel and Thrun [44] proposed
a Markov Random Field method to estimate a depth map of the same resolution of the
guide image. Joint bilateral upsampling introduced in [117, 222] uses the high-resolution
image to compute the weight distribution. Garcia et al. [69, 70] incorporated the low-
resolution depth data into the weight definition of the bilateral filter and Chan et al. [33]
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included noisy depth maps. Park et al. [159] extended the NL-means filter [21] with an
additional edge weighting scheme based on several image features computed on the optical
image. Liu et al. [127] proposed a guided depth upsampling based on anisotropic diffusion.
In the variational setting, a fidelity term can further be added [59, 78, 151]. In the learning
framework, Hui et al. [95] presented an end-to-end upsampling network using the optical
image as guidance in a multi-scale fashion.

Using multiple frames to recover depth details has been successful in the case of static
scenes and scenes with global rigid motion [179, 39]. The main challenge is to extend the
multi-frame depth enhancement concept to scenes with non-rigid deformations. Dynamic
multi-frame approaches exploit the deformations collected over time in an inverse super-
resolution reconstruction framework [2]. Min et al. [140] used a weighted filter, in which
the weights are computed on the high-resolution optical frames. Using range flow in place
of optical flow is a natural first step towards reconstructing non-lateral, i.e. radial, local
deformations [218, 186].

3.3 Inter-Frame Registration

The low-resolution frames {fn}Nn=1, which are connected to the sought super-resolved im-
age u through the model in (3.1), are first upsampled using standard bicubic interpolation.
These initially interpolated frames are denoted by {f̃n}Nn=1 and are the starting point of
the super-resolution chain we propose in this chapter.

Let us denote by f the particular video frame or sub-aperture image that will be used
as reference and by f̃ its initial interpolation. The upsampling stage makes use of inter-
frame registration. For image and depth sequences, we use the TV-L1 optical flow method
from Zach et al. [231]. For the registration of light field sub-aperture views, we use the
method presented in Chapter 2 and extend it to obtain the disparity map for each one of
the involved views. In the following we describe these two methods.

3.3.1 Registration of Image Sequences

We compute the optical flow vn between f̃ and each of the other frames f̃n. Due to
possible occlusions in the sequence, this strategy is more accurate than computing the
motion between consecutive frames and concatenate the resulting flow fields.

The classical hypothesis in optical flow is the brightness constancy assumption, ac-
cording to which the intensity of each pixel remains constant throughout its trajectory. In
the variational framework, the problem is written as the minimization of an energy with a
regularization term that promotes spatial regularity in regions of coherent motion but al-
lows for flow discontinuities. We use the TV-L1 optical flow variational model introduced
by Zach et al. [231]. In the continuous setting, it is given by

min
vn

∫

Ω
|∇vn(x)| dx+ α

∫

Ω
|f̃n(x+ vn)− f̃(x)| dx, (3.3)

where Ω denotes the image domain, vn : Ω → R2 is the 2D flow map between f̃ and f̃n
given at each x ∈ Ω by vn(x) =

(
v1
n(x), v2

n(x)
)
, and the total variation applies to each

component, i.e.
∫

Ω |∇vn| dx =
∫

Ω

(
|∇v1

n|+ |∇v2
n|
)
dx.

We use the dense motion field estimated from (3.3) without applying any validation
step. The upsampling method introduced in Section 3.4 takes charge of only using correct
matches.
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Ground truth Zach et al. [231] Proposed

Figure 3.1: Illustration of the proposed light field disparity estimation, compared with
Zach et al. [231]. We show the disparity between the central view with angular coordinates
(4, 4) and the view (8, 4) of the dino light field [88]. For the optical flow approach [231],
we display the horizontal component of the 2D vector field. The proposed method is more
accurate near depth discontinuities.

3.3.2 Registration of Sub-Aperture Light Field Images

As seen in Chapter 2, light field images can be considered as a collection of 2D images
taken from different viewpoints. These viewpoints can be considered to be distributed
in a regular grid, equally spaced in both horizontal and vertical directions. Then, let us
assume that the optical centers of all views are arranged in a

√
N ×

√
N matrix with the

coordinate origin at the bottom left corner. Given a reference view, if only those views
that are in the same row and column are used, then the motion is purely horizontal or
vertical and a 1D displacement field is enough to describe the warping function between
reference view and considered ones.

We aim at computing the disparity vn between the reference f̃ and each view f̃n located
in the same row and column. For simplicity, we suppose f̃ to be the central view. Let
(s0, t0) be its angular coordinates in the light field grid, with s0, t0 ∈ {0, . . . ,

√
N − 1},

and let n0 = t0
√
N + s0 + 1 be its associated index. Accordingly, f̃ is denoted as f̃s0,t0 in

this subsection. We first compute the disparity d between f̃s0,t0 and the next consecutive
view f̃s0+1,t0 using the method proposed in Chapter 2, which provides a dense and robust
estimate. We then extend it to the rest of disparity maps.

Because of the light field structure, the disparity magnitude is the same for any pair
of consecutive views, except for occluded pixels. This fact implies that the disparity map
between f̃s0,t0 and any other view f̃s,t0 is equal to d̂1,s = (s − s0) · d. Analogously, the

disparity between f̃s0,t0 and f̃s0,t is equal to d̂2,t = (t−t0)·d. Therefore, we use the method
introduced in the previous Chapter 2 to get an estimation of d. Then, we compute the
disparity between f̃ and the rest of views f̃n, where n = t

√
N + s + 1 with angular

coordinates (s, t) such that either s = s0 or t = t0, as follows:

vn(x) =

{
(s− s0) · d(x) if t = t0,

(t− t0) · d(x) if s = s0.
(3.4)

Despite there is no explicit occlusion detection during the registration, the upsampling
procedure of Section 3.4 differentiates between right and wrong matched pixels.

85



86 Multi-Image and Multimodal Spatial Super-Resolution

Figure 3.1 compares the proposed disparity estimation method with the optical flow
approach by Zach et al. [231] for the dino light field [88]. We use all views in the same
row and column as the central one. The proposed method is more accurate near depth
discontinuities than the optical flow technique.

3.4 Upsampling

In this section we introduce the shift-compensated non-linear filtering that computes an
upsampled image û from the initially interpolated frames {f̃n}Nn=1. This strategy is the one
presented by Buades and Duran [22] for grayscale data. In the following, we describe this
method for single-channel sequences. Then, we extend it to color sequences and, finally,
to multimodal data. In all cases, we focus on increasing the resolution of the reference
frame f̃ .

3.4.1 Single-Channel Multi-Frame Upsampling

In this subsection, we assume that the frames of the sequence are grayscale images. We
aim at removing the aliasing and enhance the quality of the initially interpolated images
by weighted averaging. In order to remove the aliasing, the method in [22] intends to only
average pixels belonging to the original low-resolution observations. Thus, let us introduce
the sampling mask D indicating whether each pixel value comes from the low-resolution
data or has been interpolated.

The algorithm proceeds patch per patch of the reference frame f̃(P ). The selection of
candidate patches to be averaged, NP , depends on a 3D distance that takes into account
inter-frame shift. For each reference patch f̃(P ), we denote as P its shift-compensated
extension to the frame dimension, which has N times more pixels than the original one.
We can write this as

P =
N⋃

n=1

(P + vn(P )) , (3.5)

where vn(P ) denotes the shift (optical flow for videos and disparity for light fields) for
patch P and nth frame. In practice, we take this shift to be the estimated displacement
vector between f̃ and f̃n at the pixel in the center of the patch P .

Instead of selecting similar patches f̃(Q) in the reference frame, we consider for each
of these patches its extension Q to the frame dimension. The algorithm looks for the L
shift-compensated extended patches Q closest to P minimizing the distance

d(P,Q) =

N∑

n=1

‖f̃n(P + vn(P ))− f̃n(Q+ vn(Q))‖2, (3.6)

with ‖·‖ denoting the Euclidean norm. As each extended patch Q contains N 2D patches,
the selected group NP contains the following L ·N patches:

NP =
{
P ln | P ln = P l + vn(P l); n = 1, . . . , N ; l = 1, . . . , L

}
. (3.7)

The corrected reference patch is then written as

û(P ) =
1

CP
·
∑

P l
n∈NP

w
(
f̃(P ), f̃n(P ln)

)
D(P ln) · f̃n(P ln), (3.8)

where the operator · denotes the product element by element of each patch, D is the
decimation mask associated to the sampling operator under the same name in (3.1), and
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w
(
f̃(P ), f̃n(P ln)

)
> 0 measures the similarity between the 2D patches P in f̃ and P ln in

f̃n, which are respectively denoted by f̃(P ) and f̃n(P ln) to make clear the dependence on
the image frame. The index n ∈ {1, . . . , N} means that P ln belongs to the nth frame of
the sequence, while l ∈ {1, . . . , L} means that P ln belongs to one of the selected shift-
compensated 3D patches. In this setting, CP is the normalization factor

CP =
∑

P l
n∈NP

w
(
f̃(P ), f̃n(P ln)

)
D(P ln) (3.9)

and the division by CP in (3.8) is performed element by element.

The similarity of each of these patches f̃n(P ln), where P ln ∈ NP , with respect to f̃(P ),
is finally given by

w
(
f̃(P ), f̃n(P ln)

)
= exp

(
−‖f̃(P )− f̃n(P ln)‖2

h2

)
, (3.10)

where the value of h > 0 depends on the degree of aliasing and the noise statistics.

The decimation mask D, which is assumed to be the same for all frames, makes the
algorithm only average pixel values belonging to the original low-resolution data frames.
Accordingly, D(P ln) equals one for pixel coordinates (rM1, rM2) and zero elsewhere, with
r being the sampling rate and M1, M2 ∈ N.

Notice that the process does not include any occlusion detection or validation tests on
the estimated flow. The comparison between patches f̃(P ) and f̃n(P ln) acts as a validation
step and permits to only average similar patches.

Finally, each pixel is estimated by aggregating all the values obtained by all patches
containing it.

3.4.2 Color Multi-Frame Upsampling

Most state-of-the-art super-resolution methods [107, 22] adapt to vector-valued images
through the use of a color decorrelating transform, usually YCbCr. These techniques
apply the method to the Y component containing the luminance or geometry of the image.
The chromatic components are super-resolved by simple interpolation and composed with
the processed Y to obtain a color image. This is based on the assumption that humans are
more sensitive to changes in the luminance than in the chrominance. Instead, we directly
upsample and deconvolve the multichannel sequence without the involvement of any color
transformation.

For multi-valued videos, each frame of the initially interpolated sequence {f̃n}Nn=1 has
C color channels. Therefore, all patches f̃(P ) and f̃n(P ln) have C times more components
than in the grayscale case. The same applies to the decimation mask D(P ln) which, while
being the same for all color components, writes as C copies of the original one.

In the averaging process (3.8), the term D(P ln) · f̃n(P ln) denotes now the product ele-
ment by element for each channel and the weight w

(
f̃(P ), f̃n(P ln)

)
measures the similarity

between the multi-valued patches f̃(P ) and f̃n(P ln). The norm involved in the distance
(3.6) and in the final weights (3.10) is defined as the sum of the Euclidean norm of each
channel.

3.4.3 Multimodal Multi-Frame Upsampling

For several applications, some data related to the scene being observed is available at
full resolution. If this data is co-registered with the one to be upsampled, the previous
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upsampling algorithm can be modified to compute both the motion field and all patch-
based distances on the auxiliary data. Let {In}Nn=1 be the sequence of accompanying
images and let us denote the one related to the reference frame by I. Then, (3.8) becomes

û(P ) =
1

CP
·
∑

P l
n∈NP

w
(
I(P ), In(P ln)

)
D(P ln) · f̃n(P ln), (3.11)

and the normalization patch CP writes as

CP =
∑

P l
n∈NP

w
(
I(P ), In(P ln)

)
D(P ln). (3.12)

The spatio-temporal selection of candidate patches is also made with the auxiliary
data. For each reference patch I(P ), the algorithm looks for the L extended patches Q
closest to P minimizing the distance

d(P,Q) =
N∑

n=1

‖In(P + vn(P ))− In(Q+ vn(Q))‖2. (3.13)

The final weights used in (3.11) to average the selected patches are in this case given by

w
(
I(P ), In(P ln)

)
= exp

(
−‖I(P )− In(P ln)‖2

h2

)
. (3.14)

3.5 Deconvolution

After the upsampling stage, we obtain a color image û that is given in the high-resolution
domain but which still looks blurry. Therefore, we are left with a color single-image
deconvolution problem defined as

û = Bu+ ε, (3.15)

where u is the final super-resolved image, B the blur operator associated to the reference
frame and ε the noise realization. We propose to compute u through a variational model
that combines total variation (TV) [170] with non-local (NL) regularization [21, 111] in
the framework of collaborative sparsity enforcing norms [50, 51] for color images.

3.5.1 Proposed Variational Model

In the discrete setting, a single-channel image is given in a regular Cartesian grid and
then rasterized by rows in a vector of size M , which is the number of pixels. Let us
denote a color image with C channels by u = (u1, . . . , uC)> ∈ RC×M , where each uk =
(uk(x1), . . . , uk(xM ))> ∈ RM for k ∈ {1, . . . , C} and xi denotes the linearized index of
pixel coordinates.

For the deconvolution of the color image û, we propose the following variational model

min
u∈RC×M

λ ‖∇u‖∞,1,1 + µ ‖∇ωu‖∞,1,1 +
1

2
‖û−Bu‖2, (3.16)

where λ, µ > 0 are trade-off parameters and ‖ ·‖2 refers to the channel-by-channel squared
Euclidean norm. The gradient, denoted by ∇u = (∇u1, . . . ,∇uC) ∈ RC×M×2, where

∇uk = (∇uk(x1), . . . ,∇uk(xM ))> ∈ RM×2 and ∇uk(xi) =
(
∇u1

k(xi),∇u2
k(xi)

)> ∈ R2, is
defined via forward finite differences and Neumann boundary conditions. The non-local
gradient operator ∇ωu = (∇ωu1, . . . ,∇ωuC) ∈ RC×M×M , where ∇ωuk = (∇ωuk(x1), . . . ,
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∇ωuk(xM ))> ∈ RM×M and ∇ωuk(xi) =
(
∇ωu1

k(xi), . . . ,∇ωuMk (xi)
)> ∈ RM is a vector

containing the weighted differences

∇ωujk(xi) =
√
ωi,j (uk(xj)− uk(xi)) . (3.17)

The `∞,1,1 norm considered in (3.16) first takes the `∞ norm along the channel dimen-
sion, then the `1 norm along the derivative dimension and, finally, the `1 norm along the
remaining pixel dimension. It is explicitly given by

‖∇u‖∞,1,1 =
M∑

i=1

2∑

j=1

max
k∈{1,...,C}

|∇ujk(xi)|, (3.18)

and, analogously, for the non-local gradient we have

‖∇ωu‖∞,1,1 =
M∑

i=1

M∑

j=1

max
k∈{1,...,C}

|∇ωujk(xi)|. (3.19)

The question whether a strong or a weak channel coupling leads to better results
depends on the type of correlation in the data. In this regard, Duran et al. [51] proved
that an `∞ coupling assumes the strongest inter-channel correlation, which is the common
case in natural images, and has the greatest potential to reduce color artifacts.

The weights {ωi,j}Mi,j=1 involved in the definition of the non-local gradient (3.17) are
defined based on both the spatial closeness and the intensity similarity in the upsampled
image û. This similarity is computed by considering a whole patch Pi around each pixel xi.
For computational purposes, the non-local operators are limited to only interact between
pixels at a certain distance. In practice, the weights are defined as

ωi,j =
1

Γi
exp

(
−‖xi − xj‖

2

h2
spt

− ‖û(Pi)− û(Pj)‖2
h2

sim

)
, (3.20)

if xj ∈ Wi = {xj | ‖xi − xj‖∞ ≤ νs} and zero otherwise, with Γi being the normalization
factor

Γi =
∑

xj∈Wi

exp

(
−‖xi − xj‖

2

h2
spt

− ‖û(Pi)− û(Pj)‖2
h2

sim

)
. (3.21)

In the above expressions, the norms over pixel positions apply by considering the coordi-
nates of each xi in the Cartesian grid before rasterization, νs ∈ Z+ determines the size
of the window where to search for similar pixels, hspt > 0 and hsim > 0 are filtering pa-
rameters that balance each term in the weight function. In order to avoid an excessive
weighting of the reference pixel, ωi,i is set to the maximum of the weights. After all, the
weight distribution is in general sparse since a few non-zero weights are considered, thus
the non-local gradient is defined on RC×M×Ms , with Ms = (2νs + 1)2 �M .

3.5.2 Primal-Dual Minimization

The problem (3.16) is convex but non smooth. To find a global optimal solution we use
the first-order primal-dual algorithm [31]. We refer the reader to [32] for all the details on
convex analysis omitted in this subsection. We just provide the computations regarding
the NL regularization, while those of the TV are obtained analogously.

Any proper, convex and lower semi-continuous function coincides with its second con-
vex conjugate. Since the convex conjugate of a norm is the indicator function of the unit
dual norm ball, then (3.16) can be rewritten in a saddle-point formulation as

min
u∈X

max
p∈Y, q∈Z

〈∇u, p〉Y − δTV (p) + 〈∇ωu, q〉Z − δNL(q) + 1
2‖û−Bu‖2, (3.22)
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with X = RC×M , Y = RC×M×2 and Z = RC×M×M . In the above expression, δTV and
δNL are respectively the indicator functions of the convex sets {p ∈ Y | ‖p‖1,∞,∞ ≤ λ} and
{q ∈ Z | ‖q‖1,∞,∞ ≤ µ}. Note that ‖·‖1,∞,∞ is the dual norm of the norm defined in (3.19)
and it is given by

‖q‖1,∞,∞ = max
i∈{1,...,M}

max
j∈{1,...,Ms}

C∑

k=1

|qjk(xi)|. (3.23)

To apply the primal-dual algorithm we need to compute the proximity operators. On
the one hand, the proximity operator of G(u) = 1

2‖û− Bu‖2 can be efficiently computed
using the Fast Fourier Transform (FFT) [31]. On the other hand, the proximity operator
of F ∗(p, q) = δTV (p) + δNL(q), denoted by (p, q) = proxσF ∗(p̃, q̃), reduces to pointwise
projections onto `1 norm balls. Indeed, since (3.23) decouples in the pixel and derivative
dimensions, we are left with an `1 norm across channels. We have that

qjk(xi) =
(

proj‖·‖1≤µ(q̃j: (xi))
)
k
, (3.24)

where q̃j: (xi) is the vector obtained by stacking the channel dimension when fixing the
other two indices. The expression (3.24) can be rewritten as

qjk(xi) = µ sgn(q̃jk(xi))
(

proj‖·‖1≤1

(
1
µ |q̃j: (xi)|

))
k
, (3.25)

where sgn denotes the sign function. Although the projection onto the `1 ball does not
admit a closed form solution, several efficient algorithms have been proposed [49]. We use
the algorithm described in [52].

The final primal-dual algorithm for solving the deconvolution problem is





ũ 7→u, p̃ 7→p+ σ∇ū, q̃ 7→q + σ∇ωū
pjk(xi) 7→λ sgn(p̃jk(xi))

(
proj‖·‖1≤1

(
|p̃j: (xi)|

λ

))
k

qjk(xi) 7→µ sgn(q̃jk(xi))
(

proj‖·‖1≤1

(
|q̃j: (xi)|
µ

))
k

u 7→F−1
(
τF(û)F(B)+F(u+τ(div p+divω q))

τF(B)2+1

)

ū 7→2u− ũ

(3.26)

where τ, σ > 0 are step-size parameters, and F and F−1 denote the FFT and its inverse,
respectively.

3.6 Experimental Results and Applications

In this section, we assess the different modules of the presented method and evaluate its
performance on different applications. We exhaustively compare the obtained results with
state-of-the-art and recent techniques for super-resolving color videos, light field images
and depth maps with accompanying high-resolution optical images.

3.6.1 Method Analysis and Discussion

First, we develop an ablation study on modules of the proposed super-resolution chain,
analyze its robustness to the inter-frame registration and the aliasing in the low-resolution
data, and discuss on the parameter selection.

We use the city sequence from [125] with N = 15 frames and report the results with
respect to the eighth frame. We simulate the low-resolution data by Gaussian convolution
of s.d. σblur > 0 followed by downsampling of factor r ∈ Z+ and adding white Gaussian
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Bicubic interpolation Upsampled Super-resolved
RMSE = 10.23 RMSE = 8.42 RMSE = 5.16

Figure 3.2: Illustration of the different stages of the proposed method on the city se-
quence [126] with N = 15 frames, σblur = 0.75, sampling rate r = 2 and σnoise = 2.5. The
upsampling method eliminates the aliasing but does not revert the blur. The deconvolution
stage produces a sharp image with enhanced details.

Bicubic interpolation Upsampled in YCbCr [22] Upsampled in RGB
RMSE = 17.00 RMSE = 15.69 RMSE = 15.47

Figure 3.3: Comparison between the single-channel upsampling method applied to the lu-
minance component in the YCbCr space and the proposed one directly applied to the color
sequence. The testing sequence is city [126] with N = 15 frames, σblur = 1.6, sampling
rate r = 4 and σnoise = 5. Since the chromatic components are not processed at all in
the YCbCr case, if only the luminance Y is super-resolved, residual color correlated noise
and aliasing remain. The upsampling method directly dealing with color data provides a
result with less noticeable artifacts.

noise of s.d. σnoise ∈ {2.5, 5}, for an intensity range [0, 255]. The downsampling procedure
consists of taking every rth pixel in each direction.

Figure 3.2 illustrates the performance of each stage of the proposed method. Aliasing
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α = 0.01 α = 0.02 α = 0.05 α = 0.1 α = 2.5 α = 10

RMSE = 15.49 RMSE = 15.41 RMSE = 15.45 RMSE = 15.64 RMSE = 16.05 RMSE = 16.06

Figure 3.4: Illustration of the robustness of the upsampling stage to inaccuracies in the
inter-frame registration. The testing sequence is city [126] with N = 15 frames, σblur = 1.6,
sampling rate r = 4 and σnoise = 5. We estimated the optical flow for several values of the
smoothing parameter α in (3.3). The smaller the value of this parameter, the smoother the
flow. We show the estimated vector field (top), the upsampled result (middle) and a crop
of this image (bottom). Only the estimated motion between the central and subsequent
frame is displayed in each case. Despite the flow inaccuracies, the upsampling method gives
a reasonable visual and numerical result, showing its robustness to the initial inter-frame
registration.

artifacts are removed after upsampling as a result of the robust motion-compensated 3D
comparison and the use of the decimation mask ensuring that only original values are
averaged. However, the image still presents blur. In the final super-resolved image, spatial
details have been enhanced. Quantitatively, we can see that with the proposed approach
the root mean square error (RMSE) is significantly reduced as more stages are achieved.
Indeed, the bicubic interpolation yields an error of 10.23. With the upsampling stage it is
reduced to 8.42 and with deconvolution it decreases to 5.16.

Luminance versus Color Upsampling

We compare the proposed upsampling method with its application to the luminance com-
ponent on the YCbCr space, which is the standard procedure for generalizing super-
resolution algorithms to color sequences [107, 22]. In such a case, the Cb and Cr compo-
nents are upsampled by bicubic interpolation. Figure 3.3 displays the results for σblur =
1.6, sampling rate r = 4 and σnoise = 5. Since the chromatic components are not processed
in the YCbCr case, color correlated noise and aliasing remain. The upsampling directly
dealing with color data provides a result with less noticeable artifacts.

Robustness to Inter-Frame Registration

Now, we test the robustness of the upsampling strategy to flow inaccuracies. We use the
city sequence with σblur = 1.6, sampling rate r = 4 and σnoise = 5. The optical flow
is estimated for different values of the smoothing parameter α in (3.3). For each value
of α, Figure 3.4 displays the central upsampled frame along with its associated RMSE.
Although the motion field between the reference and all the other frames in the sequence
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Figure 3.5: Illustration of the robustness of the super-resolution chain to aliasing in the
low-resolution data. The experiments were carried out on the city sequence [126] with
N = 15 frames, several degrees of aliasing induced by different s.d. of the blurring Gaussian
kernel, sampling rate r = 2 and σnoise = 5. The results by bicubic interpolation exhibit
the relationship between the aliasing and σblur. The proposed super-resolution method
removes the aliasing artifacts while reducing the noise.

is computed, for simplicity we only show the one between the central and subsequent
frame. It is noticeable how the estimated vector field changes when varying the smoothing
parameter α such that the smaller its value, the smoother the resulting flow.

Generally, the upsampling method gives a reasonable visual and numerical result in all
cases, showing its robustness to the initial inter-frame registration. The only degradation
of the result is observed for very irregular and noisy flows, α = 2.5 or α = 10. In
these cases, the building in the crop is slightly aliased. It must be emphasized that the
algorithm rounds the flow vector to the nearest integer value, lowering the influence of
small inaccuracies. Furthermore, the weights in (3.10) depend on the window distance
of the reference and neighbouring patches, thus, ensuring that only similar patches are
averaged.

Robustness to Aliasing in the Data

We analyze the robustness of the super-resolution chain to the aliasing in the low-resolution
data. We use several degrees of aliasing induced by different values of the standard devia-
tion of the blurring Gaussian kernel. In all cases, we added Gaussian noise of s.d. σnoise = 5
to the low-resolution frames. Hence, the noise in the data is independent of the downsam-
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Figure 3.6: Illustration of the robustness of the super-resolution chain with respect to
aliasing in the low-resolution data frames. The experiments were carried out on the
city sequence [126] with N = 15 frames, several degrees of aliasing induced by different
s.d. of the blurring Gaussian kernel, sampling rate r = 4 and σnoise = 5. The proposed
method correctly deals with aliasing effects. Although aliasing diminishes, the RMSE of
the super-resolved images increases as σblur does because more and more image features
are lost due to the blur and the poor spatial resolution of the data makes their recovery
very challenging.

pling kernel, which applies before noise addition.

We display in Figure 3.5 the results by bicubic interpolation and the super-resolved
images obtained by applying our method to each city sequence generated with σblur ∈
{0.5, 0.75, 1.0} and sampling rate r = 2. Analogously, Figure 3.6 shows the collection of
results obtained for σblur ∈ {1.3, 1.6, 1.9} and r = 4. All associated RMSE values have
been included. For lower values of σblur, the initial data is more aliased but less blurred.
Therefore, the upsampling stage, which is in charge of removing the aliasing effects, is
more challenging while the deconvolution step is simplified.

The relationship between the aliasing, the sampling rate and the standard deviation
of the blurring kernel is appreciated in the bicubic interpolated images. Both the RMSE
values and the visual inspection show the ability of the proposed super-resolution technique
to remove aliasing artifacts while increasing the resolution of the observations, reverting
the blur and dealing with noise. Although aliasing diminishes, the RMSE of the super-
resolved images for r = 4 increases as σblur does. This occurs because image features are
lost due to the blur and the poor spatial resolution makes their recovery very challenging.
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Upsampled image TV NL TV+NL
RMSE = 14.47 RMSE = 12.43 RMSE = 12.44 RMSE = 12.26

Figure 3.7: Illustration of the performance of the deconvolution stage if just one or both
priors in (3.16) are used. The input data is the upsampled central image of the city
sequence [126] with N = 15 frames, σblur = 1.3, sampling rate r = 4 and σnoise = 5. TV
eliminates the zipper effects but the result looks over-smoothed. NL better recovers fine
structures and texture but enhances zipper patterns. The combination of both priors gives
the best visual and numerical result.

Upsampled image Conventional Proposed `∞

RMSE = 14.47 RMSE = 12.55 RMSE = 12.26

Figure 3.8: Illustration of the performance of the deconvolution stage when using the
conventional norm (3.27) in (3.16) or the proposed `∞ channel coupling (??). The input
data is the upsampled image of the city sequence [126] with N = 15 frames, σblur = 1.3,
sampling rate r = 4 and σnoise = 5. The `∞ norm outperforms the conventional one since
it better handles noise removal. Indeed, in can be observed in the color correlated noise
patterns over the facade of the building in the left crop of the conventional result.

Analysis of the Deconvolution Module

Now, we analyze the role of total variation (TV) and non-local (NL) regularizers in the
deconvolution stage described in Section 3.5 as well as the effects of using the `∞ instead
of more conventional norms to couple color channels in both priors. The aim is to check if
the resulting model is able to revert blurring effects, remove the residual color correlated
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Calendar City Foliage Temple Walk

Figure 3.9: Central ground truth frames of the video sequences used in the experimen-
tal results displayed in Subsection 3.6.2. Sequences calendar, city, foliage and walk are
from [126] and temple from [125]. All these videos consist of N = 15 frames.

noise and zipper patterns while recovering the underlying structure of the image. For that
purpose, we consider the observed data û in (3.16) to be the upsampled central image of
the city sequence with N = 15 frames, σblur = 1.3, sampling rate r = 4 and σnoise = 5.

Figure 3.7 shows the results obtained when using just one or both priors in the proposed
deconvolution model. Blur, residual color correlated noise and zipper patterns are visible
in the upsampled image. While the zipper effect is enhanced by NL regularization due to
the patch-based similarity measure, it is completely removed by TV. However, the cost in
the latter case is a cartoon-like solution. NL regularization better recovers fine patterns
and textures, such as the objects on the rooftop of the building in the left-hand side crop.
The combination of both priors leads to the lowest RMSE and the best visual deconvolved
image.

We now compare the performance of the proposed deconvolution method based on
the `∞ norm (3.19) with that arising when summing up the contribution of each channel
separately, i.e.,

C∑

k=1

‖∇ωuk‖2,1, (3.27)

where ‖ · ‖2,1 denotes the classical `2,1 norm used for the gradient of grayscale images.
Figure 3.8 shows the deconvolved images along with their associated RMSE values. We
observe that the proposed `∞ norm outperforms the conventional approach since it better
handles noise removal. This is because a strong channel coupling on the regularizer is
better adapted when dealing with the color correlated noise that unavoidably appears
after interpolation. Furthermore, the underlying assumption of a strong channel coupling
matches the fact that natural images are inter-channel correlated.

Parameter Selection

The parameters of the proposed super-resolution technique have been optimized on the
dataset used for comparison in the following subsections. All experiments have been
performed using the same set of parameters.

The smoothing flow parameter in (3.3) is α = 0.03. In the upsampling stage, the
size of the 2D patches being averaged and from which the weight (3.10) is computed is
7× 7 pixels, while the temporal neighborhood to which patches are extended taking into
account motion is N = 15 frames. The number of selected spatio-temporal patches is
L = 5, so the total number of patches involved in (3.7) is 75. The filtering parameter in
(3.10) is set to h = 6 for σnoise = 2.5 and h = 7.5 for σnoise = 5.

In the deconvolution stage, the kernel used in the energy (3.16) is the same as the one
used for data simulation. As super-resolution mainly deals with the aliasing introduced by
the relationship between the optics and the sensor size, we have only considered Gaussian
kernels. The trade-off parameters in the variational formulation (3.16) are set to λ = 0.1
and µ = 0.1. For the NL weights given in (3.20), we set hspt = 2.5 and hsim = 3.
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Video
sequence

BIC SRCNN VSR DeepSR SPMC Proposed

σ
n

o
is

e
=

2.
5

RMSE
calendar 19.80 17.26 12.43 25.17 14.30 12.91

city 10.25 7.96 5.71 14.14 7.22 5.17
foliage 12.06 9.80 9.23 18.23 8.82 8.19
temple 6.91 5.09 6.15 10.71 4.70 3.57
walk 8.40 6.49 7.16 12.95 5.79 5.21

Average 11.48 9.32 8.14 16.24 8.17 7.01
SSIM

calendar 0.9314 0.9508 0.9841 0.8753 0.9679 0.9835
city 0.9209 0.9532 0.9815 0.8643 0.9655 0.9829

foliage 0.9400 0.9676 0.9688 0.8734 0.9740 0.9821
temple 0.9840 0.9865 0.9850 0.9601 0.9892 0.9939
walk 0.9672 0.9730 0.9780 0.9231 0.9765 0.9877

Average 0.9487 0.9662 0.9795 0.8992 0.9746 0.9860

σ
n

o
is

e
=

5

RMSE
calendar 20.12 17.84 13.18 25.24 15.22 13.08

city 10.85 9.12 6.66 14.29 8.83 5.45
foliage 12.58 10.78 10.10 18.32 10.28 8.61
temple 7.71 6.61 6.99 10.85 6.49 3.85
walk 9.10 7.85 7.76 13.10 7.51 5.55

Average 12.07 10.44 8.94 16.36 9.67 7.31
SSIM

calendar 0.9193 0.9278 0.9798 0.8717 0.9451 0.9818
city 0.9077 0.9266 0.9790 0.8601 0.9350 0.9801

foliage 0.9339 0.9548 0.9650 0.8722 0.9589 0.9780
temple 0.9665 0.9626 0.9782 0.9582 0.9652 0.9866
walk 0.9489 0.9370 0.9752 0.9164 0.9376 0.9841

Average 0.9353 0.9418 0.9754 0.8957 0.9484 0.9821

Table 3.1: RMSE and SSIM comparison on the color videos of Figure 3.9 for sampling
factor r = 2 and for two different noise levels. The reported results refer to the eighth
frame of each sequence. We compare the proposed method with bicubic interpolation
(BIC), SRCNN [46], VSR [199], DeepSR [125] and SPMC [196]. The proposed approach
outperforms the other techniques with respect to both quality metrics in almost all cases
and always in average.

3.6.2 Video Super-Resolution

We test the performance of the proposed method on several video sequences. We use
calendar, city, foliage and walk from [126] and temple from [125], all of them consisting of
N = 15 frames. The numerical results and figures displayed in this subsection refer to the
eighth frame, and the associated ground truths are displayed in Figure 3.9. We simulate
the low-resolution data frames by Gaussian convolution of s.d. σblur > 0 followed by
downsampling of factor r ∈ Z+ and adding white Gaussian noise of s.d. σnoise ∈ {2.5, 5},
for an intensity range [0, 255]. The downsampling consists of taking every rth pixel in
each direction. We assume that the decimation and blurring operators are identical for
all frames. We report experiments for r = 2 with σblur = 0.75 and r = 4 with σblur = 1.6.
Since the ground truths are available, we evaluate numerically the results in terms of the
root mean square error (RMSE) and the structural similarity index (SSIM) [206], the
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Video
sequence

BIC SRCNN VSR DeepSR SPMC Proposed

σ
n

o
is

e
=

2.
5

RMSE
calendar 29.91 29.74 23.30 24.25 24.23 22.80

city 16.65 16.56 13.36 13.70 13.76 12.57
foliage 20.74 20.59 17.22 16.72 17.50 16.65
temple 14.54 14.40 10.84 10.78 10.89 10.62
walk 16.09 15.96 13.30 14.20 12.02 12.49

Average 19.59 19.45 15.60 15.93 15.68 15.03
SSIM

calendar 0.7169 0.7246 0.9000 0.8768 0.8579 0.9035
city 0.7004 0.7073 0.8735 0.8477 0.8309 0.8826

foliage 0.7116 0.7206 0.8679 0.8608 0.8160 0.8627
temple 0.9019 0.9047 0.9453 0.9624 0.9451 0.9664
walk 0.8540 0.8569 0.9015 0.8800 0.9010 0.9183

Average 0.7770 0.7828 0.8976 0.8855 0.8702 0.9067

σ
n

o
is

e
=

5

RMSE
calendar 30.11 29.95 23.85 24.52 25.54 23.14

city 17.03 16.96 13.91 14.18 15.20 13.15
foliage 21.04 20.90 17.78 17.23 18.73 16.99
temple 14.94 14.83 11.15 11.33 12.15 10.92
walk 16.47 16.37 13.71 14.64 13.29 12.73

Average 19.92 19.80 16.07 16.38 16.98 15.39
SSIM

calendar 0.7053 0.7116 0.8849 0.8636 0.8032 0.8938
city 0.6875 0.6927 0.8480 0.8332 0.7678 0.8639

foliage 0.7065 0.7148 0.8539 0.8523 0.7839 0.8535
temple 0.8780 0.8790 0.9329 0.9504 0.8957 0.9540
walk 0.8341 0.8347 0.8926 0.8615 0.8440 0.9064

Average 0.7623 0.7666 0.8825 0.8722 0.8189 0.8943

Table 3.2: RMSE and SSIM comparison on the color videos of Figure 3.9 for sampling
factor r = 4 and for two different noise levels. The reported results refer to the eighth
frame of each sequence. We compare the proposed method with bicubic interpolation
(BIC), SRCNN [46], VSR [199], DeepSR [125] and SPMC [196]. The proposed approach
outperforms the other techniques with respect to both quality metrics in almost all cases
and always in average.

latter modelling any image distortion as a combination of loss of correlation, luminance
distortion and contrast distortion.

The algorithm is run on a 3.5GHz Intel Xeon E5 processor on a MacOs system. The
application of the whole chain takes in average 1 minute per frame for the sequences
used in this subsection. The deconvolution, being an iterative algorithm, is the most
computationally expensive part followed by the inter-frame registration.

We compare the proposed chain with bicubic interpolation (BIC), the single-image
learning-based technique by Dong et al. [46] (SRCNN), the multi-frame variational ap-
proach by Unger et al. [199] (VSR) and the learning-based super-resolution multi-image
methods by Liao et al. [125] (DeepSR) and by Tao et al. [196] (SPMC). SPMC is a very
recent method which has been proved to outperform the learning-based approaches from
Kappeler et al. [107] and Caballero et al. [30]. We optimize the parameters of the method
in [199] in terms of the lowest RMSE, just as done with ours. Furthermore, VSR and
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Ground truth BIC SRCNN [46]

SPMC [196] VSR [199] DeepSR [125] Proposed

Figure 3.10: Visual comparison on temple sequence with sampling factor r = 2 and σnoise =
2.5. Only VSR and the proposed method are able to recover the correct direction of the
curtains, modified by the aliasing. However, the super-resolved image by VSR is affected
by flow inaccuracies which can be noticed, for instance, on the missing partial structure
of the streetlight.

Ground truth BIC SRCNN [46]

SPMC [196] VSR [199] DeepSR [125] Proposed

Figure 3.11: Visual comparison on calendar sequence with sampling factor r = 4 and
σnoise = 5. BIC and SRCNN are not able to revert the blurring effects from a single data
image and a lot of details are missing. The multi-frame approaches perform better in terms
of blur removal, but VSR, DeepSR and SPMC are not robust to noise. The proposed
method provides the best compromise between noise and blur removal and recovery of
geometry.

our method use the same estimated optical flow. For all learning-based approaches under
comparison, we use the codes and trained networks provided by the authors.

The RMSE and SSIM values obtained for all methods on each sequence with sampling
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Ground truth BIC SRCNN [46]

SPMC [196] VSR [199] DeepSR [125] Proposed

Figure 3.12: Visual comparison on foliage sequence with sampling factor r = 2 and σnoise =
2.5. Only our method deals correctly with noise, which particularly compromises the
performances of SRCNN and DeepSR. The result by VSR looks over-smoothed and is
further affected by errors in the flow. On the contrary, the proposed method is robust to
occlusions and flow inaccuracies.

rates r = 2 and r = 4 are displayed in Tables 3.1 and 3.2, respectively. The RMSE
and SSIM indices have been calculated after removing a boundary of 20 pixels. The
proposed approach outperforms all the others in terms of both metrics, including the
learning approaches SRCNN, DeepSR and SPMC that make use of large training sets.
DeepSR performing similarly for r = 4 and r = 2 in terms of RMSE is justified by the
fact that the CNN in [125] was trained with a sampling factor r = 4. Furthermore, since
the network proposed in [196] was trained on non-noisy data, the results by SPMC are
the most affected when increasing the amount of noise in the input data frames.

Figures 3.10-3.12 compare the visual quality of all methods. Figure 3.10 illustrates
the aliasing effect on the temple sequence for r = 2 and σnoise = 2.5. Only VSR and the
proposed method are able to correct the aliasing of the green curtains. Contrary to the
proposed approach, the result by VSR is affected by incorrect flow estimations as it can be
observed on the missing partial structure of the streetlight. Figure 3.11 displays the super-
resolved images for the calendar sequence for r = 4 and σnoise = 5. In this case, the single-
image based methods BIC and SRCNN are not able to revert the blurring effects. Although
the multi-frame approaches perform better in terms of blur reversion, VSR, DeepSR and
SPMC are very sensitive to noise. Our method provides the best compromise between
noise and blur removal and recovery of spatial resolution. Finally, Figure 3.12 exhibits the
results on the foliage sequence for r = 2 and σnoise = 2.5 in order to check the robustness
of the methods to occlusions and flow inaccuracies. This is a video sequence with large
displacements in the scene due to the presence of vehicles. The results illustrate how the
video super-resolution methods VSR and DeepSR are not able to deal with occlusions. The
proposed approach averages the selected 2D candidate patches depending on their distance
to the reference patch, thus eliminating patches affected by occlusions. On the other hand,
single-image techniques, although being free of flow inaccuracies, cannot remove either the
blur or the noise.
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Boardgames Boxes Cotton Dino

Kitchen Pens Rosemary Sideboard Table

Figure 3.13: Central ground truth views of the light field images used in the experimental
results displayed in Subsection 3.6.3. Images from the 4D Light Field Benchmark [88].
These light fields have an angular resolution of 9× 9.

Light field
RMSE SSIM

BIC GBSR LFBM5D Proposed BIC GBSR LFBM5D Proposed

boardgames 7.03 5.89 4.88 3.85 0.9726 0.9805 0.9820 0.9938

boxes 5.87 4.84 5.43 4.89 0.9672 0.9766 0.9655 0.9836

cotton 2.44 2.18 2.76 2.36 0.9851 0.9870 0.9761 0.9925

dino 4.80 3.92 4.62 3.93 0.9755 0.9852 0.9693 0.9894

kitchen 8.67 7.24 8.51 6.88 0.9501 0.9635 0.9446 0.9780

pens 5.17 4.82 5.44 4.08 0.9501 0.9557 0.9502 0.9820

rosemary 5.72 4.49 5.17 4.24 0.9787 0.9868 0.9773 0.9936

sideboard 11.54 9.70 10.72 8.24 0.9568 0.9715 0.9662 0.9878

table 7.95 6.47 7.56 5.96 0.9514 0.9685 0.9529 0.9792

Average 6.58 5.51 6.12 4.94 0.9653 0.9750 0.9649 0.9867

Table 3.3: RMSE and SSIM comparison on the light field sequences of Figure 3.13 for
σblur = 0.6, sampling rate r = 2 and σnoise = 2. The proposed method outperforms BIC,
GBSR [168] and LFBM5D [4] with respect to both quality metrics in almost all cases and
always in average.

3.6.3 Light Field Super-Resolution

In this subsection, we test the performance of the proposed method for spatial light field
super-resolution. From a set of low-resolution sub-aperture images, the goal is to recover
a high-resolution central view. In our approach, instead of using the complete light field,
we only utilize those views which are in the same row and column as the central one. This
permits to reduce the computational cost and use the registration technique detailed in
Section 3.3.2, since the motion is purely horizontal or vertical. We illustrate the perfor-
mance of the proposed light field super-resolution method on simulated and real data for
different light fields of the 4D Light Field Benchmark [88], which have an angular resolu-
tion of 9 × 9. Figure 3.13 displays the central ground truth views of the considered light
fields.

For the first set of experiments, we simulate the low-resolution sub-aperture views from
the light fields in Figure 3.13 by Gaussian convolution of s.d. σblur = 0.6, downsampling
of factor r = 2 and adding white Gaussian noise of s.d. σnoise = 2. We compare the pro-
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Ground truth BIC GBSR [168] LFBM5D [4] Proposed

Figure 3.14: Visual comparison on boxes and boardgames light field images with σblur = 0.6,
sampling factor r = 2 and σnoise = 2. GBSR and LFBM5D produce results which are more
noisy than ours. Moreover, GBSR creates artifacts in the chessboard of the boardgames
light field or in the box grids of the boxes image. The proposed method correctly removes
noise, reverts the blurring effects and provides super-resolved images which are almost free
of artifacts.

BIC Proposed BIC Proposed

Figure 3.15: Visual comparison of real light field super-resolution on rosemary (top) and
table (bottom) light fields for sampling rate r = 2. The proposed method reverts the blur
while reducing aliasing, which is noticeable in the results by BIC. Indeed, it is noticed at
the contours of the leaves in the first row and the contours of the book in the second row.
Furthermore, the proposed approach also recovers the wood textures.

102



3.6. Experimental Results and Applications 103

Alley 1 Alley 2 Ambush 4 Bamboo 2

Cave 2 Market 6 Mountain 1 Shaman 2 Temple 2

Figure 3.16: Central optical image and ground truth depth map of each sequence used in
Subsection 3.6.4. Data from the MPI-Sintel Depth dataset [29].

posed method with bicubic interpolation (BIC) and the recent light field super-resolution
approaches from Rossi et al. [168] (GBSR) and Alain et al. [4] (LFBM5D). GBSR and
LFBM5D work with the central 5 × 5 views, using 25 sub-aperture images. On the con-
trary, we use the views in the same row and column as the central one, which involves 17
views. Since low-resolution images have been simulated, the ground truths are available.
We provide quantitative evaluation of the performance of each technique in Table 3.3.
Despite using less information, our method achieves the lowest RMSE and highest SSIM
values in almost all cases and always in average. Figure 3.14 shows a visual comparison of
the super-resolved central images for some light field sequences. As it can be noticed, the
results by GBSR and LFBM5D are more noisy than ours. Moreover, GBSR also creates
several artifacts such as those in the chessboard of the boardgames light field and in the
box grids of the boxes image. On the contrary, the proposed method correctly removes
noise, reverts the blur and provides super-resolved images without noticeable artifacts.

For the second set of experiments, we do not simulate low-resolution data and consider
as input the light field images in the 4D Light Field Benchmark [88], which have a spatial
resolution of 512×512 pixels. The goal is to get a super-resolved central view with double
spatial resolution, i.e. r = 2. We assume that the blur in the data formation model is
guided by a Gaussian kernel of s.d. σblur = 0.7. Since no ground truth is available in
this case, we only display the visual results provided by bicubic interpolation and our
method. Figure 3.15 illustrates a visual comparison of the results for rosemary and table
sequences. The proposed method reverts the blur while reducing the aliasing effects, which
are appreciated in the results by bicubic interpolation. Furthermore, our approach recovers
fine patterns such as wood textures and the details in the floor plan.

3.6.4 Depth Video Super-Resolution

In this subsection, we show how the proposed super-resolution method applies to multi-
modal data. We consider a set of low-resolution depth maps {fn}Nn=1 accompanied by a
set of color frames {In}Nn=1 at higher resolution. In this setting, fn depicts the depth of
the scene corresponding to the image In. The goal is to use the optical images to increase
the spatial resolution of the depth maps. Instead of using the interpolated depth maps
{f̃n}Nn=1 to get the corresponding motion fields, we compute the optical flow on {In}Nn=1

and proceed as detailed in Subsection 3.4.3. All patch-based distances and weights in
the upsampling stage are computed on the accompanying high-resolution images, and the
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Depth
sequence

BIC JBF JBU NAF AD MRF WMF Proposed

alley 1 0.38 0.25 0.26 0.31 0.26 0.70 0.38 0.23

alley 2 0.51 0.49 0.46 0.49 0.41 0.76 0.59 0.31

ambush 4 0.18 0.14 0.14 0.20 0.14 0.61 0.36 0.17

bamboo 2 1.49 1.19 1.29 1.56 1.36 1.81 1.31 1.29

cave 2 3.11 3.47 2.81 2.81 2.71 3.91 3.64 2.99

market 6 1.46 1.17 1.15 1.44 1.91 1.86 1.31 1.09

mountain 1 57.51 48.82 43.88 43.84 46.85 - - 37.60

shaman 2 0.11 0.14 0.11 0.11 0.40 0.67 0.35 0.09

temple 2 8.27 7.70 7.16 7.15 7.15 9.94 - 7.02

Average 8.11 7.04 6.36 6.43 6.80 - - 5.64

Table 3.4: RMSE comparison on the MP-Sintel sequences [29] displayed in Figure 3.16
for a sampling rate r = 2. MRF and WMF cannot deal with the large disparity values
of mountain 1 and temple 2 sequences. We compare the proposed approach with bicubic
interpolation (BIC), JBF [163], JBU [117], NAF [33], AD [127], MRF [44] and WMF [140].
The proposed method achieves the lowest RMSE in most of the cases and in average.

non-local weights in the deconvolution stage are computed on the reference one.

For these experiments, we use the MPI-Sintel Depth dataset [29], which consists of
several color videos with a ground truth depth map per frame. Both depth and color
frames are on the same spatial resolution, 1024× 436 pixels. We keep the optical images
as they are and simulate low-resolution depth maps by downsampling them with a factor
of r = 2. In these experiments, we use 11 frames of both depth and optical sequences to
super-resolve the sixth depth map. Figure 3.16 displays the central optical images and
ground truth depth maps of the considered sequences.

We compare the proposed approach with the joint bilateral filter (JBF) from Petschnigg
et al. [163], the joint bilateral upsampling (JBU) from Kopf et al. [117], the noise-aware
filtering method (NAF) from Chan et al. [33], the anisotropic diffusion (AD) from Liu et
al. [127], the markov random fields method (MRF) by Diebel et al. [44] and the weighted
mode filtering (WMF) from Min et al. [140]. We use the codes made available by Hongwei
Qin6. We also include the results after applying bicubic interpolation (BIC) to the low-
resolution depth map of the central frame. Table 3.4 displays the RMSE values obtained
by each method after removing a boundary of 20 pixels. The proposed approach provides
the lowest RMSE for most of the sequences and in average.

Figures 3.17 and 3.18 display the results obtained on alley 2 and bamboo 2 sequences,
respectively. As it is noticeable in all the crops, the proposed method significantly improves
the quality of the depth maps since the spatial resolution is increased while the geometrical
structure of the objects is preserved, aliasing effects are removed and sharp edges are
recovered. On the contrary, all the other methods are not able neither to recover several
details of the scene, such as the water bucket and the white sewer entrance in Figure 3.17,
nor to remove aliasing artifacts such as the the jagged edges of the tree trunk in Figure 3.18.

3.7 Conclusions and Future Work

We have presented a method for multi-image and multimodal super-resolution. The ap-
proach is based on the one introduced by Buades and Duran [22], which has been adapted

6The codes of all these depth super-resolution methods are available at http://github.com/

qinhongwei/depth-enhancement.
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Reference frame Ground truth BIC JBF [163] JBU [117]

NAF [33] AD [127] MRF [44] WMF [140] Proposed

Reference frame Ground truth BIC JBF [163] JBU [117]

NAF [33] AD [127] MRF [44] WMF [140] Proposed

Figure 3.17: Visual comparison on the alley 2 sequence of the MPI-Sintel dataset [29] with
sampling factor r = 2. State-of-the-art methods are not able to recover several details of
the scene such as the water bucket and the white sewer entrance in the background. On
the contrary, the proposed method increases the spatial resolution of the depth while
preserving the geometrical structure of the objects, avoiding aliasing effects and providing
sharp edges.

for color images and applied to videos, light field images and depth videos. Moreover, we
have extended the disparity strategy presented in Chapter 2 to obtain a disparity map for
each of the implied views.

The problem is divided into inter-frame registration, upsampling and deconvolution.
The upsampling stage makes use of inter-frame displacements and patch similarity. The
shift estimation permits to select similar patches along the input images using a shift-
compensated 3D distance. A weighted average of selected patches depending on 2D com-
parisons makes the method robust to flow inaccuracies and occlusions.

We have also introduced a variational formulation for color single-image deconvolution.
We have combined total variation and non-local priors. In order to deal with the regular-
ization of multi-valued images, we have used a collaborative sparsity enforcing norm that
induces the strongest channel coupling.

The experiments have illustrated the superiority of the proposed approach, compared
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Reference frame Ground truth BIC JBF [163] JBU [117]

NAF [33] AD [127] MRF [44] WMF [140] Proposed

Reference frame Ground truth BIC JBF [163] JBU [117]

NAF [33] AD [127] MRF [44] WMF [140] Proposed

Figure 3.18: Visual comparison on the bamboo 2 sequence of the MPI-Sintel dataset [29]
with sampling factor r = 2. While all the other methods are affected by aliasing, see
e.g. the jagged edges of the tree trunk, the proposed super-resolution approach provides a
high-resolution depth map with sharp edges and almost free of artifacts.

to several state-of-the-art and recent methods for video super-resolution. The proposed
strategy has shown to be the most robust to occlusions and flow inaccuracies among multi-
frame techniques. Furthermore, the proposed chain has also shown to be competitive for
spatially super-resolving light field images. Finally, the method has been adapted to
deal with the super-resolution of depth videos with accompanying optical sequences. The
proposed approach has shown to outperform the state-of-the-art on depth upsampling.
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Chapter 4

Angular Super-Resolution for
Light Fields

We present a novel learning-based approach to synthesize new views of a light field image.
Specifically, given the four corner views of a light field, the presented method estimates the
center image. We use three sequential convolutional neural networks for feature extraction,
scene geometry estimation and view selection. Compared to state-of-the-art approaches,
in order to handle occlusions we propose to estimate a different disparity map per view.
Jointly with the view selection network, this strategy shows to be the most important to
have proper reconstructions near object boundaries.

An analysis of the model and comparisons against the state of the art on plenoptic light
fields show the superior performance of the proposed method. Furthermore, the method is
adapted and tested on light fields with wide baselines acquired with a camera array and,
in spite of having to deal with large occluded areas, the proposed approach yields very
promising results.

The chapter is organized as follows. The problem of angular light field super-resolution
and view synthesis is introduced in Section 4.1. Section 4.2 reviews the state of the art
on this problem. In Section 4.3 we present the proposed new view synthesis model. In
Section 4.4 we evaluate the presented method with extensive experiments and comparisons.
Finally, Section 4.5 concludes the chapter and draws directions for future work.

4.1 Introduction

Light field imaging has recently gained importance due to the additional information that
provides of the scene. In contrast to conventional 2D images that at each point capture
the sum of all light rays coming from different angles, the 4D light field image captures
the whole light information. A light field image can be considered as a collection of 2D
images taken from different viewpoints that are arranged on a regular grid.

Plenoptic cameras such as the Lytro Illum [153] or camera arrays [173, 40] are among
the different devices that can be used for the acquisition of these images. In the first
case, given that the sensor resolution is limited, the additional information given from
the different viewpoints comes at the cost of an important decrease in spatial resolution,
compared to traditional cameras. Plenoptic cameras usually offer high angular resolutions
(14 × 14 views for Lytro Illum) with small baselines. On the other hand, camera arrays
do not suffer from low spatial resolution but capturing a large number of views would
be costly, and generally they capture sparse light fields with wide baselines. In addition,
current smartphones also capture light fields using several cameras. However, they cannot
provide high angular resolutions since it is not possible to have a large number of cameras
in a cellphone.
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Then, it is interesting to study the problem of angular super-resolution for light fields,
also known as new view synthesis [123, 136]. That is, the generation of images from
novel viewpoints. With new view synthesis methods plenoptic cameras could be built
to capture light fields with smaller angular resolution and thus provide higher spatial
resolutions. Also, camera arrays and cellphones could increase the number of acquired
views using view synthesis techniques. Besides, the generation of novel views would permit
to navigate smoothly between the different images and be used for applications such as
virtual reality [156].

Over the last years, deep learning has shown a great success in computer vision and
image processing tasks. Furthermore, it has recently been applied to light field images [226,
182, 5]. Inspired by recent work on new view synthesis using deep learning [61, 104, 187],
we propose a novel learning-based solution to synthesize views of a light field image.
Particularly, we estimate the center view of a light field from the four corner views. The
approach was first designed for plenoptic light fields captured with the Lytro Illum camera,
but very promising results are obtained in the case of light fields captured with a camera
rig, which have wider baselines and therefore larger occluded regions. To deal with these
wide baselines, we adapt the method and increase the receptive field of the networks
without introducing many trainable parameters.

We divide the problem of view synthesis into feature extraction, disparity estimation
and view selection and use three sequential convolutional neural networks. Disparity
is estimated between the center view and each corner view. In contrast to the recent
approach from Kalantari et al. [104], in order to handle occlusions we propose to estimate
a different disparity map for each view. The selection network detects occluded parts and
discards them to reconstruct the novel image. This results in accurate reconstructions
near object boundaries and occlusions, while the method in [104] produces blurred results
at these regions. Srinivasan et al. [187] reconstruct the 4D light field from the center view.
While their problem is more challenging than ours, they work with images with simple
and similar geometry, being unable to deal with more complex scenes. In spite of having
been trained on the same dataset, our approach performs properly on different scenes.
Flynn et al. [61] cope with wide baseline images by providing to the networks a plane
sweep volume built from the input views. While this is memory and time consuming (it
takes minutes to synthesize a novel view), our method takes few seconds to predict the
novel image directly from the input views.

Although the purpose of the work is view synthesis, the presented method is able to
estimate disparity. Since we only need a large collection of light fields for training and no
ground truth depth is needed, it learns disparity in an unsupervised manner. Furthermore,
the disparity estimation carried out by our method is competitive with respect to the state
of the art.

4.2 Previous Work

In this section, we review the state of the art on new view synthesis. We put more
interest on those models that use deep learning, but we first briefly review non-learning
approaches. In addition, as the problem is closely related to video frame interpolation, we
also introduce recent methods tackling this problem.

4.2.1 View Synthesis for Light Fields

Among the non-learning based view synthesis methods for light field images we find the
variational model from Wanner and Goldluecke [211]. Given the disparity maps at the
input views, the energy functional penalizes deviations between each warped input onto
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the novel position and the unknown view. The functional also incorporates a mask to
account for occlusions and a smoothness term for the novel image using total variation.
Shi et al. [181] work in the continuous Fourier domain to reconstruct dense light fields from
a 1D set of viewpoints. Zhang et al. [234] proposed a phase-based approach to reconstruct
a whole light field from a stereo pair with disparities smaller than five pixels. Penner et
al. [161] generate novel views of plenoptic light fields and camera arrays by means of a
soft model of the scene geometry.

More recent methods make use of convolutional neural networks (CNN) to model the
problem. Yoon et al. [226] jointly model spatial and angular light field super-resolution
with a CNN. The spatially upsampled result is the input to the angular super-resolution
network, which consists of a single convolutional network. Wu et al. [216] use a CNN on
epipolar plane images. From the four corner views of a light field, Kalantari et al. [104]
propose two CNN to synthesize any view. They manually extract features by first warping
the input images at different disparity levels and then computing mean and variance at each
level. Given these features, the first network computes one disparity map for the unknown
view, which is used to warp each corner image. The four warpings are combined through
another CNN which outputs the novel view. Srinivasan et al. [187] aim at reconstructing
the whole light field given just the center view. A first network estimates a 4D depth map
from the input image. These maps are used to warp the center view and obtain an initial
estimate of the 4D light field, which is further refined through a residual network. The
method is trained on images of flowers, all of them sharing similar geometry, and it fails
when testing on more complex scenes.

Flynn et al. [61] deal with wide-baseline images by building a plane sweep volume. This
volume is the input to two different networks, one that outputs for each pixel and depth
the probability of that pixel having that depth, and the other generates a color image at
each depth plane. The point-wise product between probabilities and color images provide
the novel view. A drawback of this approach is the need to build the plane sweep volume,
which is memory and time consuming. Indeed, the authors have to generate images in
small patches to save memory and it takes 12 minutes to synthesize a 512 × 512 image.
Plane sweep volumes are also used by Zhou et al. [236], where the authors develop a method
for view extrapolation given two images with small baseline. They propose the use of an
encoder-decoder architecture which is trained using a combination of VGG19 [184] features
as training loss [103].

4.2.2 Video Frame Interpolation

Given two frames of a video, frame interpolation consists of estimating frames at novel
time instants. Most approaches first estimate the optical flow to warp the input frames to
the target one and then proceed to combine these warped frames. Liu et al. [128] proposed
Deep Voxel Flow, a multi-scale frame interpolation method. At three different scales, they
compute optical flow and a confidence map using encoder-decoder networks. The results
from these scales are combined using two convolutional layers. The output vector field is
used to warp the input images and both warpings are combined with a weighted average
using the confidence map. Amersfoort et al. [201] estimate optical flow and confidence
in a coarse-to-fine scheme to deal with large displacements. At each scale, the method
estimates a residual to refine both the flow estimation and confidence map. Finest optical
flow computation is at half resolution, and it is upsampled to warp the frames at full
resolution and generate the novel one. This result is further refined through a CNN that
takes as inputs the two initial frames at full resolution and this initial result. The receptive
field of this network is 13× 13 pixels, which is too small to handle large displacements.

Niklaus and Liu [155] use an existing deep learning method to compute forward and
backward optical flows. These are used to warp the input frames as well as the features
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Figure 4.1: Diagram of the proposed new view synthesis approach. We split the problem
into feature extraction, disparity estimation and view selection and use three different
networks, one for each purpose. Features extracted from the four input images are con-
catenated and used to estimate disparity. Then, input views are warped according to this
disparity and four selection masks that will serve to perform a weighted average of the
four warpings are estimated.

provided by the conv 1 layer of ResNet18 [81]. The four warpings are the input to a
network with a GridNet architecture [62]. They study different training losses and show
that the L1 on the reconstruction error provides better quantitative results, while using a
loss that includes VGG features leads to more visually pleasant ones. In Jiang et al. [100]
an encoder-decoder network is utilized to predict forward and backward flows. These are
used to warp the frames to the desired time instant and input views, warpings and optical
flows are introduced into another encoder-decoder network to refine the optical flow. This
network outputs the refined flow jointly with a confidence mask. Then, the input frames
are warped with these refined flows and then combined according to the confidences.

4.3 Proposed Method for New View Synthesis

Let Ω ⊂ R2 be an open bounded domain, usually a rectangle in R2. Let the images Is,t :
Ω → R3, with s, t ∈ {0, 1}, be the four color corner sub-aperture views and Ic : Ω → R3

be the center color sub-aperture image of a light field image. Then, the goal is to find a
function f : R12 → R3 such that

Îc = f(I0,0, I0,1, I1,0, I1,1), (4.1)

with Îc : Ω→ R3 being the estimated center view.
We model f by using convolutional neural networks. One option would be to consider

f as a single network that from the four corner views directly outputs the predicted center
image. However, as pointed out in [104, 187], the relation between input and output is
too complex to be modeled by just a single network. A proof of that is later shown in
Section 4.4.

4.3.1 Convolutional Neural Network for View Synthesis

We split the problem into feature extraction, disparity estimation and view selection and
use three different networks, one for each purpose. Features extracted from four input
images are concatenated and used to estimate disparity. Then, input views are warped
according to this disparity and four selection masks that will serve to perform a weighted
average of the four warpings are estimated. Figure 4.1 illustrates the diagram of the
proposed approach. In the following we detail each stage of our algorithm.
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Features CNN Compared to [104] that extracts features manually, we use a convolu-
tional neural network for this purpose. The features extraction network (fe) is applied
independently to each input image to compute a feature volume with 32 channels for
each one of the four input views. These features should not depend on the image being
processed and therefore weights are shared across all views.

Network fe consists of a sequence of five convolutional layers with 3×3 kernels, includ-
ing one residual block [81]. Average poolings with kernels 16× 16 and 8× 8 are then used
to extract features at different scales, providing the network of more global information.
Features from different layers are concatenated and finally fused with 3× 3 convolutions.
All convolutional layers are followed by an ELU activation and batch normalization [98].
This architecture is a simplified version of the feature extraction stage proposed in [34].
Zero padding is applied to all layers so that the resulting feature volume has the same
spatial dimension as input images. See Table 4.1 for more details.

Let Fs,t : Ω → R32 be the computed feature volume for image Is,t, for s, t ∈ {0, 1}.
Thus, Fs,t = fe (Is,t), with s, t ∈ {0, 1}. Then, the four feature volumes are concatenated,

F = (F0,0, F0,1, F1,0, F1,1), (4.2)

and the 128-channel volume F is the input to the next stage.

Disparity CNN We assume that the views of the light field are arranged on a regular
grid. Then, horizontal and vertical disparities are the same and thus the same estimated
map is used in both components. For the same reason, disparities between each corner
view and center view are the same and one common map for the four images should be
enough. In practice, however, the matching problem is not defined at occluded areas and,
since occluded pixels are different depending on the view, it results in different disparity
maps. Therefore, in contrast to [104], we let the network to estimate four different disparity
maps ds,t : Ω → R depicting the displacement between Is,t and the virtual view Îc, for
s, t ∈ {0, 1}. In Section 4.4 we show the advantages of using this strategy.

Disparity maps d = (d0,0, d0,1, d1,0, d1,1) are computed from the four feature volumes,
F, through network fd,

d = fd(F). (4.3)

This network consists of seven convolutional layers, all of them with a filter size of 3× 3.
The first four ones use dilated convolutions at rates 2, 4, 8 and 16, respectively. The use of
dilated convolutions permits to combine features at different resolutions and provide the
network with more context. All layers but the last one use an ELU activation function and
batch normalization. Last layer uses the hyperbolic tangent as activation function and no
batch normalization is applied. The tanh rescales the output into the range [−1, 1]. Then,
the output disparity is multiplied by a constant dmax, which is the maximum allowed
disparity magnitude. This way the output disparity will be in the range [−dmax, dmax].
For Lytro images this value is set to dmax = 12. This architecture is inspired by the one
proposed in [187]. The detailed network is described in Table 4.1.

Image warping The estimated disparity is used to warp each corner view in order to
have them registered with the virtual center view. Let Iws,t : Ω → R3 denote the warped
image for view Is,t. Then, for all s, t ∈ {0, 1},

Iws,t(x, y) = Is,t(x+ (−1)t+1ds,t, y + (−1)s+1ds,t), (4.4)

where ds,t is evaluated at pixel (x, y). Warped images and disparity maps are concatenated
to compose the volume W,

W = (Iw0,0, I
w
0,1, I

w
1,0, I

w
1,1,d). (4.5)

This 16-channel volume W is the input to the selection network.

111



112 Angular Super-Resolution for Light Fields

Selection CNN The task of the selection network (fs) is to determine the contribution
of each warped image Iws,t to the final result. This will be achieved by computing four
selection masks (m0,0,m0,1,m1,0,m1,1) = fs(W) such that ms,t : Ω → [0, 1] for all s, t ∈
{0, 1} and ∑

s,t∈{0,1}

ms,t(x, y) = 1, ∀(x, y) ∈ Ω. (4.6)

Then, the predicted center view is computed as a weighted average of the four warped
images using as weights these selection masks,

Îc(x, y) =
∑

s,t∈{0,1}

ms,t(x, y)Iws,t(x, y). (4.7)

The selection network fs is detailed in Table 4.1. It consists of seven convolutional
layers with 3 × 3 filters. All layers but the last one are followed by an ELU and batch
normalization. At the last layer we use tanh and do not use batch normalization. Besides,
at the last layer we also apply a softmax normalization along views,

σβ(vi(x)) =
eβvi(x)

∑4
i=1 e

βvi(x)
, ∀i = 1, 2, 3, 4, (4.8)

with x = (x, y) and vi being channel i of the conv6 layer. With the softmax we ensure that
the sum of the selection weights over the four views equals one at each pixel. Moreover,
we let the network to learn the parameter β. High values of this parameter encourage the
network to select a single view, which is important at those areas that are only visible in
one of the four images. The network has to be able to detect which regions of the center
view are also visible in the four corner ones. With these masks we discard inaccuracies in
the warped images coming from occluded pixels. After training the network, the learned
value is β = 9.65.

4.3.2 Loss Function for Network Optimization

The loss energy function proposed to train the model consists of four terms. The first
term penalizes deviations between the reconstructed view and ground truth center image:

Ed = ‖Ic − Îc‖1. (4.9)

To better preserve image textures, we impose the output image to have similar spatial
gradients to the ground truth:

Eg = ‖∇Ic −∇Îc‖1. (4.10)

In order to enforce each disparity estimate to be consistent with the warped views, we also
include the following term:

Ew =
1

4

∑

s,t∈{0,1}

‖Ic − Iws,t‖1. (4.11)

Finally, we use a smoothness term for the disparity maps,

ETV =
∑

s,t∈{0,1}

‖∇ds,t‖1. (4.12)

Then, the proposed loss function is a combination of these four terms:

E = Ed + λgEg + Ew + λTVETV , (4.13)
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Name k r In Out Act. f. BN

F
ea

tu
re

s
C

N
N

input 3
conv0 3× 3 3 32 ELU X
conv1 3× 3 32 32 ELU X
conv2 3× 3 32 32 ELU X
conv3 3× 3 32 32 ELU X
conv4 3× 3 32 32 ELU X

conv4 = conv2 + conv4
pool0 16× 16 32 32

avg. (conv4)
pool1 8× 8 32 32

concatenate [conv2, conv4, pool0, pool1]
conv5 3× 3 128 32 ELU X

D
is

p
ar

it
y

C
N

N

input 128
conv0 3× 3 2 128 128 ELU X
conv1 3× 3 4 128 128 ELU X
conv2 3× 3 8 128 128 ELU X
conv3 3× 3 16 128 128 ELU X
conv4 3× 3 128 64 ELU X
conv5 3× 3 64 64 ELU X
conv6 3× 3 64 4 tanh

dmax · conv6

S
el

ec
ti

on
C

N
N

input 16
conv0 3× 3 16 64 ELU X
conv1 3× 3 64 128 ELU X
conv2 3× 3 128 128 ELU X
conv3 3× 3 128 128 ELU X
conv4 3× 3 128 64 ELU X
conv5 3× 3 64 32 ELU X
conv6 3× 3 32 4 tanh

Softmax with learned β

Table 4.1: Networks architectures. Labels In and Out correspond to the number of chan-
nels of input and output volumes, respectively, BN denotes batch normalization [98], k
is the kernel size and r the dilation rate which equals one when nothing specified. Zero
padding is applied to all layers to maintain spatial dimensions.

where experimentally we set λg = 0.5 and λTV = 0.01. In Section 4.4 we evaluate different
configurations for this training loss, showing the effect of each component.

Another term we could have included is one that enforces consistency between different
disparity maps, similarly to [187]. However, disparity maps should not be equal at occluded
regions and, since we do not know these occlusions beforehand, we do not impose any
constraint.

4.3.3 Training Details

The model has been implemented using TensorFlow [1]. We train the networks on Lytro
Illum light fields, which have a resolution of 540× 372× 14× 14 and from which we select
a centred 7 × 7 array of views. The four corner views of these 7 × 7 light fields are the
inputs to our method.

At each training iteration, the output is compared to the central view by means of
the loss function presented in Equation (4.13). We randomly extract 192 × 192 patches
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Flowers

Diverse

Figure 4.2: Center views of several examples of the used datasets. We use the light field
dataset from Srinivasan et al. [187] (Flowers) which consists of 3243 training examples and
100 for testing, consisting of images of flowers; and the dataset from Kalantari et al. [104]
(Diverse) with 100 images for training and 30 for testing, captured from diverse scenarios.

from the training images to train the model. We use bilinear interpolation to compute the
warped images according to Equation (4.4), then the complete network is differentiable.
The network is optimized using the ADAM solver [112] with β1 = 0.9, β2 = 0.999, ε = 10−8,
a learning rate of 0.001 and a batch size of 4. Weights are randomly initialized using the
Xavier method [74] and the softmax β from Equation (4.8) is initialized to 1. The method
converges after 200 thousand iterations and it takes approximately 22 hours on a GeForce
GTX 1080 Ti GPU. At test time, it takes about 3 seconds to synthesize a 540×372 image.

4.4 Experimental Results

In this section, we evaluate the performance of the proposed method for light field view
synthesis. First, we describe the datasets used for these experiments. Then, we carry
out several experiments to test the different components of the proposed approach. Af-
terwards, we compare against the state of the art. Finally, we show examples on the
application of the algorithm to wide-baseline light fields.

4.4.1 Datasets for Light Field View Synthesis

We used two different datasets for training and testing the proposed method. On the one
hand, the dataset from Srinivasan et al. [187], which consists of 3343 images of flowers
captured with a Lytro Illum camera. We randomly divided it into 3243 images for training
and 100 for testing the model. On the other hand, the dataset from Kalantari et al. [104].
It contains 100 light fields for training and 30 for testing. They are mostly outdoor images
from diverse scenarios captured with Lytro. When reading the images, we apply a gamma
correction with γ = 0.4 to both datasets. In the following, we denote as Flowers the
dataset from Srinivasan et al. [187] and as Diverse the one from Kalantari et al. [104]. For

114



4.4. Experimental Results 115

I0,0 I0,1

I1,0 I1,1

Input

d0,0 d0,1

d1,0 d1,1

Disparity maps

m0,0 m0,1

m1,0 m1,1

Selection masks

Îc
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Figure 4.3: Visual results on two examples of the Flowers test set (top: IMG 4736 eslf,
bottom: IMG 5102 eslf). Error image corresponds to |Ic− Îc| and is clipped into the range
[0, 0.04] for images in [0, 1].
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Method # param. MAE PSNR SSIM Time (s)

1 CNN 1.66 M 2.354 30.46 0.9498 2.10

Proposed 1.27 M 0.892 38.23 0.9779 3.08

Table 4.2: Comparison against one single network. Metrics computed over the Flowers
test set. The MAE column corresponds to the mean absolute error multiplied by 100, for
images in the range [0, 1].

the experiments in this section, when nothing specified, the dataset used for training is
Flowers.

4.4.2 Visual Results and Method Analysis

Visual Results

Figure 4.3 visually illustrates the performance of the proposed model. As it can be seen in
the figure, disparity maps are sharp at all depth discontinuities but not at occlusions. At
occluded regions, the warped views will be inaccurate. However, with the selection network
we are able to discard occluded pixels. Occluded parts are equal to zero in the selection
masks and more weight is given to the areas that are visible in only one view. Also, we
can appreciate how the selection network has a preference on choosing the warped view
from the bottom left. This occurs because most Lytro light fields of the dataset present
changes in color between views and the selected one is the one that has the most similar
color.

Comparison with One Single CNN

We compare the proposed approach against using one single CNN to model the view
synthesis problem. The implemented single-CNN model predicts the center image from
the concatenated four corner views. The networkconsists of a fully-convolutional network
of 22 layers with kernel sizes of 3 × 3. Also, as in our disparity network, we use dilated
convolutions from the fourth to the seventh layers at rates 2, 4, 8 and 16, respectively. This
results in a network with 1.66 millions of parameters. The loss function considered for this
single network is the L1 distance between the reconstructed view and ground truth. We
also trained the model using additionally the gradients constancy term, which resulted in
worse performance in this case.

In Table 4.2 we quantitatively compare both models evaluated on the Flowers test set.
Performance is compared in terms of the mean absolute error (MAE), peak signal-to-noise
ratio (PSNR) and the structural similarity index measure (SSIM) [206]. The single CNN
takes in average one second less than the proposed approach but the performance is worse.
As seen in Figure 4.4, the single CNN reconstruction results are blurry and the network
is unable to correctly model the geometry of the scene.

Analysis of the Loss Function

Table 4.3 reports evaluation metrics for different configurations of the training loss. We
can see how the full loss jointly with the features CNN outperforms the other settings.

Apart from the proposed terms, as recent view reconstruction approaches [201, 236],
we also tried to include a perceptual loss by using VGG19 [184] features, denoted by EP .
In particular, we used the features of the layer conv4 4 of this network. In our case, it
results in worse performance. On the other hand, we tried to enforce regularity on the
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Ground truth Single CNN Proposed

Figure 4.4: Comparison against one single network. Test images are IMG 7383 eslf.png
(top) and IMG 7005 eslf.png (bottom) from the Flowers test set. The single network has
poorer textures and is unable to correctly model the geometry of the scene.

Ed Eg Ew ETV EP ETV s fe MAE PSNR SSIM

X X 0.904 38.09 0.9769

X X X 0.968 37.51 0.9732

X X X X 0.942 37.80 0.9750

X X X X X 1.010 37.25 0.9722

X X X X X 0.993 37.34 0.9736

X X X X X 0.892 38.23 0.9779

Table 4.3: Analysis of different terms in the loss function and the effect of using the features
network fe. All models have been trained on the Flowers training set and evaluation
metrics are computed and averaged over the 100 images from the Flowers test set. The
MAE column corresponds to the mean absolute error multiplied by 100, for images in the
range [0, 1].

selection masks by using a TV loss (ETVs), similar to the frame interpolation method [128],
which also leads to worse reconstructions.

The first row of the table shows the performance of just using the term Ed (4.9) in the
loss function. Results are quantitatively only slightly better when adding the other terms.
However, it can be noticed an improvement in the disparity maps when using the full
loss function from Equation (4.13). A comparison between both is shown in Figure 4.5.
The use of the full loss function gives more accurate results at depth discontinuities and
smoother disparities.
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Center view Ed E

Figure 4.5: Estimated disparity when only using the reconstruction error term in the
loss function, i. e., Ed from Equation (4.9) and when using the proposed loss E from
Equation (4.13). Testing image is IMG 3517 eslf from the Flowers test set. For simplicity
we only show the disparity map estimated for the top left view, d0,0. The use of the full
loss function gives more accurate results at depth discontinuities and yields a smoother
map.

Ground truth 1 disparity d0,0 d0,1

Error 1 disp. Error 4 disp. d1,0 d1,1

Figure 4.6: Effect of using one common disparity map or the proposed multiple disparity
maps. The tested light field is IMG 7185 eslf from the Flowers test set. Reconstruction
errors are clipped into the range [0, 0.04] for images in [0, 1].

Advantage of using Four Disparity Maps

Next, we show the importance of considering four different disparity estimations. Figure
4.6 illustrates the differences against using a common map for the four views, as it is done
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Ground truth

Without the features CNN With the features CNN

Figure 4.7: Influence of the features CNN. Crops from the estimated view and disparity
(d0,0) with and without the features network are shown for the rock image from the Diverse
test set.

in [104]. The use of a common disparity leads to inaccuracies in the estimation that are
located at the union of the occluded parts of the four images. That is, for instance, next
to the boundary of the flower in both examples. However, if we look to the case of having
four disparities, we can see how the areas of the views corresponding to non-occluded
regions are sharp and accurate, while the occluded parts present more difficulties. The
effect in the final result is reflected in the error images, where the errors at occlusions are
significantly smaller in the case of using four disparities.

Effect of using the Features CNN

We now compare the proposed network against one that does not have a first stage for
feature extraction and instead inputs to the disparity network are directly the light field
views, as it is done for instance in [187]. In this case, in the disparity CNN we included
more convolutional layers to have the same number of trainable variables. In Table 4.3
we can see the gains in performance when using feature extraction, an average PSNR of
38.23 opposed to 37.80 when we do not use it. A visual example is shown in Figure 4.7.
Without the features CNN the method is unable to recover fine details as the tip of the
leaf, as disparity estimation is inaccurate in this fine object. However, when adding the
features CNN the disparity network is able to correctly estimate disparity, leading to a
proper reconstruction.

4.4.3 Comparison against the State of the Art

Table 4.4 reports quantitative evaluation compared to recent view synthesis methods. In
particular, we compare with the learning-based view synthesis for light fields (LBVS) from
Kalantari et al. [104] and the approach proposed by Srinivasan et al. [187], that synthesizes
a 4D light field from the center view (4DLF). These learning-based methods have shown
to outperform more classical approaches [237, 211, 233].

The LBVS method reconstructs any view of a light field given the four corner ones
and is trained on the Diverse training set. On the other hand, 4DLF is trained with the
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Test set Method MAE PSNR SSIM

Flowers

LBVS (D) 1.508 33.33 0.9606
4DLF (F) 1.013 37.23 0.9752

Proposed (F) 0.892 38.23 0.9779
Proposed (D) 0.994 37.14 0.9744

Diverse

LBVS (D) 1.127 35.39 0.9773
4DLF (F) 1.188 35.22 0.9762

Proposed (F) 0.870 37.30 0.9818
Proposed (D) 0.903 37.03 0.9818

Table 4.4: Quantitative comparison against LBVS [104] and 4DLF [187] on different
datasets. The dataset in parenthesis after each method indicates the training set used
to optimize the networks, where F stands for Flowers and D for Diverse. The MAE
column corresponds to the mean absolute error multiplied by 100, for images in [0, 1].

Ground truth LBVS Proposed

Figure 4.8: Comparison with the state-of-the-art method LBVS [104]. Testing image is
the rock light field from the Diverse test set. As seen in the crop from the rock, their
reconstruction is inaccurate at occlusions. Besides, their method is unable to recover the
tip of the leaf.

Flowers training set. For both methods, we only evaluate the view that is generated for
the same angular position that has to be inferred by our method. However, for 4DLF
it is difficult to make a fair comparison as inputs are different: we input the four corner
views while 4DLF inputs a unique view, which in this case is from an adjacent angular
position to the one we are comparing with. According to the table, the proposed approach
outperforms the other methods in all the metrics and in both datasets.

Figure 4.8 visually compares our method with LBVS. As it can be seen in the crop
from the rock, their reconstruction has difficulties at occluded regions, resulting in blurred
results. Besides, their method is unable to recover the tip of the leaf.

In Figure 4.9 we compare with 4DLF. Inferring a 4D light field from only one view
may seem an advantage compared to our method. However, their method does not work
properly with other images than flowers and fails when dealing with complex scenes, where
there is more than one object in the foreground. Although both methods have been trained
on the same Flowers training set, their method is completely unable to model the geometry
of the scene, resulting in high errors mostly located at object boundaries. On the contrary,
our method better estimates disparity which leads to smaller reconstruction errors.
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Figure 4.9: Comparison against the method 4DLF [187]. Testing image is seahorse from
the Diverse test set. For simplicity, our estimated depth corresponds to d00. Error images
are clipped into [0, 0.04] for images in [0, 1].

The proposed method can also be used to estimate disparity in an unsupervised man-
ner. In Figure 4.10 we qualitative compare our estimated disparity to state-of-the-art
methods for depth estimation from light fields. Specifically, the phase-based method
from Jeon et al. [99] (PBM) and the occlusion-aware depth estimation from Wang et
al. [204] (OADE). Additionally, we include the comparison with the stereo light field
method DAWA* proposed in Chapter 2. Methods PBM and OADE make use of the com-
plete 4D light field, DAWA* uses the views in the same row and column as the reference
one. On the contrary, the proposed network only uses the four corner views. In spite of
that, our method shows to be competitive with respect to PBM, OADE and DAWA*, be-
ing even more accurate at depth discontinuities and at fine objects. The over-exposed sky
in the seahorse image leads to inaccurate depth maps for PBM, OADE and our method,
while DAWA* yields a smooth and proper estimation. In our case, this behaviour is ex-
pected as the ultimate goal is view synthesis and with the estimated disparity we are able
to reconstruct this large and uniform white area.

4.4.4 Generalization

Now, we assess the performance of the trained model tested on a different dataset by
evaluating the model on the Diverse test set. Furthermore, we trained our network from
scratch on the Diverse training set and tested on both Flowers and Diverse test datasets.
Evaluation metrics for these experiments are reported on Table 4.4. Quantitatively we
can see how the method trained on Flowers yields a high PSNR also in the Diverse. In
addition, in spite of being more diverse, the training on the 100 images from Diverse
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rock seahorse

PBM OADE DAWA* Proposed (d0,0)

Figure 4.10: Estimated disparity compared to DAWA*, proposed in Chapter 2, and state-
of-the-art methods PBM [99] and OADE [204]. In our case, disparity is estimated from the
four corner views, PMB and OADE make use of the complete 4D light field and DAWA*
uses the views in the same row and column as the reference image.

results in worse performance in both cases. This might be due to the fact that in the
Flowers training set we have 3243 different examples to train, although being all images
containing flowers.

4.4.5 Wide-Baseline Light Fields

Wide-baseline light fields make more difficult the problem of view synthesis than with
Lytro images. Wider baselines involve having larger disparities and therefore much larger
occluded areas. The proposed method specially treats the occlusion problem by assuming
differences in the disparity maps and computing four different ones for each corner view.
Moreover, we have seen that the selection network is able to detect occluded pixels and
discard inaccurate reconstructions on these parts.

In this section we apply the proposed approach to wide-baseline light fields. In partic-
ular, to light field images captured with the camera rig presented in [173] .The baseline
between two consecutive cameras of this rig is 7cm. In this complex case we have to
deal with larger disparities than with Lytro light fields. Therefore, we cannot directly use
the same networks as the ones used in the previous case, since the receptive field of the
disparity network will not be enough to match distant pixels. In the following we slightly
adapt the proposed networks to deal with this challenging case.

Adaptation to Wide-Baseline Light Fields

To increase the receptive field and provide the disparity CNN of more global information
without introducing many parameters, we apply the same features CNN as before at three
different dilation rates for the first five convolutional layers. These dilations are 2, 4 and
8, respectively. The output volumes given from each dilation rate are concatenated along
the depth dimension and fused by means of 1 × 1 convolutions to obtain a 32-channel
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Figure 4.11: Visual results on light fields acquired with the camera rig presented in [173].
Error images are clipped into the range [0, 0.04] for images in [0, 1].

feature volume.

The features CNN outputs a volume for each view F0,0, F0,1, F1,0 and F1,1. In the
previous case, these features were concatenated and were the input to the disparity CNN.
Here, as disparities and occluded areas are too large and trying to find correspondences
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between the four images at the same time might be too difficult for the network, we
propose to compute horizontal and vertical disparities separately and then fuse them by
means of a simple CNN.

Then, horizontal disparities are computed from the concatenation of horizontal pairs
of views

(dh0,0, d
h
0,1) = fdh(F0,0, F0,1),

(dh1,0, d
h
1,1) = fdh(F1,0, F1,1);

(4.14)

while vertical ones are computed from vertical pairs,

(dv0,0, d
v
1,0) = fdv(F0,0, F1,0),

(dv0,1, d
v
1,1) = fdv(F0,1, F1,1).

(4.15)

Functions fdh and fdv are convolutional neural networks that have the same architecture
as the disparity CNN (fd) but replacing input and output sizes with 64 and 2 channels,
respectively.

Disparities estimated from horizontal and vertical displacements are fused into a single
disparity map for each view,

ds,t = fdf (dhs,t, d
v
s,t), s, t ∈ {0, 1} (4.16)

with fdf being a convolutional neural network of two layers with kernels 3× 3 and 1× 1,
respectively.

Once we have computed the four disparity maps, the algorithm follows as before.
The four views are warped using the corresponding disparity according to Equation (4.4).
Then, warped views Iws,t, with s, t ∈ {0, 1} and disparity maps ds,t, with s, t ∈ {0, 1} are
concatenated and are the input to the selection network fs. The selection network is
exactly the same as in the Lytro case. Finally, the predicted center view is computed as a
weighted average of the four warped views using as weights the selection masks, according
to Equation (4.7).

The receptive field of the network proposed for the wide-baseline case is 170 pixels,
compared to 97 pixels for the Lytro version. The full model has a total of 2.02 million
of parameters to learn. As training loss function, we use the one from Equation (4.13)
with two additional terms that enforce the warped views with the horizontal and vertical
disparities to be similar to the ground truth image.

Training details

We train these networks from scratch on light field images captured with the camera rig
presented in [173]. Video sequences from indoor and outdoor scenarios have been recorded
and one of every ten frames has been selected as training light field. These light fields
have been rectified and viewpoints are arranged on a regular grid. From the available 4×4
views, we randomly select an array of 3× 3 and, from the four corner images, we estimate
the center one. Also, these light fields have a spatial resolution of 2048 × 1088 and are
spatially downsampled by a factor of 2.

The training set contains 212 light fields and, considering that we take subsets of 3×3
views, this results in a total of 848 examples. We randomly extract patches of 250× 250
from the training images to train the model. The network is optimized using the ADAM
solver [112] with β1 = 0.9, β2 = 0.999, ε = 10−8, a learning rate of 0.001 and a batch
size of 1. Weights are randomly initialized using the Xavier method [74] and the softmax
β is initialized to 1. The maximum disparity has been set to dmax = 60. The method
converges after 300 thousand iterations, which approximately takes 2 days and 20 hours
on a GeForce GTX 1080 Ti GPU. At test time, it takes 20 seconds to synthesize a new
instance.
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Application to Wide-Baseline Light Fields

Figure 4.11 illustrates an example of view synthesis for different light fields captured with
the camera rig presented in [173], using the proposed method. The method shows very
promising results as it can be seen in the figure. The crops from the input views give
an intuition of how large are occlusions in each case. By looking at the error images, in
general most of these occluded parts do not present large errors. In the first and second
examples, largest errors are present in some parts of the background, mainly on bright
areas.

In the last example we have two objects with large disparities and the method is unable
to correctly estimate them. This results in a blurred reconstruction and a thin structure
that does not appear in the predicted center view. This suggests that the receptive field
of the network is not enough to deal with these large disparities. However, the method,
that was first designed to cope with plenoptic cameras, yields generally promising results
for this challenging case, being able to detect from each view that parts that are visible
in the center one.

4.5 Conclusions and Future Work

In this chapter, we have proposed a novel deep learning approach for new view synthesis for
light field images. Particularly, we have tackled the problem of estimating the center view
of a light field given the four corner views. The method uses three sequential networks,
for feature extraction, for disparity estimation and another for view selection. First,
features are extracted from each input view using a convolutional network that shares
weights across all views. These features are the input to a disparity network that estimates
disparity between the center view and each corner view. Compared to the state of the art,
we propose to compute four different disparity maps in order to deal with the occlusion
problem. Input views are then warped using the estimated disparity and, jointly with these
disparities, are used as the input to the selection network, which outputs a selection mask
for each view. These masks determine the contribution of each view on the synthesized
result. The selection network is able to detect these occlusions and discard them for
computing the novel view.

Experiments on different datasets have demonstrated the importance of using the
multiple disparity maps, jointly with the selection network, to obtain accurate results at
occlusions. The method has proved to outperform the state of the art for plenoptic light
fields and its application to light fields from the camera rig from [173] has given very
promising results.

As future work, we plan to focus on wide-baseline light fields and design architectures
for this special case, in which networks should incorporate more context information in
order to deal with large disparities and occlusions. Moreover, it would also be interesting
to train the method to estimate any light field view and not just the center one.
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Chapter 5

Conclusions

In this thesis, we have dealt with depth estimation and image enhancement for multi-
view imaging. In Chapter 1, we have presented novel approaches to solve the two-view
stereo correspondence problem. The proposed strategy comprises local estimation and a
posterior global depth filtering and interpolation. For local correspondences, we presented
DAWA, a disparity-adapted weighted aggregation specially designed to cope with the
fattening effect. The novel weight function introduces, apart from color similarity and
spatial distance terms, an additional term based on the cost of matching each neighboring
pixel with the considered disparity. Moreover, in order to provide a reliable disparity map,
several criteria for match validation are proposed. These criteria are integrated within a
coarse-to-fine strategy which has shown to reduce match ambiguities.

Regarding the global filtering and interpolation, we have presented two different vari-
ational models. We have introduced var-flow, which is based on classical optical flow
formulations. The proposed data fidelity term is robust to changes in illumination. Ad-
ditionally, it penalizes deviations from the local estimation at different resolutions and
only at reliable pixels. On the other hand, we have presented var-nl, a variational method
that, apart from enforcing the novel disparity map to be similar to the local estimation
at reliable regions, it combines total variation and non-local regularization. The non-local
term imposes the image geometry to the disparity map, while the total variation promotes
not to copying image patterns and textures.

The presented methods have shown to be competitive with respect to the state of the
art on stereo in the public Middlebury dataset. Visual results and quantitative metrics
have proved the promising results of the presented methods. Moreover, we have applied
the proposed correspondence method to the 2D case for optical flow estimation. Results
on the public Middlebury and MPI-Sintel optical flow datasets have also shown to be
competitive with respect to the state of the art on optical flow.

Finally, we have applied the stereo chain to satellite imaging. We have adapted the
original version of the local method DAWA to cope with urban satellite image. The
presence of large dark shadowed areas in these images resulted in inaccuracies in the
disparity estimation for the original DAWA. Then, we have proposed to locally adapt the
color and cost weight parameters. These values have been adjusted for each pixel in the
image by means of a sigmoid function. This modification has shown a great improvement
for urban satellite images.

As future work, we plan to work on the variational interpolation approach var-nl.
We believe that the model could be improved by adding a data fidelity term enforcing
brightness constancy. With this term we promote corresponding pixels to have similar
color. Additionally, compared to var-flow, in var-nl we only ask the disparity result at
full scale to be similar to the novel estimation. Similarly to var-flow, we could include
the estimations from intermediate scales. Finally, we could also investigate the use of a
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learned local cost instead of the zero-mean sum of squared differences in DAWA, as it is
done in MC-CNN [232].

In Chapter 2, we have focused on the multi-view case and applied the strategies de-
veloped in the previous chapter for depth estimation. In particular, we have presented a
method to estimate the depth from a light field image. We exploit the sub-aperture light
field images configuration and estimate two-view disparities between specific pairs of views.
Specifically, between the central view and the rest of the views in the same row and column
as the reference one. Following the strategy adopted in the first chapter, these two-view
disparity maps are estimated by the combination of local and global stereo methods. As
local method, we have used and compared MSMW [24] and DAWA. Then, this estimation
is filtered and interpolated by a variational approach based on optical flow computation,
in the same spirit of var-flow. However, the small baselines present in plenoptic light fields
permit to introduce a modification compared to var-flow. The data fidelity terms in the
functional are only applied to non-occluded pixels. Therefore, a strategy for identifying
occlusions is also presented. Once the two-view disparities are estimated, the algorithm
robustly combines them taking only into account reliable estimations.

Experiments on synthetic and real light fields have been performed and compared
with respect to the state of the art. The dense version of our method has yield the
best performance in comparison with the other methods. Indeed, quantitatively, the best
approach in the literature is the occlusion-aware method OADE [204] which has shown
an average error of 0.88 in the synthetic dataset. In our case, we provide an error of 0.81
with MSMW* and 0.71 with DAWA*. With real light field images, the proposed methods
have shown competitive performances compared to the state of the art. The proposed
approach is less sensitive to the distortions that are present in this real case.

Future work could be focused on depth estimation from an arbitrary set of views and
not just light fields. Given a reference view, we could use standard structure from motion
pipelines [67, 144] to estimate camera poses and stereo-rectify each view with the reference
one. Once disparities are computed, they can be robustly combined by first converting
them to comparable real depth values by using again [67, 144].

In the next two and last chapters we have moved to the problem of super-resolution,
in both spatial and angular dimensions, for a multi-view setting. Chapter 3 proposes
a spatial super-resolution algorithm which is applied to frames of a video, sub-aperture
light field views and depth video frames. In the last case, we use the guidance of the
corresponding optical video frames at the desired high resolution. The method generates
a high-resolution frame or view from the low-resolution data in three stages that involve
inter-frame registration, upsampling and deconvolution. Registration of videos has been
carried out with the existing TV-L1 optical flow method from Zach et al. [231]; while the
approach presented in Chapter 2 has been the one used for light fields. Upsampling and
deconvolution procedures are based on the ones presented by Buades and Duran [22], which
are extended to color images. For upsampling, the authors present a filtering strategy that
selects similar patches using a motion-compensated spatio-temporal distance. Finally,
with the deconvolution stage we revert the blur that is present in the upsampled result.
A variational model combining total variation and non-local regularization has been used
for this step.

The proposed method has outperformed the state of the art on the three tested appli-
cations: video, light field images and depth super-resolution. Different experiments have
demonstrated the robustness to occlusions and inaccuracies in the registration function.

In the last Chapter 4, we have studied the problem of angular super-resolution for light
field images. Particularly, from the four sub-aperture corner images, we have synthesized
the center one. The proposed approach makes use of convolutional neural networks to
model the problem. We use three sequential networks for respectively feature extraction,
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disparity estimation and view selection. First, features are independently extracted from
each input view using a CNN that shares weights across all views. Then, the disparity
network estimates disparity between the center view and each corner one taking as input
the features extracted in the first step. Compared to the state of the art, we propose
to let the network to estimate a different disparity map per view. Occluded regions are
different depending on the view which may lead to different disparity maps. Input views
are warped according to the corresponding disparity. Then, a selection network is used to
determine the contribution of each view on the final result.

Experiments on different datasets have demonstrated the importance of using the
multiple disparity maps to obtain accurate results at occlusions. The selection network
has proved to be able to detect these occlusions and discard them for computing the novel
view. The proposed method outperforms the state of the art for Lytro Illum light fields.
Moreover, it has been adapted and applied to the challenging case of light fields captured
with a camera array. These images, having a baseline of 7cm, involve dealing with larger
occluded areas. Despite of that, the method has also shown promising results in this case.

In the future we plan to focus on wide-baseline light fields. We could study new network
architectures to deal with the large displacements that are present in this case. Networks
should incorporate more global information but at the same time they should not include
many additional parameters in order to fit in memory. This could be achieved using
high dilation rates, embedding the method into a coarse-to-fine strategy or using encoder-
decoder architectures. Finally, the model could be improved by adding the possibility of
estimating any light field sub-aperture image and not just the center one.
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