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"In an information-rich world, the wealth of information means a dearth of
something else: a scarcity of whatever it is that information consumes. What

information consumes is rather obvious: it consumes the attention of its recipients.
Hence a wealth of information creates a poverty of attention and a need to allocate
that attention efficiently among the overabundance of information sources that

might consume it."

Herbert A. Simon



Abstract

The perceptual and cognitive abilities of humans are not infinite but limited re-
sources [1],[2]. Today, the widespread use of social media has intensified the com-
petition among ideas for our finite attention. There is a competition for visibility
among actors (institutions or individuals) and among ideas; and at the same time
the social stimulus of visibility leads to a mutualistic interaction of actors (indi-
viduals, institutions etc.) with specific memes that strive for the virality of their
messages. Using an analogy between informational and ecological ecosystems, pre-
vious studies [3] were able to indicate that contents are driven by selective pressure,
i.e. the chances to persist and reach widely are tightly subject to changes in the
communication environment. Following this analogy, the presented work is aiming
at reproducing trends regarding meme dynamics that were found in a Twitter data
analysis. For this, an ecology-inspired modelling framework [4] is proposed and mod-
ified by introducing speciation, a data-based choice of the growth rate and intrinsic
(dis-)advantages for different species. With the named modifications, the presented
new framework, built on the main driving factors - competition, mutualism and
environment -, is able to reproduce some of the empirically found behaviours and
trends. The empirical foundation of the presented work is a big data analysis on
Tweets that include more than 220 million hashtags, representing memes. It brought
to light interesting patterns and behaviours regarding the creation and extinction
of different memes during external events.
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1. Global overview and state of the art

1.1. Problem

Ideas have a striking potential to influence public opinion, culture, politics and profit,
and the emergence of social media has increased the potential reach of any idea or
meme by significantly reducing the cost of producing and disseminating information
[5]. The resulting accelerated flow of digital content fully reveals the bio-cognitive
limitations to which humans are subject to [1],[2]. So far, humanity has generally
not been confronted with this problem in ordinary communication processes: not
during the pre-industrial age, when physical low-bandwidth interaction dominated
the slow change of public opinion; neither during the superiority of the mass me-
dia, when exposure to the given media environment exerted less pressure on the
audience’s attention resources. However, in the new media environment in which
humanity is embedded and of which social media is a large part, the attention and
memory of all participants involved suddenly become decisive positions to compete
for [5].
At the same time, the massive availability of data from online social media has
recently created peerless opportunities to study - on a large scale - human and so-
cial phenomena. One of the challenging problems in the context of the new social
media environment is the exploration of the the competition dynamics of ideas, in-
formation, knowledge and rumors [6]. An online social network (OSN) is a virtual
structure consisting of individuals that are interacting and sharing contents and
opinions via the Internet. The chosen OSN for the empirical analysis in the fol-
lowing work is Twitter, since the data is relatively easy to access: Twitter is public
by default, and messages sent over the network can be widely downloaded via the
application programming interface (API) [8] that the platform makes available to
developers and researchers. Moreover, it is a sensitive platform that reflects exoge-
nous events occurring in offline environments with virtually no delay. Thus, Twitter
offers a high data flow that provides a public and machine-readable vision of the
non-virtual world.
The presented work provides new insights into the microscopic behaviour, namely
the dynamics of the popularity of information in a system, more precise, the emer-
gence and extinction of memes in information ecosystems. To do so, at first theory-
free empirical observations of some characteristics of these dynamics and the reaction
to external events are reported. Analysing the response of the Twitter ecosystem
to different external events reveals some clear trends in the behaviour of the meme
dynamics. Metrics like the number of total hashtags and the number of emerging
hashtags (memes being used the first time) and hashtags that disappear from the
system (memes not being used anymore), along with metrics such as the temporal
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evolution of the abundance of most popular hashtags (the Tweet volume of the 100
most popular memes), an entropy-like measure (percentage of different hashtags used
by 95% of the users), persistence time (the time period a meme has been used) and
meme popularity distributions will be introduced and analysed to consolidate the
understanding of the meme dynamics on a rather microscopic level. Subsequently, a
theoretical model is proposed and modified, based on the knowledge that was gained
with the data analysis and is, thus, able to reproduce some of the empirical findings,
as illustrated by some plots of the numerically generated results.

1.2. Competition for limited attention

The wealth of information we are confronted with through online social media and
other socio-technical systems strains our ability to consume it. Ideas and infor-
mation, thus, must compete for our limited individual and collective attention [5].
This results in the dynamics of information being increasingly driven by the econ-
omy of attention which is a concept that was first theorized by H. A. Simon [9]
and is getting more and more regard. As the authors in [10] stated "Due to the
availability of data, several empirical studies have been carried out in the past, but
the analysis of competition dynamics on these social networks have not been given
sufficient attention in the literature". In recent years it has gradually become clear
that competition is shaping the topology and dynamics of online social networks as
information-based platforms [5],[10],[11] where the users thrive for visibility and the
memes can be thought of as entities that compete for users’ attention.
Examining these competitive dynamics of ideas and information is a challenging
problem, but deepening the knowledge is substantial in a wide range of areas, from
deciphering how social media and information bubbles shape our thinking, to dis-
rupting misinformation dynamics and viral marketing.
Initial approaches to study the competition of limited attention have been made not
only in the social media, but also in other areas like news, films and topics in blogs
[12],[13],[14].
A recurring problem is the fact that even though social media platforms are already
a simplified setting, it is difficult to separate the effects of limited attention from
many simultaneous factors [16], such as: the underlying network structure[17],[18],
varying user activities [15], the different influence of different information dissemina-
tors [19], the intrinsic quality of the spread information [20] and the topic persistence
[21]. To enlarge the list of difficulties, social networks, in which processes of infor-
mation dissemination take place, are not closed systems, but exogenous factors such
as the traditional media and their coverage of global events play a significant role
in the popularity and the persistence of certain topics [12],[22]. Furthermore, com-
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plementary to direct competition, the interaction with other units in the system is
often mutualistic. Actors that compete with each other can establish cooperative
relationships with memes [3].

1.3. Information ecosystem - ecology-inspired

This work is based on the assumption that certain parallels exist between the dy-
namics of information systems and those of ecological systems. Perhaps the most
obvious analogy is that where different species must compete for certain resources,
information units compete for attention. However, the concept of mutualism and
responses to environmental changes are also present on both sides, and thus provide
further evidence to consider this analogy in more detail. So far ecological approaches
to describe phenomena of information dynamics have been sparse [5],[23],[24],[25]
but they succeeded to prove that an ecological framework - with explicit use of
competitive and mutualistic interactions as drivers of information dynamics - is a
powerful tool to describe the evolution of information ecosystems. Considering the
four drivers - competition, mutualism, co-evolution and environment - that can be
found in both ecological and information systems, in [3] the underlying architec-
ture of users-meme interaction in information ecosystems was investigated with the
aim to explain the complex interplay between users-meme interactions, attentional
niches and environmental shocks with an ecology-inspired model on a macroscopic
scale. Inspired by this, the present work is following the analogy of ecological sys-
tems and information ecosystems and tries to corroborate it by shifting the focus
from the underlying architecture to the abundance dynamics of the system. The
basic idea of using a model that is following Lotka-Volterra dynamics, which in-
clude competitive and mutualistic interactions, is adopted whereas it is specified in
a different way by focusing mainly on the three drivers of competition, mutualism
and environment. Building on this, the framework is extended by adding speciation
to the model which is the ecological counterpart to new memes entering the infor-
mation ecosystem and the focus of the analysis lies on trying to bring to light the
dynamics of the popularity of different information-chunks in the systems, which is
represented by the abundance of different species in the model accordingly. To study
empirically the dynamics of collective attention and its relation to novel information
in a natural setting, Tweets posted on the social media platform Twitter, represent-
ing the information ecosystem, with more than 220 million hashtags were analysed.
One information-chunk or meme is represented by one hashtag and its ecological
counterpart is one species in the later proposed numerical model. Therefore, the
popularity of hashtags in the empirical system is approximated by the abundance
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of species in the ecological modelling. For consistency reasons and in order to avoid
confusion regarding the terminology, at this point it is pointed out that the words
abundance and popularity can be used interchangeably speaking about the quan-
tification of the usage of a meme. Furthermore, the word abundance is used for the
relative representation of a species in an ecological system.
The revealing new modelling framework that will be developed in the second part
of the thesis provides new promising possibilities to analyse and model online so-
cial networks by using an analogy between informational and ecological ecosystems.
Besides that, the consolidation of connections between ecological and informational
systems could be beneficial for the research on the ecological side as well.

2. Empirical measurements
In the following the origin and the sampling methods of the data collection from the
OSN Twitter are presented and their suitability for the aim of this work is evaluated
with simple metrics, followed by an overview of a number of empirical findings that
motivate questions and key assumptions behind the later proposed model. The
core data analysis starts with identifying environmental shocks which correspond to
events in the offline world - e.g. breaking news - and then a closer look to various
measurements during and around these events is taken. The most basic measures
are the number of total hashtags and the number of emerging hashtags (memes
being used the first time), referred to as memes being born, and hashtags that
disappear from the system (memes not being used anymore), referred to as memes
being dead, along with metrics such as the temporal evolution of the most popular
hashtags, an entropy-like measure, persistence time and popularity distributions.
The combination of these measures helps to better understand the meme dynamics
that occur on a rather microscopic level. Besides gaining a basic understanding, it
is possible to extract indications of an increase in competition during events as one
of the drivers in the system and, thus, it will also play a key role in the modelling
framework that will be developed throughout the thesis.

2.1. Datasets

In principle the dataset that was used can be divided into two subsets. The first
set is recorded by the Institute for Cross-Disciplinary Physics and Complex Systems
(IFISC). In order to get an unbiased sample of Twitter activity, they collected data
from the Twitter Streaming API [8]. The dataset covers a period of 4 years from Jan-
uary 2015 to December 2018. For the final results of this work the reduced period of
3 years from January 2016 to December 2018 was used which was providing Tweets
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with more than 110 million hashtags. With the used sampling method only geolo-
calized Tweets originated in a rectangle area covering the UK have been requested.
This latter condition made sure to avoid the 1% total traffic limitations imposed by
the Streaming API and it assured that the majority of Tweets and hashtags are in
English. After gathering the data, users’ information and the Tweet ID have been
anonymized through a hash function before their storage, to protect privacy. In
total, the complete dataset comprises approximately 135 million Tweets, each with
at least one hashtag.
Other than the first set, the second set is a multilingual Twitter dataset contain-
ing Tweets with information regarding the Coronavirus (COVID-19) that was made
available to the research community in [26]. The collection for this set started ac-
tively on 28th January, 2020, using the streaming API of Twitter [8] and Tweepy
[27] to follow certain keywords and accounts that were increasingly associated with
Covid-19 at that time. When the collection of Tweets started, Twitter’s search API
[28] was also used for the same keywords to collect related historical Tweets, such
that the earliest Tweets in the collection ultimately date back to 21th January, 2020.
Since then keywords and accounts to follow were progressively added based on the
conversations occurring on Twitter at any time. Twitter’s streaming API returns
any Tweet that contains one of the specified keywords in the text of the Tweet or
in its metadata. The keyword "Covid" for example would return Tweets containing
both "Covid19" and "Covid-19". The keywords chosen to create the data set are all
in English, so there is a strong tendency for English Tweets and events related to
English speaking countries.
The dataset is available on GitHub [29] and since they are released in compliance
with the Twitter’s Terms and Conditions, it is not possible to publicly release the
text of the collected Tweets directly. Therefore, not the Tweets but the Tweet IDs
associated with them are released, which are unique identifiers linked to specific
Tweets. The complete Tweet object, which includes Tweet content (text, times-
tamps, hashtags, etc.) and the authors’ metadata, can be obtained by querying the
Twitter API with these Tweet IDs. The process for accessing the full Tweet object
from Twitter based on a Tweet ID is called hydration. For the hydration process
various user friendly tools have been developed. The Tweets used in the presented
work were hydrated using the tool called Twarc [30]. In total more than 110 million
Tweets of the Covid-19 set were analysed starting from 25th January, 2020 reaching
till 30th April, 2020. For the analysis the Tweet objects have been further filtered
for the information needed containing user name, user ID, timestamp of the Tweet
and for the hashtags (representative for a meme) that were used.
In the following the first set will be referred to as the "UK dataset" and the second
as the "Covid-19 dataset". The idea behind taking these two sets is having datasets
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of different nature to see how much the results are depending on extrinsic factors
resulting from the sampling method. The main difference between the two sets is
that in the UK set the collected information is not specifically focused on one topic
but random. Moreover, the UK set is gathering basically English Tweets and hash-
tags whereas the Covid-19 set is multilingual (even though there is a bias towards
English Tweets). Another important difference which has to be considered is that
the UK set is only recorded in one time zone and, therefore, the frequency and the
amount of Tweets strongly depend on the time of day.
One of the first tests token, to see if the results of different time periods of the
Covid-19 set can be compared with each other, was to look at the number of dif-
ferent hashtags and the number of users (see Figure 1 (upper panel) and how the
cumulative sum evolves (see Figure 1 (lower panel)).
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Figure 1: Counts (upper panel) and the cumulative sum (lower panel) of the number of different
hashtags and users per day. (Covid-19 set)

In Figure 1 (upper panel) one can see that besides four strong fluctuations there is
a relatively small increase in the number of users of approximately 25% and that
the growth in the number of different hashtags is stronger but also continuous in
the given time range. The growth can be explained by the sampling method since
keywords were incrementally added and, moreover, by the growing interest in the
Coronavirus in general. Figure 1 (lower panel) shows the continuously evolving
cumulative sum of different hashtags and the number of users over different time
periods. Taking into account that there are no sudden changes neither in the number
different hashtags nor in the number of users in the given time period, different parts
of it are considered to be intercomparable in terms of relative measurements and
trends.
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For consistency reasons the same measurements were taken for the UK dataset and
a comparable time period of the first 6 months of 2017 can be found in Figure 2.
It can be seen that there is no average increase in the number of users or different
hashtags and, therefore, for this set different parts of it are also considered to be
intercomparable in terms of relative measurements and trends. The drop in the mid
of April is a data gap which can have several reasons (e.g. server outages).
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Figure 2: Counts (upper panel) and the cumulative sum (lower panel) of the number of different
hashtags and users per day. (UK dataset - 2017)

Another observation that stands out when comparing the measurements of the two
datasets is that there are significantly more users in the Covid-19 dataset than there
are different hashtags and the opposite is true for the UK dataset. This underlines
the nature of the samples, which results from the respective sample procedure. While
for the Covid-19 dataset Tweets are collected on a specific topic, the collection for
the UK dataset is independent of the topic. Furthermore, for the Covid-19 dataset
not just memes, but also some users are tracked. More information can be found in
[26].

2.2. Empirical results

This subsection gives an outline of the main empirical findings in the two datasets of
different nature. Starting by the time evolution of various metrics and followed by an
extra section taking a closer look at meme popularity and growth rate distributions.
The aim is to get insights of the abundance dynamics of the memes and to check for
drivers of these dynamics, like competition. One of the main findings is that during
an event the attention is shifted temporarily to certain memes connected to that
event and, therefore, is taken away from the memes that were in the system before
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the event.
Four of the main measures that were taken are the time series of used hashtags, the
number of births and deaths of hashtags and the number of different hashtags. The
time series of used hashtags is given by the total number of hashtags that were used
in a given time window whereas the number of different hashtags is the number of
clusters of equivalent hashtags. A birth is counted when there is a new hashtag
which didn’t exist in a defined time window (bin) before and vice versa a death is
counted when a hashtag disappears in one time step. For the three latter measures
- births, deaths and different hashtags - only the hashtags that were used more than
5 times in a given time period (abundance > 5) were taken into account.
The following subsections can be seen as an outline of the most important findings.
Since the entire data analysis would go beyond the scope of the empirical part of
this work, another part of the empirical results is presented and commented in the
Appendix A. To get a more complete picture of the whole analysis, it is useful to
consider this part as well.

2.2.1. Events/Environmental shocks

At first it is about identifying events in the data. Looking at Figure 3 one can see
that there are clear local maxima in the number of total hashtags, births, deaths
and in the number of different hashtags looking the different time series of the data.
These peaks - in a characteristic configuration for the 4 measures - are indicating
some form of external event or environmental shock. Taking a closer look at these
parts (days) of the data, one can see that indeed the attention is shifting to specific
topics.
The first thing one can do to consolidate that suspicion is to look at the most pop-
ular used hashtags at the dates during and around these events. Indeed there is a
clear shift from a topically random configuration of hashtags being most popular
to a clear trend that the most used hashtags all relate to one topic regarding the
event. For example looking at the first event of May 2017 found in the UK dataset
- the Eurovision song contest (ESC) final (first peak of Figure 3) - a listing of the
10 most popular hashtags before, during and after the event shows the clear interest
in the event at the 13th May, 2017 (date format: [day.month]):

12.05.: "nowplaying", "FridayFeeling", "InternationalNursesDay", "nhscyberattack", "London",
"GE2017", "trndnl", "FF", "BTSBBMAs", "london"

13.05.: "Eurovision", "eurovision", "Eurovision2017", "EUROVISION", "nowplaying", "Eurovison",
"ESC2017", "esc2017", "GBR", "Portugal"

14.05.: "TheLaneTheFinale", "nowplaying", "COYS", "BAFTATV", "BTSBBMAs", "SpanishGP",
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"trndnl", "LFC", "london", "London"

This observation can be consolidated by measuring the similarity index, which is
representing the amount of hashtags that are the same as in the time step before,
checking for the ten most popular ones. This measure has local minima at the
events which are always significantly different from the average similarity, as shown
in Figure 25 in the Appendix A.4.
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Figure 3: Mid May till mid June 2017 with different events marked with the dashed vertical lines
(UK dataset). Upper: Time series of the total number of hashtags per 24h. Lower:
Births (red), Deaths (black) and number of different hashtags (blue) per 24h. Date
format: [day.month]

As already mentioned, it is noticeable that the peaks of the different measures
always appear in a similar characteristic configuration and the dynamics, therefore,
exhibit a certain behaviour pattern. When an environmental shock (event) occurs,
an above-average number of new bits of information enter the system and thus the
three measures, total number of hashtags (grey), number of different hashtags (blue)
and the number of births of hashtags (red) increase. Immediately after the event is
over, there is a clear peak in the number of deaths of hashtags. The exact shape
and duration of the peaks depends on the duration of the event. For example in
Figure 3 you can see that the events are relatively short events of one day and,
therefore, the number of all and different hashtags as well as the number of births
is quite correlated. In Figure 5 we see an event that extends over several days and,
therefore, an increase in births over about two days and thus also in the number of
(different) hashtags and you can see that the latter measures remain at the same
level for a few days until the hashtags die rather abruptly.
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2.2.2. Further analysis

Another measure will be referred to as Entropy-like measure, provided that it mea-
sures the order of the system, but in fact the metric does not correspond to an
explicit definition of entropy. It is taking into account how many different hashtags
(in percentage) are used by 95% of the users. This can be done by using the fol-
lowing algorithm: At first rank all hashtags in a given time window from the most
popular to the least. Then calculate for the first hashtag in the list the set of unique
users that used this hashtag. Repeat this for the second element in the list and join
the two sets, whereas in this case set is meant in the mathematical sense: a list
of unique objects with no repetition, therefore, join means the union operation in
set theory. Repeat this step until the set covers 95% of the total number of unique
users.
The result of it can be seen in the lower window of Figure 4 and in the third window
of Figure 5 indicated by the purple line. Since the Tweets of the Covid-19 dataset
are recorded in different time zones, it was also interesting to look at the measure-
ments with a less coarse grained binning, namely taking measurements for every
hour (Figure 4).

26.2 27.2 28.2 29.2 1.3 2.3 3.3 4.3 5.3 6.3
0

25000

50000

75000

100000

125000

#H
as

ht
ag

s

total # of Hashtags: 10247422

26.2 27.2 28.2 29.2 1.3 2.3 3.3 4.3 5.3 6.3
0

500

1000

1500

2000

#

Births
Deaths
Different Hashtags

26.2 27.2 28.2 29.2 1.3 2.3 3.3 4.3 5.3 6.3
Dates (binsize: 1h)

10

20

30

40

%
 o

f d
iff

er
en

t h
as

ht
ag

s

95% of users

Figure 4: Events observed during end of February till beginning of March 2020 (further infor-
mation can be found in the Appendix A.3.1) (Covid-19 dataset). Upper: Time series
of the total number of hashtags per hour. Middle: Births (red), Deaths (black) and
number of different hashtags (blue) per hour. Lower: Percentage of different hashtags
used by 95% of the users per hour. Date format: [day.month]

The percentage of different hashtags used by 95% of the users is dropping when
an event occurs and, therefore, another clear trend is observed. This result was
expected and can be explained by the fact that during an event the most used hash-
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tags, referring to the event, are so omnipresent that they are used by almost every
user such that during an event less hashtags are needed to cover 95% of the users.
The system in the off-event phase is rather heterogeneous, whereas during an event
the discussion revolves around a small set of generalist memes. This is in agreement
with what the authors found in [3] - that the underlying architecture of the users-
memes interaction in information ecosystems, apparently chaotic and noisy, actually
evolves towards emergent patterns when an environmental shock occurs.

In addition, one can look at the time series of the sum the abundancies of the 100
most popular memes (brown line in upper window of Figure 5) and the average
persistence time (yellow line in lower window of Figure 5) which is representing the
mean time a hashtag was "alive", more precise the time it was used. The persistence
time is measuring the difference in time between the day a meme was used the first
time and the day it "died". The time series of the summed popularity of the 100
most popular hashtags which is increasing with the births and decreasing with the
peak of the deaths in combination with the entropy measurement indicates that the
dynamics during an event are driven by the most popular hashtags that are mostly
only temporarily in the system.

1.4 3.4 5.4 7.4 9.4 11.4 13.4 15.4 17.4 19.4 21.4 23.4 25.4 27.4 29.4

400000

600000

800000

#H
as

ht
ag

s 100 most popular hashtags

1.4 3.4 5.4 7.4 9.4 11.4 13.4 15.4 17.4 19.4 21.4 23.4 25.4 27.4 29.4
0

10000

20000

#

Births
Deaths
Different Hashtags

1.4 3.4 5.4 7.4 9.4 11.4 13.4 15.4 17.4 19.4 21.4 23.4 25.4 27.4 29.4
Dates (binsize: 24h)

10

12

14

16

%
 o

f d
iff

er
en

t h
as

ht
ag

s

95% of users

1.4 3.4 5.4 7.4 9.4 11.4 13.4 15.4 17.4 19.4 21.4 23.4 25.4 27.4 29.4
Dates (binsize: 24h)

4

5

<P
er

sis
te

nc
e>

Figure 5: Long event happening over a period of 5 days in April 2020 (further information can
be found in the Appendix A.3.1) (Covid-19 dataset). The panel descriptions are listed
from the upper to the lower panel. First: Time series of the popularity of the 100
most popular hashtags per 24h. Second: Births (red), Deaths (black) and number of
different hashtags (blue) per 24h. Third: Percentage of different hashtags used by 95%
of the users per 24h. Last: Mean persistence time (mean time a hashtag was "alive").
Date format: [day.month]

Going more into details by checking the entities of the information bits dying at the
days with the significantly high death rates after the event shows that indeed at least
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the high majority of them are the ones that have been introduced into the system
at the beginning of the event and not the ones that were already there before the
event. A further consideration that is in agreement with this thought is the mean
persistence time, indicated by the yellow line in Figure 5, which has a characteristic
decrease during an event, showing that the persistence time of the newly introduced
memes does not adapt to the average persistence time induced by intrinsic system
dynamics but rather is dependent on the duration of the event.

The empirical findings provide evidence that competition is one of the key drivers in
the dynamics and not only that, but also that there is increased competition during
the events when new memes enter the system and strive for maximum visibility.
Another observation confirming this presumption can be found in the Appendix (see
Figure 24 in A.4), showing that during the events in the UK datasets the number
of hashtags per user - if plotted - has local maxima, clearly above average, at the
times of the events. This means that the number of memes increases more than
the number of users during an event and, therefore, based on the assumption that
attention is limited, this indicates that competition is increased. Moreover, we have
seen that events of different durations and forms appear, where a distinction can be
made between events of around one day (e.g. first event in Figure 3) and events of a
couple of days (e.g. event in Figure 5). For the first modelling approximation that
is developed in the second part of this thesis this distinction will not be made and
the term event will be used generalized.

2.2.3. Popularity and growth rate distribution

Now, the popularity, defined as the number of usages of hashtags per day, and the
growth rate in the data, defined as the difference of usages of hashtags in between
two days, are considered. The popularity distribution is a further metric bringing
to light that some of the memes are getting way more attention than the majority.
The growth rate distribution is describing how much attention different memes are
gaining per day and it gives important insights that will be used for the modelling,
where an analogy to the growth rate will be included and define intrinsic (dis-)
advantages of different species regarding their fitness.

2.2.3.1. Popularity distributions
Considering the complementary cumulative distribution functions of the meme pop-
ularity in Figure 6 and Figure 7, where red represents the distributions before, blue
during and green after the event, one can see that they are all long-tailed for the
different datasets and different duration of events. This points out that some of the
memes are extremely successful (winning attention and popularity), while the great
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majority gets sparse attention. This wide spread of meme popularity could result
from differences in some intrinsic meme values, so that "important" memes attract
more attention.
Looking at the distributions during the events (blue) shows that there is an elonga-
tion of the tail during these events. Following the idea of competition for attention
this is an indication for the fact that there are some memes which are winning even
more attention than the memes that are most popular in the time period of normal
activity which is referred to as noisy ground state (see Figure 19 in the Appendix
A) of the system.
By fitting the distributions to a power-law with the least square fitting method [31],
one can obtain the exponents which seem to tend to the same value of α ≈ 1 dur-
ing the events whereas the distribution in Figure 7 (right panel) of the ESC final
deviates slightly with an above average long tail.
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Figure 6: Complementary cumulative distribution function of meme popularity on a log-log scale
(Covid-19 dataset). Left: Popularity distribution days in February/March 2020.
Right: Popularity distribution of days in April 2020. Red: before event, blue: during
event, green: after event

The fact that in Figure 6 the exponents do not significantly differ before, during and
after the event, but mainly the length of the tail is changing whereas in Figure 7
the exponents before and after are in a different range than during the event can
be explained by the sampling method since for the Covid-19 dataset (Figure 6)
Tweets with the same tags are recorded and at an event some of them get a higher
popularity. In the UK dataset it is more probable that completely new tags dominate
the system for the time range of the event and disappear again afterwards.
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Figure 7: Complementary cumulative distribution function of meme popularity on a log-log scale
(UK dataset). Left: Popularity distribution of days in June 2017. Right: Popularity
distribution of days in May 2017. Red: before event, blue: during event, green: after
event

2.2.3.2. Growth rate distribution

Figure 8 is showing the complementary cumulative distribution function of the
growth rate measured per day sampled over a time period of 10 days in between two
events (at the ground state) of 2017 in the UK dataset. The growth rate is defined
as the difference of usages in between two days in the data and it is describing how
much attention different memes are gaining per day. For the distribution only pos-
itive growths rates are taken into account.
Considering this growth rate distribution of the system, one can observe that it is a
long-tailed distribution, but it is not obvious what exact distribution fits the data
best. Since the growth rate and accordingly its distribution is a critical factor of the
numerical model proposed later, it was interesting to take a closer look and com-
pare different distributions. In Figure 8 one can see the comparison of three fitting
models (power-law, truncated power-law and log-normal). The models were fitted
with the maximum likelihood method and compared via the log-likelihood ratio to
find out which of them fits better [32]. The parameters of the three models can be
seen in the legend of Figure 8.
A first visual estimation leaves the impression that the truncated power-law (pw
cutoff) might fit the data best. But comparing the different hypotheses via the log-
likelihood ratio test does not return a ratio that differs significantly from zero. Since
it was not possible to state one of these models statistically significant as a ’best’
and the distribution appears to be long-tailed, for the sake of simplicity for the later
proposed model a Pareto-distribution with an exponent of α = 2.5 was chosen.
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Figure 8: Complementary cumulative distribution function of the growth rate of the hashtag
population per day in between two events of 2017 on a log-log scale (Covid-19 dataset).
Added are three different fits with its parameters seen in the legend: red: power-law
(pw), purple: truncated powerlaw (pw cutoff) and green: log-normal.

3. Numerical modelling
To gain a better understanding of the mechanisms that govern the dynamics in the
empirical data, a model is proposed that is founded on the ecological drivers intro-
duced in the introductory subsection 1.2 above. To do so, an ecological adaptive
modelling proposed by Suweis et al. [4] in which the system’s actors (plant and
pollinator species) strive for larger individual abundance, rewiring their interactions
accordingly, is generalized and modified, concentrating on three of the mentioned
drivers: competition, mutualism, and environment. The rewiring will be omitted
and a simple way of implementing speciation will be added to the model.
In order to form the model, several ingredients were incorporated, which find their
origin in the data: speciation, implemented by introducing more species to the sys-
tem which is leading to an increase of competition at the same time, a realistic
distribution of the growth rate and the fact that after the event, the interest in the
new hashtags decreases again.
In this work it is only being tried to model the dynamics of one event and, more-
over, the research is strongly focussed on the meme dynamics and, therefore, the
assumptions regarding the users are kept as simple as possible.
Even though the goal of this work is not to make direct and quantitative compar-
isons between model and data, in the end of the modelling section a comparison
between the distribution of deaths in the data and in the resulting modelling frame-
work is presented and discussed. In the following, while describing the dynamics of
the model, the words meme, hashtag and species can be used interchangeably.
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3.1. Model

The synthetic information network model comprises, speaking in ecological termi-
nology, multiple species in two distinct guilds (NU users and NH hastags/memes),
which are involved simultaneously in mutualistic interactions with selected partner
species in the opposite guild and subject to competition with all rival species within
their own guild. The population dynamics - where population here quantifies the
visibility of the users or of the memes - follow generalized Lotka-Volterra popula-
tion dynamics where the mutualistic interactions are described by a Holling type II
functional response, which is characterized by a decelerating intake rate that follows
from the assumption that the consumer is limited by its capacity to process food,
or respectively information.
Each species has an associated niche which, in the context of an information ecosys-
tem, represents their topical domain (i.e. the topic to which a user attends prefer-
entially and, conversely, the semantic space where a meme belongs to). Each niche
is represented as a Gaussian distribution with a given standard deviation σ. Users
as well as memes niches are uniformly random distributed on a one-dimensional
niche axis which exists of different points in the range [0, 1], to express different
topic preferences (users), and semantic domains (memes). As already mentioned,
competition occurs between species of the same class (guild), whereas mutualistic
interactions couple the dynamics of abundance of users and memes. Following the
proposal of Cai et al. [33] the strength of the mutualistic interactions between a pair
user-meme results from a fixed parameter (Ωm) scaled by the niche overlap between
the user-meme pair - which is representing the similarity between the user’s topic
preference and the adequacy of the meme within this topic - and is constrained to
the existence of a link between them.
To perform the numerical simulations of the time evolution of the abundances of
users and hashtags the following differential equations are implemented:

dnUi
dt

= nUi

ρUi −∑
j

βUijn
U
j +

∑
k γ

UH
ik nHk

1 + h
∑
k θ

UH
ik nHk

 (1)

dnHi
dt

= nHi

ρHi −∑
j

βHij n
H
j +

∑
k γ

HU
ik nUk

1 + h
∑
k θ

HU
ik nUk

 (2)

Here, nUi may represent the number of instances in which user i is present in other
users’ screens, while nHi may quantify the popularity of a given hashtag and the
index j is indicating the other species within the respective guild such that in this
information ecosystem these equations represent a phenomenological way to describe
the evolution of the nodes visibility as a function of their interaction.
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The coupling matrices β and γ define the competitive (within guild) and mutualistic
(across guild) interactions and will be explained in more detail in the next subsection
3.1.1. h is the handling time, which is the average time spent on processing a food
item, and, therefore, effectively models the constraint that users cannot interact
with a very large number of hashtags.
Finally, θ is the adjacency matrix; for cross-guild mutualistic interactions, species
are randomly connected across guilds with a connectance C0. More concretely, for
each pair of species U and H (U ∈ [1, NU ], H ∈ [1, NH ]), a random number is gener-
ated uniformly in [0, 1]. A connection is formed if r < C0 and left absent otherwise.
Simulations are performed by integrating the system of ordinary differential equa-
tions with the differential equation solver written in Julia [34] using the 5(4) Runge-
Kutta method proposed by Tsitouras [35].

3.1.1. Mutualistic and competitive interactions

The competitive interactions are defined by the entries of the competition matrix β
where the entries βij are uniformly distributed random numbers in a range [0, βmaxij ]
if i 6= j and 1 if i = j and i and j are species within one guild. More details on the
significance of βmaxij can be found in the sensitivity analysis in the Appendix B.

The mutualistic interaction matrix γ is defined as:

γUHik = Ωm · θik ·GUH
ik (3)

where θ is the adjacency matrix, Ωm a fixed parameter and the niche overlap Gik of
a pair of nodes i and k is defined as

Ggg′

ik =
∫
Gg
i (s)G

g′

k (s)ds = exp
(
−(s̄i − s̄k)2

4σ2

)
(4)

with g and g′ denoting the guild of the considered species, either users or hashtags.

A niche profile is formulated as a Gaussian function Gi(s) with width σi and the
center position s̄i is selected within the interval [0, 1] on the "niche axis".

3.1.2. Introduction of speciation

Based on the observation in the data, that during an event the number of hashtags
in total and the number of different hashtags is increasing significantly, an event
is numerically implemented by introducing new species to the model. Moreover, it
is one way to model an increase of competition during an event. The number of
users is kept constant since the whole study is concentrated on the meme dynamics
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and, moreover, it is representing the observation of the increased number of hash-
tags per user during events (compare Figure 24 in the Appendix A.4). To model it
numerically the simplest way possible that fits in the model framework is chosen,
since the aim is to study the effect of speciation and not the microscopic dynamics
of the speciation itself. It should be seen as a first approach to study speciation
in this context. To implement this idea numerically, the matrices β, γ and Θ are
initialized for a maximum capacity which is higher than the initial volume of the
system. In the beginning of the simulation only a certain amount of species (here
NH = NU = 100) is active, and at certain time steps the residual species are intro-
duced/activated (abundance set from zero to initial value).

3.2. Numerical Results

This subsection is giving the numerical results obtained by integrating Equation 1
and Equation 2. If not stated differently the upper capacity limit of the system is
reached for NH = 400 and NU = 100, the handling time is set to h = 1, the initial
value of the species, that are evolving from the very beginning of the simulation, is
nHinit = nUinit = 1

NH
, the initial value of the later introduced memes is nHspec = 0.2 and

the entries of the competition matrix are uniformly random distributed in [0, 0.08].
Integrating the system with the given parameters and an initial system of NU =
NH = 100 species, one can try to model an environmental shock - or event in
context of an information ecosystem - by introducing new species in a given time
range.
The result of introducing 15 new memes for 20 time steps (300 in total - trying
to reach maximum capacity of the system) can be seen in Figure 9 where every
meme and and every user has got the same growth rate ρU = ρH = 0.5. In the
left panel (a) the trajectories of the time evolution of the abundance of all memes
in the system are shown. At t = 0 the abundancies are densely distributed around
the median and more sparse the further the values are tending to the maximum
or the minimal abundance. It can be observed that with the evolution of time the
species that didn’t make it over 0.1 in the first couple of time steps don’t reach a
stable abundance but tend to zero. At t = 100 the first 15 species are introduced
and 275 more in the following time steps, and it can be seen that with a slight
delay there is a drop in the abundancies of the already existing memes and the rank
is reconfigured, where some of the newly introduced species make it to a maximal
abundance. In the right panel (b) the number of births (red), deaths (black) and
different species (blue) is shown. The births are rising immediately at t = 100 where
a species is counted as born when it crosses the abundance threshold of 10−4 (vice
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versa a death is counted when the abundance of a species crosses the threshold of
10−4 in the opposite direction). The birth rate is almost constant at 15 with slight
fluctuations and, therefore, the number of different hashtags is increasing almost
linear until t = 120 where the speciation stops and the deaths start to grow. The
memes are dying continuously and the death rate is fluctuating around small values
(1-3) but the number of species is not getting close to the initial state in the given
time range.
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Figure 9: For t ∈ [100, 119] every timestep 15 new memes were introduced to the system. The
entries of the competition matrix are set uniformly random in [0, 0.08] and not increased
during the simulation. All species have got the same growth rate (ρi = 0.5). (a)
Trajectories of the abundance all memes. (b) Births, deaths and number of different
memes.

3.2.1. Different growth rate distributions

Now, after gaining a basic understanding of the dynamics of the differential equation
system, one can look for the ingredients that better reproduce the dynamics that
have been observed in the empirical analysis.
One of the ingredients that have been encountered as making a measurable difference
in the dynamics is the growth rate distribution. In this subsection three different
distributions are applied to sample the growth rate of the different memes where
two of them (uniformly random and Gaussian) are chosen without foundation in
the empirical data and the third - the Pareto distribution - is used to model the
long-tailed distribution found in Figure 8 with the probability function:

f(x;α,Θ) = αΘα

xα+1 , x ≥ Θ (5)

with shape α, scale Θ.

In Figure 10 the results of this procedure are illustrated by the plots of the births,
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deaths and the different memes. The upper panel (a) shows the results of the dy-
namics with an uniformly random growth rate distribution. The number of different
memes is decreasing to a value which seems to be the stable capacity with this dis-
tribution at around 70. When the speciation starts at t = 100 only a few species
establish (abundance > 10−4) but immediately after the event, the system goes back
to it’s stable meme capacity. Quite late after the event at t ≈ 300 some species,
that were still struggling to establish, finally made it.
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Figure 10: Births, deaths and number of different memes, where every time step 15 new memes
were introduced to the system for t ∈ [100, 119]. (a) Growth rate is distributed accord-
ing to a uniformly random distribution. (b) Growth rate is distributed is distributed
according to a Gaussian distribution. (c) Growth rate is distributed according to a
Pareto distribution.

Sampling the growth rate from a Gaussian distribution (µ = 0.4, σ = 0.2) leads to
the dynamics shown in the lower left panel (b) of Figure 10. In this case the number
of different hashtags (memes) is increasing monotonically with slight fluctuations in
the time range of the event (t ∈ [100, 119]) and the number of births is increasing
during the event until it fluctuates around a peak value of 9 and decreases subse-
quently. Immediately after the time range of the simulated event, there is a wave
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of deaths such that over time the number of different hashtags is tending back to a
stable lower value (≈ 110) which is higher than the value before the event (≈ 90).
Again at t ≈ 300 some species that were still struggling to establish are given birth.
Finally, using the distribution, which finds reasoning in the data, - the long-tailed
Pareto distribution with Θ = 0.1 and α = 2.5 - the dynamics result in a behaviour
that is getting closer to the dynamics of the empirical information ecosystem. To
elaborate what is meant by "closer" was one of the main difficulties of this work.
What was observed in the data is that most of the deaths are taking place imme-
diately after the event, therefore, this was considered as an important observable.
Moreover, one can state the species that evolve more than 100 time steps after the
event as disturbing in terms of getting closer to the empirical findings, since that
behaviour of very delayed births is not consistent with the behaviour of the real
information ecosystem. Even though that due to a variety of reasons there might
be some revivals of certain memes that belong to a past event after a while, since
attention is dragged back to it, these memes are most probably not the ones that
did not have a vital role when the event happened.
Looking at Figure 10 (c), shows that there is a monotonic increase in the number
of different hashtags and after the event there is a wave of memes dying out. In
terms of these observations it does not differ a lot qualitatively from the simulation
with the Gaussian distribution but for the Pareto distribution there are no memes
evolving after the event and, therefore, it will be used from now on for further mod-
ifications and measures. Another reason to consider the Pareto distributions for the
further measurements was that there are more species being able to evolve during
the events, which leads to better statistics and it enhances the comparison in be-
tween modifications. The exponent α = 2.5 is chosen for the following measures,
because it is close to the exponent found in Figure 8 and after multiple runs with
varied parameters for the Pareto distribution this exponent turned out to produce
stable and comparable results.

3.2.2. Competition increase

Besides the modified growth rate there is a second ingredient which will be in-
troduced in this chapter and it has its origin in the already discussed theory of
competition for attention - an increase of the competitive interaction during the
event by doubling the entries of the competition matrix β. For this procedure, now
the rules defining the dynamics of an event cover two periods of time. The first
period is the time when new memes are added to the system and the competition is
increased and the second period is the time when the competition is increased but
no more memes are added to the system.
The direct comparison of the measures for the dynamics with and without competi-
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tion increase can be seen in Figure 11. A quantitative, comparative measure of the
decrease of the number of different memes in the system after the event to evaluate
the suitability of the model modifications could be a ratio of the decrease in the
30 time steps after the event and the increase during the event, indicated with δ.
Looking at the case without an explicit increase of competitive interaction in the
lower left panel of Figure 11 this ratio results in δ = 234−174

234−92 ≈ 0.42 and for the case
with competition seen in the lower right panel δcomp = 169−122

169−88 = 0.58, which means
that, relatively speaking, the memes are relaxing faster back to a ground state close
after the event with the increased competitive interaction than without any explicit
modification of the competitive interaction. But this comes with the price of less
species being able to evolve in the system during the event.
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Figure 11: Trajectories of the abundance all memes (upper row) and births, deaths and number
of different memes (lower row). Every time step 15 new memes were introduced for
t ∈ [100, 119]. The growth rate is distributed according to a Pareto distribution. (a)
The competition terms are kept constant. (b) The competition terms are doubled for
t ∈ [100, 134].

Moreover, it can be seen that with the competition increase the system is tending
back to the initial number of species (≈ 90) that turns out to be almost stable
whereas in the other case the system fluctuates at a value of approximately (115).

22



Considering the abundance plots in the upper panel, it is mentionable that the drop
of the abundancies of the previously existing memes is significantly stronger in the
case of competition increase. Relating this to the observations of the real infor-
mation ecosystems and the theory of competition for attention this is a reasonable
dynamic since the abundance of the existing memes has to shrink as a consequence
of the newly introduced memes claiming the attention for themselves. But the fact
that the average abundance is dropping as well, is not in agreement with what is
seen in the data where the volume of the system increases during an event.
Another significant difference of the model dynamics and the empirical observations,
that strikes for all modifications considered so far, is that the shift of attention found
in the data is temporal, whereas in the simulation this shift defines the new and
ongoing state of the system. This difference in between observation and model be-
haviour will be given further thought in the next subsection by adding some intrinsic
disadvantages, that arises after the event for the species that were introduced later.

3.2.3. Intrinsic (dis-)advantage

Having a broad overview of the dynamics and given that the Pareto distribution is
considered as a suitable distribution for the growth rate, now the problem of the
temporality of the ranking of the new species is tackled. Taking into account that
in the data the memes related to an event only get temporarily the most attention
and that the abundance of the species in the model can be seen as an analogy to the
popularity, it was thought about a way to represent this temporality of the meme
popularity by halving the growth rate, only for later introduced species, for a time
period after the event. Similar to subsection 3.2.2 the rules defining the dynamics
of an event cover two periods of time. The first period (t ∈ [100, 119]) is the time
when new memes are added to the system and the second period (t ∈ [120, 134]) is
the time immediately after the event when the growth rate, only of the species that
were introduced during the event, is halved.
Comparing Figure 12 to the left panel (a) of Figure 11, one sees that the peak in the
number of different hashtags seems to be sharper, considering 30 time steps after the
event. This can be validated quantitatively by comparing the relative measurement
δ, where δdis = 0.63 > δ = 0.42. Looking at the the left panel of Figure 12 gives
interesting insight in the ranking behaviour of the species. One can see clearly that
one of the species that is introduced during the event makes it to the top of the
abundancies, but decreases drastically again after the event. This behaviour can be
evaluated qualitatively as closer to what has been observed in the data by taking
the analogy of species abundance and meme popularity.
Some of the species, the one that will stay in the system beyond the event, start to
properly evolve towards their stable abundancies only after the event, which makes
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sense considering that the growth rate is only halved temporarily.
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Figure 12: Every time step 15 new memes were introduced to the system for t ∈ [100, 119]. The
growth rate is distributed according to a Pareto distribution. The growth rate of
memes that entered the system is halved for t ∈ [120, 134]. (a) Trajectories of the
abundance all species. (b) Births, deaths and number of different species.

3.2.4. Deaths distribution

Having elaborated in the previous chapters that the modification of the model,
where the growth rate is distributed according to a Pareto distribution and species,
that were introduced later, are having a disadvantage after the event by temporarily
halving their growth rates, is quite a suitable way to approach an approximation of
the dynamics found in the data, now, a direct comparison between model and data
has been done for this version of the model.
Figure 13 illustrates a comparison between the complementary cumulative distribu-
tion of deaths for the data (left panel (a)) and for the model (right panel (b)). For
the data, the long event of April was taken into account plus the days before and
after it in this month. For the model the data was sampled from integration results
with an event duration of 20 time steps. The number of deaths were aggregated
over 10 time steps and the integration was run for 5 times to get better statistics.
Even though a quantitative comparison is hard to make due to the significant dif-
ferences in the scales of the systems and the small size of the model that does not
allow the distribution to stretch for several orders of magnitude, and thus cannot
be properly defined as a power-law, some clear trends start to appear. Both distri-
butions show a fast decay with an exponent α lower than one. This fast power-law
like behaviour can be seen as a similarity, whereas because of the lack of order of
magnitudes, for the model the distribution can’t be properly stated as long-tailed,
contrary to the data. Since the whole work was aiming at reproducing trends and
not concrete dynamics, in comparison it can be said that the trend found in the data
regarding the distribution of deaths can be recovered for the mentioned modification
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of the introduced model. The fact that the power-law fit of the model dynamics is
quite accurate and that a fast decay can already be recovered with a system size that
differs significantly from the empirical one, is promising that one could get closer
to what was observed in the data by increasing the system size for the numerical
modelling.
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Figure 13: Complementary cumulative distribution function of deaths on a log-log scale. (a)
Deaths per day of April 2020 (Covid-19 dataset). (a) Deaths aggregated over 10 time
steps in the model for the event with 20 time steps.

4. Discussion and conclusions
Performing a big data analysis on Tweets that include more than 220 million hash-
tags, representing memes, brought to light interesting patterns and behaviours re-
garding the dynamics of the meme abundance, in terms of creation and extinction of
different memes and attention shifts. It could be found that the Tweet volume of the
system is increasing during environmental shocks, relating to events in the offline
world, and that there is also an increase in the number of different memes. After
the events there is a big wave of memes disappearing again from the system. More-
over, it was possible to find indications for a temporary shift of attention during the
events, which was measured by looking at the setting of the most popular hashtags
in the system that has an average similarity, whereas during an event this similarity
shows local minima. By looking at the memes explicitly, it can be seen that memes
related to the event, dominate in the top ranks. Competition can be considered
as increased by the fact that there is a significant increase in the total number of
memes and also in the number of different memes, namely there are new memes
striving for visibility. Employing the entropy-like measure, it could be deduced that
the attention is drawn to the memes entering the system, since where in the noisy
ground state the attention is apportioned more wide spread in the system. During
an event a rather small amount of memes is needed to cover the usage of 95% of
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the users. This observation is underlining that during an event the system evolves
towards emergent patterns where it is in a rather heterogeneous state besides, in
the noisy ground state, what is in agreement with the findings in [3]. Another mea-
sure that was brought to light, that the dynamics during an event are driven by
the most popular hashtags is the time evolution of the summed abundance of the
100 most popular hashtags. It clearly showed that their popularity was more than
doubled during the event. Combined with the observation of memes being related
to the event getting temporarily in the top ranks of usage, this strongly indicates
that during the events the discussion mainly revolves around a few memes.
By taking measures of different nature, like the meme popularity distribution this
thoughts could be further consolidated. Considering the long-tailed popularity dis-
tributions (see 2.2.3) of the memes in the system at different days and for different
datasets in, demonstrates that some of the memes are extremely successful, while
the great majority gets sparse attention. In addition, the tail of the distribution
gets even longer during an event, which indicates that a small amount of the memes
wins even more attention during an event. Taking into account also the distribution
of growth rates, which turns out to be long-tailed as well, provided an important
insight that could be used for the modelling that was developed in the second part
of the thesis. In the model an analogy to the growth rate is used and it defines
intrinsic (dis-)advantages of different species regarding their fitness. The analysis
showed, that using the empirical distribution of this intrinsic fitness was suitable to
reproduce trends and patterns of the dynamics.
To modify the modelling framework, various steps have been carried out. Firstly, a
basic configuration of the model was examined. It was found that by introducing
speciation to the system, a process, where new memes enter the system at certain
time steps, the dynamics exhibit a shift in the ranking of the species abundancies,
which are taken as an analogy to the popularity of memes. It is mentionable that at
this point this shift is, contrary to the observations in the data, not just temporary
but creates a new equilibrium state of the system. Subsequently to the examination
of the speciation dynamics, the role of the growth rate in the model was considered,
by modifying the growth rate of the individuals in the system, from a configuration
where it is the same for all the species, to a sample from the long-tailed Pareto dis-
tribution, the dynamics of creation and extinction of different memes in the model
are tending closer to the trends discovered in the data. In addition, since the con-
cept of increased competition plays an important role in the theory and in the data,
the effect of explicitly increased competitive interactions during and shortly after
the event was also investigated. This modification was not considered as having a
vital role for the model because it neither accelerated the death process after the
event significantly nor solved it the problem of the missing temporality in the shift
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of attention at the cost of complicating the modelling. But, a different rule, namely
adding some disadvantage to memes that were introduced during the event as soon
as the introduction period is over, turned out to make a significant difference in
the outcome regarding the temporality of the abundance ranking. Besides this, it
results in the highest decrease-increase ratio δ which was introduced as a quanti-
tative evaluation. Therefore, three main ingredients that find their foundation in
theory and in the data analysis make the model more suitable to reproduce trends of
an information ecosystem, namely speciation, a long-tailed growth rate distribution
and an intrinsic disadvantage for species that are introduced during an event.
Taking the modelling framework one step further than just reproducing the observed
trends and patterns, a direct comparison between model and data was done by con-
sidering the deaths distribution around an event. By fitting the distributions with a
power-law, it could be seen that the distribution of deaths show a fast decay with an
exponent lower than one for model and data. Even though the data is too limited
to evaluate the model as suitable at this point (mainly because of the difference
in scale), some conclusions can be drawn. The fact that the power-law fit is quite
accurate and that a fast decay can already be recovered with a system size way
smaller than the empirical one, suggests that the results of data and model may be
more consistent when the system size of the numerical model is increased.
Given the findings of the data analysis and with the introduced modelling frame-
work, that is based on an ecological adaptive modelling proposed by Suweis et al.
[4], in this thesis, it was possible to reproduce certain trends of the dynamics of an
empirical information ecosystem by going through different steps of extending or
reducing the model framework.
Accordingly, it can be said, that even with simplifications, especially regarding the
dynamics of the users, the proposed model was still able to reproduce some of the
patterns observed in the empirical information ecosystem and to identify the driving
factors behind their emergence.
For future works it might be interesting to include some more assumptions regarding
the users/information-consumers and also to include the co-evolution of the different
species - users and memes - by introducing a rewiring process similar to [3], where
at constant time intervals, species will rewire recurrently in order to maximise their
individual abundance. Adding this rule to the model will allow to take more numer-
ical measures like the entropy-like measure introduced above and, therefore, might
help to evaluate the modelling framework further.
Finally, the proposed framework provides new promising possibilities to analyse
and model online social networks by using an analogy between informational and
ecological ecosystems. Not just that, but it also might be in the interest for the
theoretical ecology community to follow this path of consolidating the analogy and
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finding connections between components of ecological systems and their informa-
tional counterparts, as the media environment provides an immense amount of data
and a controlled way to test theories and methods on a faster time scale.
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Appendix

A. Data

Since the quantity of results of the data analysis exceeds the scope of a master thesis
and the dynamics and trends are repeated in the different measurements, certain
graphs are not included in the main part but can be found in this data appendix.

A.1. UK dataset

A.1.1. Complete years

The following figures are showing the time series of the births, deaths, different
hashtags and of the total number of hashtags per day for the complete years of
2016, 2017 and 2018 measured in the UK data set .
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Figure 14: Complete year of 2016 (UK dataset). Upper: Time series of the total number of
hashtags per 24h. Lower: Births (red), Deaths (black) and number of different
hashtags (blue) per 24h.

All three graphs show the same trends regarding the chronological order in above
average temporal fluctuations. With an increasing number of births, the number of
different hashtags and hashtags in total increases and after, usually one to two days,
a strong peak in the number of deaths occurs and the number of different hashtags
and hashtags in total rapidly decreases to the previous average level.
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Figure 15: Complete year of 2017 (UK dataset). Upper: Time series of the total number of
hashtags per 24h. Lower: Births (red), Deaths (black) and number of different
hashtags (blue) per 24h.
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Figure 16: Complete year of 2018. Upper: Time series of the total number of hashtags per 24h.
Lower: Births (red), Deaths (black) and number of different hashtags (blue) per 24h.
(UK dataset)

A.1.2. Events and noisy ground state

To consolidate what have been seen in Figure 3, Figure 17 and Figure 18 are illus-
trating a couple of more events in given time periods of the years 2016 and 2018
of the UK dataset where the peaks of the different measures always appear in the
similar characteristic configuration which has been introduced. When an external
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event occurs, an above-average number of new bits of information enter the system
and, thus, the three measures, total number of hashtags (grey), number of different
hashtags (blue) and the number of births of hashtags (red) increase. Immediately
after the event is over, there is a clear peak in the number of deaths of hashtags.
The drop of the number of hashtags to zero in Figure 17 is due to a data gap and
not due to intrinsic dynamics of the system.
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Figure 17: Events in the year of 2016 (UK dataset). Upper: Time series of the total number
of hashtags per 24h. Lower: Births (red), Deaths (black) and number of different
hashtags (blue) per 24h. Beginning of May till mid July 2016 with different events
happening marked with the dashed vertical lines.

Taking a closer look to the three last events of Figure 18 it is noticeable that the
peaks are about the same height, which is most likely due to the fact that they are
events of the same type (football matches of the World Cup 2018 in which England
was involved).
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Figure 18: Mid June till end of July 2018 with different events happening (Football matches -
worldcup 2018) marked with the dashed vertical lines (UK dataset). Upper: Time
series of the total number of hashtags per 24h. Lower: Births (red), Deaths (black)
and number of different hashtags (blue) per 24h.

In order to find conspicuous features in systems, one must first agree on a balanced
state of the system. In this work the noisy periods where none of the measurements
fluctuate overproportionally, an example period for this can be seen in Figure 19 are
considered as the ground state.
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Figure 19: Noisy ground state - Mid July till mid of August 2018 which is a time period
without significant or measurable environmental shocks and, therefore, considered as
representative for some form of ground state (UK dataset). Upper: Time series
of the total number of hashtags per 24h. Lower: Births (red), Deaths (black) and
number of different hashtags (blue) per 24h.
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A.1.3. 100 most popular hashtags

As already seen in Figure 5 the time series of the 100 most popular hashtags corre-
lates with other measures. This is shown one more time in Figure 20 where the time
series of the total number of hashtags (grey) and of the summed popularity of the
100 most popular hashtags (black) is shown. One can see that the big fluctuations
correlate and even the small ones show mostly a similar behaviour during the whole
year.
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Figure 20: Complete year of 2018 (UK dataset). Upper: Time series of the total number
of hashtags per 24h. Lower: Time series of the popularity of the 100 most popular
hashtags per 24h.

A.2. Covid-19 dataset

A.3. Additional time periods and higher resolution

Looking at the measurements of the very first days of the Covid-19 dataset in Fig-
ure 21 show that it is hard to differ between a ground state and some clear deviations
since the system has very high fluctuations throughout. This can be attributed to
various reasons. On the one hand, the topic (COVID-19) has only just received in-
creased attention in the offline world, so the strong polarisation around sub-themes
has only just begun at this time. Furthermore, the decision process regarding the
tags to be recognised as representative for the topic - COVID-19 - was still in the
early stages, so that the sampling method was optimised over time.
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Figure 21: First period from the end of January till the end of February 2020. (Covid-19 dataset).
Upper: Time series of the total number of hashtags per hour. Lower: Births (red),
Deaths (black) and number of different hashtags (blue) per hour.

Looking at the higher resolution (binning size of 1h) for the time evolution of the
total number of hashtags, births, deaths and different hashtags in Figure 22 one
sees that the event, reaching from the 6th April till 12th April still shows a clear
rise in the average of the measures, but there are constantly fluctuations in all of
these measures, since some of the memes, even if they regard to the event are not
appearing every hour. Also interesting to observe are the fluctuations on a daily
scale where one sees that the maximum activity is around the mid of the days.
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Figure 22: April 2020 with a bin size of 1h (Covid-19 dataset). Upper: Time series of the total
number of hashtags per hour. Lower: Births (red), Deaths (black) and number of
different hashtags (blue) per hour.
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A.3.1. Identification of events for the Covid-19 set

For the Covid-19 dataset it was not so easy to assign clear events of the offline world
to the measured peaks, because on the one hand the tracked tags are partly very
similar (e.g.: koronavirus, coronavirus) and on the other hand because the Tweets
are not locally restricted and, therefore, all the announcements and events that took
place in all of the tracked nations would have to be considered. But still, referring
to the definition of the overproportional fluctuations from the ground state, there
can be found clear abnormalities. Considering Figure 23 one can see that the period
from the 5th March till the end of the month has no major deviations from an
average and, therefore, the strong fluctuations before this period can be stated as
events. Besides this analysis there can be found events at these dates in the offline
world which received global attention as the first reported COVID-19 related death
in the United States of America (29th February) or that the newly built Leishenshan
hospital in Wuhan opens to admit COVID-19 patients (3rd March).
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Figure 23: Time period from the end of February till the end of March 2020 (Covid-19 dataset).
Upper: Time series of the total number of hashtags per hour. Lower: Births (red),
Deaths (black) and number of different hashtags (blue) per hour.

For the long event in April (see Figure 5 and Figure 22) the most suspicious breaking
news that could have increased the discussion about the topic significantly is the
advice on the use of masks by the WHO at the 6th April.

A.4. Competition and ranking behaviour

Figure 24 is depicting the time series of the fraction of hashtags per user for a time
period of 2017 where three events (indicated by the vertical black dashed lines) are
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happening that have been introduced above. It can be found that during the events
in the UK datasets the number of hashtags per user has local maxima above average
(indicated by horizontal grey dotted line) at the times of the events.
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Figure 24: Hashtags per user for a time period with events (indicated by the vertical dashed lines)
happening in the UK during May/June 2017 (UK dataset). The average number of
hashtags per user is indicated by horizontal grey dotted line.

The time series the similarity index, which is representing the amount of hashtags
that are the same as in the time step before, checking for the ten most popular
ones, shown in Figure 25 has measure has local minima at the events (indicated
by the vertical dashed lines) which are always different from the average similarity
(indicated by horizontal grey dotted line).
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Figure 25: Similarity index for a time period with events (marked with vertical dashed lines)
happening in the UK during June/July 2018 (UK dataset). The average similarity
index is indicated by horizontal grey dotted line.

B. Parameter space
This chapter discusses briefly the parameters handling time h, the mutualistic in-
teraction constant Ωm and the range of values for the entries of the competitive
interaction matrix β. The main criterion for the choice of these parameters was
the abundance of individual species along the simulation time before the events
and, therefore, it was checked for regions on the parameter space where extinctions
occur. The aim was to find a parameter setting in which the system is close to equi-
librium but critically, namely some species should be dying already, whereas most
of them are surviving. A species goes instinct if its abundance falls below 10−4.

38



Figure 26 shows the fraction of species survival during the first 50 time steps in the
two dimensional plot in the handling time - β-range parameter space. As expected
the higher the competition can be, the more species are dying and at the same time
for the handling time it is reciprocal. This led to a choice of h = 1 and βmaxij = 0.08.
The exact value for βmaxij was actually considered separately by considering differ-
ent values for it and keeping the other parameters constant as shown in Figure 27
(chosen value of 0.08 marked by dashed red line). Since the choice of βij for each
species is randomly in the given range, the plots are produced by averaging over 10
runs.
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Figure 26: Extinction rate at the pre-event steady state: two-dimensional plot in the handling
time h - β-range parameter space showing steady extinction rate of the species in the
first 50 time steps for different values. The measurements are averaged over 10 runs.

Figure 27 shows that there are barely any deaths up to the value of 0.05. At the
value of 0.08 (indicated by vertical red dashed line) some deaths are occurring and
for higher values the number of deaths is increasing rapidly, which was driving the
decision to draw the values of βij in the range of [0, 0.08].
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Figure 27: Extinction rate at the pre-event steady state for different values of the maximum of
the entries of the competition matrix β. The measurements are averaged over 10 runs.

The parameter Ωm, scaling the mutualistic interaction in the model dynamics is kept
equal to one for all results presented in this work. But since this decision was not
obvious from the very beginning, the two dimensional in the Ωm - β-range parameter
space in Figure 28 gives some insight on the effect of the scaling of the mutualistic
term on the extinction at the pre-event steady state. Again, the aim was to find a
parameter setting in which the system is close to equilibrium but critically, namely
some species should be dying already in the pre-event phase, whereas most of them
are surviving. It was found that in the chosen range of βij, this is given for Ωm = 1,
this value was chosen and, therefore, the focus can be easier kept at varying the
competitive interaction.
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Figure 28: Extinction rate at the pre-event steady state: two-dimensional plot in the Ωm - β-
range parameter space showing steady extinction rate of the species in the first 50
time steps for different values. The measurements are averaged over 10 runs.
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