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Abstract—Recent advances in deep neural networks (DNNs)
have revolutionized the field of natural language processing
(NLP) with promising results in automatic summarization of
short texts. However, automatic text summarization of long texts
remains challenging, especially when multiple sub-topics are
present in the text. In this work, we present QuBART1: a coupled
DNN architecture which allows automatic summarization of one
or various topics of a text selected by the user. This architecture is
a two stage DNN. The first stage consists in extracting a subset
of the input text based on keywords introduced by the user.
This extraction is based on the distances of each sentence with
respect to the user input in the latent space of a large language
model. The second stage is an abstractive summarization of the
previous extraction obtaining the final output, the summary. This
approach generates state of the art results while giving the user
the ability of controlling the desired output.

Index Terms—Text summarization, Summarization methods,
Filtered-oriented summarization, Abstractive text summariza-
tion, BART, Distance-based embeddings visualization

I. INTRODUCTION

The count (of unique books) comes up just shy of 130
million [3], without taking into consideration the digital
information such as articles, blogs, news, tweets, feeds, video
content, audio content, etc.

Therefore, given a specific topic, the total information
that can be found related to it is so vast that being able to
access it all is a very time consuming task, especially if that
information has to be accessed repeatedly. One solution for
this problem is to create a summary, which by the definition
of TheFreeDictionary, is “a brief statement that presents the
main points in a concise form”. However, summaries are very
subjective, so the views of the topic are highly influenced by
the opinions of the writer.

Keeping this in mind, it seems reasonable to seek out
a mechanism that will not only be able to access this
knowledge, but will summarize it in a way that the core
concepts will be not be altered, and the essence of the
text will remain intact, while keeping an objective view of
the topic. This mechanism is known as Automatic Text
Summarization, or ATS. The concept first appeared in the

1Code available at: https://github.com/magheata/qubart

late 50s [19], and many solutions have been developed over
the years, widening the research field by providing different
criteria to follow.

An ATS system is a system that takes in a given text as
input (research paper, news article, etc.) and returns as output
a condensed text that contains the most important aspects
of the input. By reading the output summary, the reader
should be able to understand the topics covered in the input
text. ATS systems follow 3 main approaches: an extractive
approach, an abstractive approach and a hybrid approach,
which merges the first two.

The extractive approach constructs the summary by
extracting and concatenating the most important sentences
from the source document. In comparison, the abstractive
approach first creates an intermediate representation that will
be used to generate the output summary. This intermediate
representation is the result of the understanding and processing
of the original text with different natural language processing
techniques (compression, generation, etc.) [20]. The output
summary of an abstractive ATS system does not usually
contain the same sentences as the source document.

The goal of this work is to design and implement a
query-oriented ATS system. This type of summarization
takes into account user preferences when creating the output
and, quoting Djamel et al. [10]:, “if a user wants a summary
focusing on someone in a story, it must contain events around
this person without losing the main interest of the story“.

The work is structured as follows: Chapter II contains a
brief overview of the creation of the Transformers architecture.
Chapter III goes over the related work in the field of ATS,
text filtering in NLP and the domain-centric paradigm shift.
Chapter IV presents the design and implementation of the
proposed ATS system. Chapter V defines the experimental
settings used to evaluate the created ATS system, from the
metrics to the datasets used. Chapter VI contains the results
of the experiments. Chapter VII ends with the conclusions
obtained from the development of this project.
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Figure 1: Encoder-decoder architecture of the Transformer developed by Vaswani et al. [28].

II. BRIEF OVERVIEW OF THE STATE OF THE ART OF NLP

Natural Language Processing, or NLP, is a subfield of
Linguistics, Computer Science, and Artificial Intelligence that
focuses on processing and analyzing large amounts of natural
language data so that a machine can learn to perform tasks
such as speech recognition, sentiment analysis or natural
language generation. In order to be processed, the input
data needs to be transformed into a representation that can
be understood by the computer. This process is called text
encoding, and it transforms the characters in a sentence into
a numerical vector.

The first model that was developed was the Bag-of-Words
model which would simply count the occurrence of each
word within a given document. The text encoding used is
known as One-Hot Encoding, where you have one dimension
in the encoded vector per unique word in the vocabulary.
This results in sparse data since the created vector will be
stored inefficiently as it will have many zero values.

Aside from the storage problems, this type of encoding
lacks important information referring to the semantic meaning
or positional information of the input- all words are encoded
in the same way regardless of the context (the content of vs.
being content) or the order (work to live is not the same as
live to work) in which they are found. The N-gram model can
somewhat solve the problem of the positional information, as
it is capable of storing every combination of words possible.
However, it resolves the problem of BOW model at the
expense of having a dimensionality of V N (V is the size of
the vocabulary and N is the number of n-grams), while still
being incapable of representing the semantic information.

Moreover, the previous models use fixed-length vectors
to represent the data, which is especially problematic for

long sequences or sequences that are complex in structure
(the dimensionality of their representation is forced to be the
same as for shorter or simpler sequences). In their paper,
Bahdanau et al. [8] addressed this information bottleneck by
proposing a mechanism that applies the weighted sum of both
preceding and succeeding words in the document to create
a new representation: the context vector. This mechanism is
known as attention.

Once again, with this advance only one of the problems is
fixed: each word in a document could be encoded in such a
way that it conserves the semantic meaning, but the positional
information is lost.

A similar approach was adopted by Sutskever et al. [27]
which made use of the Long Short-Term Memory (LSTM),
an artificial recurrent neural network architecture that has a
limited window of reach within the document when encoding
the words. While this might capture the immediate context
(i.e. the current sentence in which the word is found, and the
previous and next sentences), information that can be found
in the rest of the document will be inaccessible and therefore
not taken into consideration during the encoding process.
Attention has unlimited reach within the input, and can use
the whole document when embedding each word (this is
known as soft attention) or targeting a subset of these words
(known as hard attention).

The concept of attention led Vaswani et al. [28] to propose
an entirely different architecture that revolutionized multiple
fields in Machine Learning: the definition of the Transformer.

The Transformer is the first sequence transduction model
based entirely on attention, replacing the recurrent layers
most commonly used in encoder-decoder architectures with
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multi-headed self-attention. The architecture is shown in
Figure 1.

The encoder maps an input sequence of symbol
representations (x1, · · · , xn) to a sequence of continuous
representations z = (z1, · · · , zn). Given z and the expected
output as input, the decoder generates an output sequence
(y1, · · · , ym) of symbols one element at a time. At each
step the model is auto-regressive, meaning that it uses the
previously generated symbols as additional input when
generating the next.

In self-attention, also known as "Scaled Dot-Product
Attention" (Figure 1), the words in the source sequence are
first encoded in parallel to generate key, query and value
representations. Next, the keys and queries are combined
to generate attention weightings that capture how each
word relates to the others in the sequence. These attention
weightings are then used to scale the values in order to retain
focus on the important words and drown out the irrelevant
ones. The self-attention is defined as follows:

Attention(Q,K, V ) = softmax(
QKT

√
dk

) (1)

The input consists of queries and keys of dimension dk,
and values of dimension dv . They compute the dot products
of the query with all keys, divide each by

√
dk, and apply a

softmax function to obtain the weights on the values.

The attention function is simultaneously computed on
a set of queries, packed together into a matrix Q. The
keys and values are also packed together into matrices
K and V . This is known as the multi-head attention,
and it enables the model to find all the relationships of a
word to all the other elements in the input. Figure 2 shows
an example of two different heads and the computed attention.

The self-attention sublayer in the decoder stack is masked
over to prevent the decoder from looking at the next token in
the expected output sequence to copy it as predicted output.
This masking, combined with fact that the output embeddings
are offset by one position, ensures that the predictions for
position i can depend only on the known outputs at positions
less than i [28].

The positional information is encoded and injected into
the model so that it can determine the relative or absolute
position of the tokens in the sequence and generate the new
tokens in the correct order. These positional encodings are
added both into the encoder and the decoder.

With this new architecture, it became possible to create text
encodings that take into account both the semantic meaning
and the positional information of the given input, so the whole
information is available to achieve better understandings of
natural language.

Figure 2: Two examples of attention heads that clearly learned
to perform different tasks related to the structure of the
sentence [28].

III. RELATED WORK

A. Transformer-based models for document summarization

Taking advantage of its capability of applying transfer
learning, different researchers have built their work based on
the Transformer model for various NLP tasks by pre-training
and fine-tuning it for each specific task. Equipped with
pre-trained BERT encoder [9], Liu et al. [18] propose the
BertSUM for both extractive and abstractive tasks; Zhang et
al. [32] implement a hierarchical BERT model for extractive
summarization, where the low-level and high-level BERTs are
built for sentence and document understanding, respectively.

The above methods might achieve good results, but the
system as a whole does not work in a unified manner:
their BERT encoder is trained for document understanding
while the decoder is trained for language generation [30]. To
consider both document understanding and generation, some
Sequence2Sequence (S2S) pre-training models are proposed
for general purpose, such as MASS [26], UniLM [11], T5 [23],
and BART [15], which are further fine-tuned for downstream
tasks, summarization included. Aiming at designing a pre-
training objective focused on abstractive text summarization,
Zhang et al. [31] propose the PEGASUS model and manage
to achieve state-of-the-art performance.

B. Applying Topic Modeling in summarization tasks

There are various approaches that combine topic modeling
with summarization tasks. Krishna et al. [14] train a neural
framework to pay higher attention to parts of the input
articles relevant to the given topic, and develops a topic-
centric training corpus from CNN/Dailymail dataset to
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overcome the lack of datasets with topic-oriented summaries.
However, this is a supervised task and it depends entirely on
the availability of human-generated training corpus, so it is
difficult to use it with new data.

Topic Augmented Generator (TAG) is developed by Ailem
et al. [6] for abstractive summarization where a pointer-
generator based decoder can generate the words using a
more global context given by the latent topics of the input
document. Wang et al. [29] develop a friendly topic assistant
(TA) for Transformer-based abstractive summarization
models. TA is a flexible plug-and-play model, consisting of
three modules to help the Transformer fine-tuning, including
semantic-informed attention, topic embedding with masked
attention, and document-related modulation.

Zhong et al. [33] create MATCHSUM, a novel summary-
level framework that results in a paradigm shift with regard to
the way neural extractive summarization systems are built. In-
stead of following the commonly used framework of extracting
sentences individually and modeling the relationship between
them, they formulate the extractive summarization task as a
semantic text matching problem, in which a source document
and candidate summaries (extracted from the original text) will
be matched in a semantic space. Zhong et al. [33] consider
that "a good summary should be more semantically similar
as a whole to the source document than the unqualified sum-
maries". For them, a good summary has the highest similarity
to the original text among a set of candidate summaries. While
not directly topic related, they use the same approach used for
filtering the text as used in QuBART: the cosine similarity.

C. Data-centric paradigm

The different works described in the previous subsections
have one thing in common: to achieve the results they want,
they either (1) modify the structure of the Transformer
(modify the encoder to encode each entry in a topic-sensitive
manner [14]; propose a new decoder where the output
summary is generated by conditioning on both the input text
and the latent topics of the document [6]) or (2) add new
inputs that condition the summary’s content (adding a new
attention head [29], adding new input to the decoder [6]).

This model-centric approach requires a lot of resources
(hardware, storage capacity) and a considerable amount
of time until reaching satisfactory results. A data-centric
approach, however, would focus more on treating the input
data instead on developing a new and improved system
adapted to the researcher’s vision. Giving that there are quite
a few systems already developed that treat the summarization
tasks, half of the problem is already solved. This new
paradigm shift is known as Data-centric paradigm, and it
was proposed by Andrew Ng[1, 2].

In this project, the filtering stage works just like that: the
input data is first processed to be filtered with a specific topic,
and by doing so, we are not imposing or limiting the system

to using one Transformer model. Instead, the model is flexible
and can be defined by the person using QuBART.

IV. DESIGN AND IMPLEMENTATION

This section is an overview of the different design and
implementation elements of the proposed ATS system.
This system, named as QuBART, is a filter-oriented ATS
system that takes into account user preferences when creating
the summary. QuBART can be divided into 2 different
components: the filtering component and the summarization
component. As it is based on the data-centric paradigm,
all the implementation efforts are put into developing the
filtering component, while the summarization component is
taken from the pre-trained models available at Huggingface2.

The input document’s sentences require a representation that
can be used in making a comparison between them and the
desired filter. The Sentence-Transformers [5] model is used to
create the embeddings, a Python framework for state-of-the-art
sentence, text and image embeddings [24].

A. System architecture

Figure 3 show the system’s architecture. The 2 stages of
QuBART’s approach to summarizing an input document are:

1) Text filtering stage. The filtering component’s main
objective is to find all the different sentences of the
input text that are similar to a given filter. Having chosen
and embedded the desired filter, the embeddings of the
document and the filter are compared using the cosine
similarity function. This stage outputs filtered sentences
of the input document.

2) Text summarizing stage. The filtered sentences of the
original input are embedded using the same approach as
in the previous stage, and the results are passed through
a Transformer to create the summary.

Figure 3: QuBART Architecture. QuBART is filter-based ATS
that uses the BART model to create summaries from a filtered
source document.

B. Filtering the input: the QuBART’s way

The filtering component can be seen in Figure 4. The filter
can be:

• Inputted by the user. The user chooses a filter freely,
which might result in a faulty filtering stage if the chosen
filter has no relation to the text. However, here lies the

2https://huggingface.co/models
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Figure 4: Filtering component of QuBART.

novelty of QuBART: being able to center the summary
to a user’s desires.

• Determined by topic modeling. The chosen filter is
based on the topics found in the text. The system makes
use of Latent Dirichlet Allocation (LDA), a statistical
model for discovering the main topics within a text, and
the filter that will be used is a representative word of the
predominant topic of the text.

The chosen filter will be used to select a subsequence
of the given text. The filter is embedded using the same
technique as the given text (SentenceTransformers) so that
their embedded representations are in the same vector space.
Since it’s the embedding that’s compared in order to filter the
text, the filter can be a single word ("baby") or a sentence
that describes one element of the text (for example, "baby
boy", as shown in Example 4).

Next, the embeddings of the input text and the filter
are compared using the cosine similarity. This measure is
popularly used in text analysis, as it capable of keeping the
semantic meaning of the embedded documents (or sentences,
or words) [12].

Given two text inputs x and y, the cosine similarity between
them is defined as:

sim(x, y) =
xyT

‖x‖‖y‖
(2)

Figure 5 shows three examples of text similarity: the first
one is comparing countries, so they are quite similar. The
next comparison is done with the words ball and crocodile,
and since there is no semantic meaning between them, the
angle that forms between their vectors is giving similarity 0.
The last example is countries and their cities, but in different
order. As it can be seen, the input texts are semantically

similar, but they represent two different groups; this shows
how the cosine similarity can represent correctly the order
in the text, and sentences with the same words but different
order can be easily differentiated.

After applying this similarity measure, the system returns a
list of scores for each embedded sentence that show just how
similar it is to the embedded filter. Using a certain similarity
threshold between 0 and 1, QuBART can now filter directly
between the sentences depending on the results given by the
cosine similarity. The smaller the threshold, the less QuBART
filters the text.

C. Through the Transformer

The final stage of QuBART is the generation of the sum-
mary. The filtered sentences from the previous stage are passed
through a pre-trained model of Transformer and, since the sys-
tem does not have a defined model chosen, the summary can
either be the result of extractive or abstractive summarization.

V. PERFORMANCE EVALUATION

A. Datasets

There are 2 types of datasets used in the evaluation
QuBART: a Game of Thrones corpus, and three popular
benchmark datasets.

We created a corpus containing reviews of Game of
Thrones episodes through web scraping3. Since the corpus
contains information about a TV show, you can find many
different topics related to the characters, to families, to places,
etc. so for a single text you can obtain more than one kind
of summary.

3Reviews taken from: https://time.com/5517025/game-of-thrones-binge-
watch-recaps/
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Figure 5: Cosine similarity example [4].

For the benchmark datasets, we selected three widely-used
datasets for summarization evaluation:

• CNN/Dailymail dataset [21]. It consists of 312.085 pairs
of news articles and their associated target summaries.

• WikiHow dataset [13]. It contains of 200.000 pairs of
articles and summaries focused on abstractive summa-
rization.

• the extreme summarization dataset XSUM [22]. XSUM
is a dataset for evaluation of abstractive single-document
summarization systems. The goal is to create a one-
sentence summary answering the question “What is
the article about?”. It contains 226.711 news articles
accompanied with a one-sentence summary.

The datasets are already pre-processed and have been taken
from [33]4. We have made this analysis for 100 entries of each
of the benchmark datasets.

B. Evaluation Metric & Parameter Settings

As for the metric on which we evaluate our model’s per-
formance and efficiency, we chose RecallOriented Understudy
for Gisting Evaluation, or ROUGE [16]; it is the most widely
used metric for automatic evaluation of ATS systems, and it is
used to determine the quality of a summary by comparing it
to human (reference) summaries. There are several variations
of ROUGE, and the ones used in this evaluation are [7]:

• ROUGE-n: This metric is recall-based measure and
based on comparison of n-grams. A series of n-grams
is drawn out from the reference summaries and the
generated summary. Let p be "the number of common n-
grams between generated and reference summary", and q
be "the number of n-grams extracted from the reference
summary only". The score is computed as:

ROUGE-n =
p

q
(3)

In this analysis we use ROUGE-1 and ROUGE-2.
• ROUGE-L: This measure employs the concept of

longest common subsequence (LCS) between two
sequences of text. The longer the LCS between two
summary sentences, the more similar they are. Although

4https://github.com/maszhongming/MatchSum

this metric is more flexible than the previous one, it has
a drawback that all n-grams must be consecutive.

The ROUGE metric offers three kinds of measurements:
precision, recall, and F1 score, which takes into account
the first two. F1 offers a reliable measure of the model’s
performance that measures not only on the model capturing
as many words as possible (recall) but doing so without
outputting irrelevant words (precision). We use this one to
evaluate QuBART.

For the Transformer model, we employ two pre-trained
models5 without further fine-tuning and training (recall that
this system is data-centric). These models are:

• sshleifer/distilbart-cnn-12-6, a BART model with a lan-
guage modeling head. The architecture of the encoder-
decoders have 12 layers in each component. Produces
extractive summaries.

• google/pegasus-xsum. The architecture of the encoder-
decoders have 16 layers in each component. Produces
abstractive summaries.

The SentenceTransformer model used for the
embedding of the input text and filters is sentence-
transformers/paraphrase-mpnet-base-v2.

For the topic model component, we set the number of
topics to K = 10. For the filtering component, the similarity
threshold is set at 0.3 for the Game of Thrones corpus, and
at 0.2 for the benchmark datasets. The code is available at:
https://github.com/magheata/qubart.

C. Comparison with state-of-the-art models

We compare our proposed model with the following sum-
marization models, including both extractive and abstractive
models.

• MATCHSUM [33] views the summarization problem as
a semantic text matching problem.

• BERTSUM [17] proposes a new document-level encoder
based on BERT.

5https://huggingface.co/models
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• PGNet [25] employs a pointer generator network.
• BART [15] uses the bidirectional encoder and the left-

to-right decoder.
For our baseline, we chose the Lead-N method, which uses

the first N sentences of the document as its summary.

VI. RESULTS

In this section we analyse the performance of QuBART
on two different tasks: (1) the filtering of the input text with
the filter provided, and (2) the topic-based summarization of
the input text. There are no available datasets focused on
the summarization of documents based on specific topics;
instead, they take a more general approach and provide a
target summary that covers the universal idea of the whole
text. Hence, the evaluation of QuBART on whether it is
able to create coherent, topic-based summaries will be
purely based on human criteria. We will also evaluate the
improvement in the ROUGE scores for when QuBART filters
the text with the predominant topic, as well as the difference
in the computational time when using the filtering component.

Results for Game of Thrones corpus. Since there is no
ground truth in this corpus, the generated summary can’t be
compared to anything in order to determine if it is correct or
not. Instead, these three references were used to compute the
ROUGE scores in this scenario:

• the baseline Lead-N. Compare the first n-sentences of
the original text to the generated summary.

• the original text. Compare the generated summary to the
original text.

• the filtered text. Compare the generated summary to the
filtered text. This should give better results than when
comparing with the original text, as the summary is based
on the filtered text.

Table I: F-Scores for QuBART on the Game Of Thrones corpus
filtered by "Bran".

Model R-1 R-2 R-L
Original text

QuBART (BART) 19.90 13.38 19.47
QuBART (PEGASUS) 5.36 1.38 4.27

Filtered text
QuBART (BART) 68.80 57.44 66.28
QuBART (PEGASUS) 20.54 10.30 17.24

Baseline (LEAD-3)
QuBART (BART) 29.90 16.75 26.69
QuBART (PEGASUS) 13.68 3.26 10.57

Table I shows the F1-Scores obtained when applying the
filter "Bran" to every episode review in the corpus. The scores
of the filtered text over the original text for R-1, R-2 and
R-L have an astounding difference of 48.90, 44.06 and 46.81,
respectively. This shows that QuBART was able to filter the
text correctly as the generated summary is more similar to
the filtered text than to the original text.

Examples 1, 2 and 3 display the filtered text, a proposed
target summary and the generated summary of three different
filters being applied to two reviews from the corpus. Using

LDA and comparing the original topics to the resulting topics
after filtering, it should be clear that the filtered text is much
more centered to a specific topic rather than many others.
Ideally, the predominant topic in the filtered text should be
the filter itself or other related words. Example 1 and 2 share
the same input text (Season 8, Episode 6. “The Iron Throne"),
but the generated summaries are completely different
from each other and focus on two separate characters (Bran
and Daenerys).

Figures 6 (text in Example 1) and 7 (text in Example 3)
show the most relevant terms of the predominant topic for
the original and filtered text.

In Figure 6a the most relevant term is "Jon". The filter
applied ("Bran") is in the 4th place. After filtering, the applied
filter becomes the most relevant term (shown in Figure 6a)
and the two other characters that were so important in the
first text disappear ("Jon" and "Daenerys"). This shows
that the filtering component was able to return only those
sentences from the original text that directly relate to the filter.

In Figures 7a and 7b the term "Jaime" remains as the
second most relevant term even after filtering; however,
this is the expected output as Jaime and Cersei’s story are
intertwined until the very end.

With the corpus, the filtering using the user’s input was
evaluated and it has shown great promise as both the filtered
text and resulting summary are relevant to the chosen filter.
Next, the filtering based on the main topic of a text will be
analysed with the benchmark datasets. As there is a ground
truth available (the provided target summary), the evaluation
is made by computing the ROUGE score of the generated
summary using as reference the ground truth.

Since the benchmark datasets do not contain target
summaries with filtered content, the next best thing we
could do was filter each text with the corresponding
predominant topic and use that to create the summaries.
The results are shown in Tables IV, V and V.

Results for CNN/Dailymain dataset. Since the dataset
does not contain filtered target summaries, the corresponding
F1-scores have not surpassed any of the state-of-the-art
models; however, QuBART is just slightly less precise
than the BertSum model. The type of summaries obtained
with this dataset are multiple-sentence summaries, and with
more words to predict, more challenging the summarization
task becomes. Taking into account that the model was not
trained further, there is considerable room for improvement.
Moreover, when looking at the results for the filtered text we
can find that QuBART has a total F1-score of 38.96 for R-1,
16.36 for R-2 and 32.80 for R-L. This is only 4.89, 3.98 and
7.1 below the BertSum model.

Figure 8 (text in Example 4) shows an example for the
CNN/DailyMail dataset applying the user’s filter instead
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(a) Original text. (b) Filtered text.

Figure 6: Most relevant terms of the predominant topic before and after filtering the text with "Bran".

(a) Original text. (b) Filtered text.

Figure 7: Most relevant terms of the predominant topic before and after filtering the text with "Cersei".

(a) Original text. (b) Filtered text.

Figure 8: Most relevant terms of the predominant topic before and after filtering the text with "baby boy".
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of the predominant topic. The predominant topics of the
original and filtered texts are shown in Figures 8a and 8b;
the applied filter ("baby boy") is seen to be in second place,
so the predominant topic also included the baby in the
story. However, as it can be seen in the target summary in
Example 4, the mother is the most important part of the
story. After filtering, the term "mother" disappears and only
those related to "baby" and "boy" remain. In other words,
QuBART was able to give the user a summary centered on
the topic that was expected, and this shows that QuBART
does not only work on corpus such as reviews of TV shows
where there are implicitly more topics, but any kind of text
that contains different information related to more than one
element.

Table II contains an example of an article filtered by a
user with the filter "racist". The similarity threshold was set
to 0.2. The generated summary is more similar to the filtered
text (0.97) than to the original text (0.81), and this shows that
the purpose of QuBART has been met: the system was able
to create a summary that focuses on a certain topic of the
original text. In Table III, the sentences from the original text
and their respective similarity score to the filter are presented.
Only 5 out of the 10 sentences of the original text have been
selected with the filtering component.

Results for WikiHow dataset. There is a significant
difference between the scores obtained in the CNN/DailyMail
dataset and this one. This dataset contains instructions about
how to do different kind of tasks, from raising your own
chickens to teaching children to brush their teeth. Hence,
the texts do not contain many different kinds of topics and
instead tend to focus on just one. QuBART’s score is 12.25
(R-1), 8.7 (R-2) and 14.15 (R-L) below BertSum’s scores.
This shows that QuBART is not capable of treating datasets
that have only one topic and resemble instructions.

Results for XSUM dataset. This dataset is used to evaluate
short summaries (one-sentence length), so it is extremely
difficult to generate a summary that contains the exact words
as the target summary. QuBART only obtains a F1-Score
of 18.65 when using the Pegasus Transformer model. This
shows that QuBART is not applicable to summarization tasks
that require a short summary as output.

Lastly, for the sake of determining if the filtering component
has any other improvements in performance and efficiency
with respect to a conventional ATS system, we also evaluate
QuBART when no filtering was applied (the resulting model
is the BART model). The results are shown in Table VII.

The results for the F-Score metric are almost identical in
both scenarios, so initially the use of the filtering component
does not seem to provide any advantages over not using
it (when dealing with the general summarization datasets).
However, the computational time was reduced significantly
when using the filtering component. To give an example,
the total running time for QuBART with no filtering over

Table II: Resulting summary and similarity with the original
text, filtered text, and target summary. Text taken from the
XSUM dataset.

Generated summary. The artists were asked to write
the graffiti in June to “lend authenticity” to a set de-
picting a refugee camp. They say they were initially
reluctant about the commission “until we considered
what a moment of intervention could relay about our
own and many others’ political discontent with the
series”.

Similarity score
Original text. The artists wrote graffiti reading
“homeland is racist” and “homeland is rubbish”,
among others. They say they were asked to write
the graffiti in June to “lend authenticity” to a set
depicting a refugee camp. The episode featuring the
set in question aired on 11 October in the US. It
will be broadcast on Sunday in the UK. Some of
the messages were briefly visible in the background
of the scenes depicting a Syrian refugee camp in
Lebanon. The artists said in a statement that they
were initially reluctant about the commission “until
we considered what a moment of intervention could
relay about our own and many others ’ political
discontent with the series. It was our moment to
make our point by subverting the message using
the show itself “, they said. They said that no-one
working on the show checked what it was that they
were actually writing , with the set designers “too
frantic to pay any attention to us” and the Arabic
script treated as “merely a supplementary visual”.
Caram Kapp , one of the artists , told the BBC:
“in this graffiti we are trying to call for a more
differentiated view of the region , and we’re also
trying to say that things aren’t as simple as they
seem on this show”. In the second series of the show,
its depiction of the Lebanese capital Beirut sparked
criticism with many pointing out that its portrayal
of the city’s central hamra street thoroughfare bore
little relation to reality. Some Pakistani viewers were
also irked by the way the Pakistani capital Islamabad
was depicted in a later series, as well as the fact that
a terrorist character’s name was almost identical to
that of a previous Pakistani ambassador to the US.

0.813

Filtered text. The artists wrote graffiti reading
“homeland is racist” and “homeland is rubbish”,
among others. They say they were asked to write
the graffiti in June to “lend authenticity” to a set
depicting a refugee camp. The artists said in a
statement that they were initially reluctant about the
commission “until we considered what a moment of
intervention could relay about our own and many
others ’ political discontent with the series. It was
our moment to make our point by subverting the
message using the show itself “, they said. Caram
Kapp , one of the artists , told the BBC: “in this
graffiti we are trying to call for a more differentiated
view of the region , and we’re also trying to say that
things aren’t as simple as they seem on this show”.

0.979

Target summary. Artists hired by the makers of
the us show homeland to write graffiti on one of its
sets in Berlin say they wrote messages criticising the
show’s alleged stereotypes of Arabs and Muslims.

0.698

100 entries from the WikiHow dataset was roughly 253
minutes; in comparison, it only took 55 minutes to process
those same 100 entries when enabling the filtering component.
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Table III: Filtered sentences by "racist" with a similarity
threshold of 0.2.

Sentence Similarity score
The artists wrote graffiti reading “homeland is racist”
and “homeland is rubbish”, among others.

0.486

They say they were asked to write the graffiti in June
to “lend authenticity” to a set depicting a refugee
camp.

0.226

The episode featuring the set in question aired on 11
October in the US.

0.063

It will be broadcast on Sunday in the UK. 0.098
Some of the messages were briefly visible in the
background of the scenes depicting a Syrian refugee
camp in Lebanon.

0.157

The artists said in a statement that they were initially
reluctant about the commission “until we considered
what a moment of intervention could relay about our
own and many others’ political discontent with the
series". "It was our moment to make our point by
subverting the message using the show itself“, they
said.

0.222

They said that no-one working on the show checked
what it was that they were actually writing , with
the set designers “too frantic to pay any attention
to us” and the Arabic script treated as “merely a
supplementary visual”.

0.286

Caram kapp , one of the artists , told the BBC:
“in this graffiti we are trying to call for a more
differentiated view of the region, and we’re also
trying to say that things aren’t as simple as they seem
on this show”.

0.113

In the second series of the show, its depiction of
the Lebanese capital Beirut sparked criticism with
many pointing out that its portrayal of the city’s
central hamra street thoroughfare bore little relation
to reality.

0.322

Some Pakistani viewers were also irked by the way
the Pakistani capital Islamabad was depicted in a
later series, as well as the fact that a terrorist charac-
ter’s name was almost identical to that of a previous
Pakistani ambassador to the US.

0.178

Table IV: F-Scores for QuBART on the CNN/Dailymail
dataset.

Model R-1 R-2 R-L
HAHSum 44.68 21.30 40.75
MatchSum 44.41 20.86 40.55
BertSum 43.85 20.34 39.90
QuBART (BART) 38.96 16.36 32.80
QuBART (PEGASUS) 38.75 16.31 32.58

Table V: F-Scores for QuBART on the Wikihow dataset.

Model R-1 R-2 R-L
BertSum 35.91 13.9 34.82
MatchSum 31.85 8.98 29.58
Pointer-generator + coverage 28.53 9.23 26.54
QuBART (BART) 23.66 5.20 20.67
QuBART (PEGASUS) 23.59 5.26 20.63

Table VI: F-Scores for QuBART on the XSUM dataset.

Model R-1 R-2 R-L
PEGASUSLARGE 47.21 24.56 -
HAT-BART 45.92 22.79 -
BART 45.14 22.27 -
Seq2Seq 28.42 8.77 -
MatchSum 24.86 4.66 18.41
QuBART (BART) 18.63 2.20 12.32
QuBART (PEGASUS) 18.65 2.32 12.26

Table VII: F-Scores for QuBART with and without the filtering
component.

Model R-1 R-2 R-L Processing time (min.)
CNN/DailyMail

BART 39.00 16.40 32.87 102
QuBART 38.96 16.36 32.80 47

WikiHow
BART 23.60 5.17 20.64 253
QuBART 23.66 5.20 20.67 55

XSUM
BART 18.64 2.20 12.39 73
QuBART 18.63 2.20 12.32 43

VII. CONCLUSIONS

In this work we present QuBART, a data-centred, filter-
based summarization approach that can generate summaries
related to a particular topic in the input text. The topic is
chosen by the user, so the resulting summary will contain
relevant information to the user’s desires. This is achieved
by having an architecture with two separate components: the
filtering component and the summarization component.

The filtering component focuses on retrieving the relevant
sentences from the text to the given filter. The selected
sentences are chosen based on their resemblance with the
topic, which QuBART is able to find through applying
the cosine similarity function to both texts. Moreover,
this approach to summarization enables the user to generate
limitless possibilities of summaries with just one text, with the
only restriction being that the filter must be relevant to the text.

The summarization component is taken from the already
pre-trained models found online, which makes QuBART a
versatile ATS system as it is able to create both extractive
and abstractive summaries.

We have shown that when focusing on the input data rather
than the training of the summarization model, the system
can still obtain good results and with less resources. In order
to use this architecture to summarize the different available
datasets with a more general target summary, the texts are
filtered with their predominant topic rather than a user’s filter,
and we have discovered that the processing time decreases
drastically while keeping the same performance. Therefore,
this architecture can both be used for (1) creating summaries
that focus on a particular topic and (2) improving the existing
ATS systems by filtering each text with its predominant topic,
which decreases the computational time needed to generate
the summaries.

Further work that could be done in this line of ATS systems
is to check whether or not the filtering component brings
any advantages to state of the art models such as BertSUM,
HAHSum, etc.
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[21] K. Moritz, H. omáš, K. Kočisk´y, E. Grefenstette, L. Espeholt, W. Kay,
M. Suleyman, P. Blunsom, and G. Deepmind. Teaching machines to
read and comprehend.

[22] S. Narayan, S. B. Cohen, and M. Lapata. Don’t give me the details, just
the summary! topic-aware convolutional neural networks for extreme
summarization.

[23] C. Raffel, N. Shazeer, A. Roberts, K. Lee, S. Narang, M. Matena,
Y. Zhou, W. Li, and P. J. Liu. Exploring the Limits of Transfer Learning
with a Unified Text-to-Text Transformer. Technical report, 2020.

[24] N. Reimers and I. Gurevych. Sentence-bert: Sentence embeddings using
siamese bert-networks.

[25] A. See, P. J. L. G. Brain, and C. D. Manning. Get to the point:
Summarization with pointer-generator networks.

[26] K. Song, X. Tan, T. Qin, J. Lu, and T.-Y. Liu. MASS: Masked Sequence
to Sequence Pre-training for Language Generation.

[27] I. Sutskever, O. Vinyals, and Q. V. Le. Sequence to Sequence Learning
with Neural Networks. Advances in Neural Information Processing
Systems, 4(January):3104–3112, sep 2014.

[28] A. Vaswani, N. Shazeer, N. Parmar, J. Uszkoreit, L. Jones, A. N. Gomez,
Ł. Kaiser, and I. Polosukhin. Attention is all you need. In Advances in
Neural Information Processing Systems, 2017.

[29] Z. Wang, Z. Duan, H. Zhang, C. Wang, L. Tian, B. Chen, and M. Zhou.
Friendly topic assistant for transformer based abstractive summarization.
pages 485–497.

[30] Z. Yang, Z. Dai, Y. Yang, J. Carbonell, R. Salakhutdinov, and Q. V.
Le. XLNet: Generalized Autoregressive Pretraining for Language
Understanding.

[31] J. Zhang, Y. Zhao, M. Saleh, and P. J. Liu. PEGASUS: Pre-training
with Extracted Gap-sentences for Abstractive Summarization. Technical
report, 2020.

[32] X. Zhang, F. Wei, and M. Zhou. HIBERT: Document level pre-training
of hierarchical bidirectional transformers for document summarization.
In Proceedings of the 57th Annual Meeting of the Association for
Computational Linguistics, pages 5059–5069, Florence, Italy, July 2019.
Association for Computational Linguistics.

[33] M. Zhong, P. Liu, Y. Chen, D. Wang, X. Qiu, and X. Huang. Extractive
summarization as text matching. pages 6197–6208.



14

APPENDIX A. EXAMPLES OF SUMMARIES GENERATED BY QUBART

Game of Thrones summaries

Filtered Text He then presents a compelling argument for why Bran, a.k.a. Bran the Broken, is be the best person to rule
over the Seven Kingdoms — well, six, since Sansa insists that the North remain independent.Stories.” Tyrion muses while
campaigning for Bran. And who has a better story than Bran the Broken.“Why do you think I came all this way?” he
responds. Bran being voted in as the new King of the Six Kingdoms marks the first time in Westerosi history that a somewhat
democratic system is used to choose a new ruler and, just as Daenerys, promised to do in season 6, it seemingly breaks the
wheel of tyranny and oppression that has long crushed the common people of Westeros beneath its spokes. As his first act
as king, Bran proclaims that Tyrion will make amends for his crimes by serving as his Hand of the King. “He’s made many
terrible mistakes,” Bran explains.

Target Summary Bran becomes the new King of the Six Kingdoms.

Generated Summary (BART) Bran being voted in as the new King of the Six Kingdoms marks the first time in Westerosi
history that a somewhat democratic system is used to choose a new ruler. As his first act as king, Bran proclaims that Tyrion
will make amends for his crimes by serving as his Hand of the King.

Example 1: Season 8, Episode 6. “The Iron Throne” filtered by "Bran". F1-score of 29.16 (R-1), 20.33 (R-2) and 29.16 (R-L).

Filtered Text Daenerys swoops in on Drogon’s back and then dismounts to deliver a speech in which she praises the
Dothraki for the ruthlessness they exhibited in winning her the Iron Throne. Daenerys concludes with an ominous promise
to not stop her conquest until she has “liberated” the entire world. “The war is not over,” Daenerys says. As Daenerys
heads inside the castle, Arya stealthily appears at Jon’s side and warns him that Daenerys will always see him as a
threat now that she knows he has the better claim to the Iron Throne. Tyrion tries to convince Jon that Daenerys cannot
be allowed to rule by imploring him to see that Daenerys truly believes everything she’s doing is good and right, and
that she won’t stop until she rules the world. Meanwhile, in the Red Keep throne room, Daenerys lays eyes on the Iron
Throne for the first time. Daenerys approaches and lays a hand on one of the thousand blades of Aegon’s enemies before
getting distracted by Jon and turning away, bringing to life one of the visions that she had in the House of the Undying.
Jon tells Daenerys that she will always be his queen and they kiss, but while she is distracted, he stabs her in the heart
with a dagger, leading some fans to believe that Jon had finally fulfilled the Prince That Was Promised prophecy. Jon
catches her as she falls and Daenerys dies in his arms. Sensing Daenerys’ distress, Drogon enters the ruined throne room
and discovers his mother’s dead body. Drogon then picks up Daenerys’ body in his claw and flies away to an unknown location.

Target Summary Daenerys finally arrives at the Iron Throne. After he had been spectator to Daenerys’s cruel way of ascending
to the throne, Jon is conflicted between what he is supposed to do. After swearing his everlasting loyalty and kissing her for
the last time, Jon stabs Daenerys in her heart with a dagger, and she dies in Jon’s arms. Sensing that his mother is gone,
Drogon enters the ruined throne room and takes Daenerys’s body in his claw and flies away with her.

Generated Summary (BART) Daenerys lays eyes on the Iron Throne for the first time in the Red Keep throne room. Jon
stabs her in the heart with a dagger, leading some fans to believe that Jon had fulfilled the Prince That Was Promised prophecy.
Jon catches her as she falls and she dies in his arms. Drogon then picks up her body in his claw and flies away to an unknown
location.

Example 2: Season 8, Episode 6. “The Iron Throne” filtered by "Daenerys". F1-score of 47.36 (R-1), 22.37 (R-2) and 43.85
(R-L).
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Filtered Text Tyrion asks Jaime to go to Cersei and convince her to surrender. If he’s able to do that, Tyrion says there will be
a boat waiting to smuggle Jaime, Cersei and their unborn baby to safety in Pentos, where they can start a new life. Daenerys’
army takes this as the signal to attack and begins infiltrating the city, taking out every Lannister soldier in their path. Qyburn
informs Cersei that, basically, she’s in big trouble, but she continues to insist that the Red Keep won’t fall. However, once the
Lannister soldiers drop their swords in the face of Daenerys’ advancing army, Cersei is forced to ring the bells of surrender.
Euron taunts Jaime about Cersei and Jaime lunges at him. Cersei then continues on her way alone, leaving the estranged
brothers to hash out their issues alone. Further below, Cersei makes it to the map room and begins crying just as Jaime walks in.
Cersei tearfully runs into his arms and they continue the descent into the holdfast. Cersei exclaims that she doesn’t want to die
as the keep continues to crumble around them, but Jaime comforts her by reminding her that “nothing else matters” besides them.

Target Summary Cersei is forced to surrender to Daenery’s wrath and rings the bells. In the end, as the Red Keeps begins
crumbling to the ground, Cersei and Jaime get to hold one another one last time before welcoming their death.

Generated Summary (BART) Tyrion asks Jaime to go to Cersei and convince her to surrender. Qyburn informs Cersei that,
basically, she’s in big trouble, but she continues to insist that the Red Keep won’t fall. After the Lannister soldiers drop their
swords in the face of Daenerys’ advancing army, Cersei is forced to ring the bells of surrender.

Example 3: Season 8, Episode 5. “The Bells” filtered by "Cersei". F1-score of 30.13 (R-1), 15.55 (R-2) and 19.17 (R-L).
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Benchmark datasets summaries

Filtered sentences in original text a teenage factory girl in china dumped her newborn child in a toilet after giving birth
– before going back to work on a shoe production line .the baby boy was found in the female toilets of a shoe factory
in wenzhou city by a cleaner , prompting its managers to start searching for the mother .they found xiao ying , 17 ,
working on the production line – but she completely denied giving birth to the child , the people ’s daily online reported .the
baby boy was dumped by his teenager mother in a factory toilets , before she went back to work .xiao ying , 17 , said
she was afraid to tell her parents she was pregnant and wanted to ‘ forget the entire incident ’when a cleaner found the child
in the femaie toilets he was ‘ icy cold ’ .the baby ’s condition is now improving but his traumatic birth could lead to
problem later in life .the father of the girl said they could not keep the babyit was only when the managers spotted blood on
the girl ’s shoe that she admitted she was the mother .cctv filmed ying going into the toilets at 8.11 am clutching her tummy
– and walking slowly back out at 8.13 am , only one minute and 49 seconds later .the teenager said she managed to hid the
pregnancy for months because ‘ no-one cared , and no-one asked . ’she said : ‘ i found out i was pregnant four to five months
ago .i was experiencing a lot of morning sickness and felt movement in my stomach .‘ i did n’t tell my parents because i was
afraid of being beaten . ’the father of the baby is 18 years old .the couple had planned to get married but did n’t go through
with it .when they broke up ying – whose surname is ding – said she did n’t know she was pregnant and she had not been
in contact with him , adding she could hardly remember what he looked like .when asked why she abandoned her baby she
said : ‘ at the time i had lots of abdominal pain so i went to the toilet .‘ when the baby came out i was terrified so i quickly
ran to the dormitory , changed my clothes and just wanted to forget the entire incident . ’authorities at the shoe factory , like
the one pictured here , found the mother back working on the production line .she denied giving birth , but came clean when
managers saw that she had blood on her shoesying said she was afraid to tell her parents she was pregnant in case they beat
her .her father has now said they will not raise her child , saying : ’ my daughter is n’t married .we can not keep this baby .
’ying ’s father arrived to arrange her medical treatment , but said the family had no intention of keeping the baby and would
ask the father ’s family to step in .‘ my daughter is n’t married .we can not keep this baby ’ , he said .a member of the hr
department at the factory said they found the mother back on the production line .he said : ‘ at the time she was very calm
and this puzzled me .‘ as there was a lot of people nearby i asked her to come to the office where she was adamant that she
was not the mother of the child but when we discovered blood on her shoes she admitted she was the mother . ’mr shao , the
cleaner who found the child , said when he held the baby he was ‘ icy cold ’ .he said : ‘ the young girl was too cruel .at
8am there ’s usually no one in the dormitories .‘ luckily the baby boy was strong enough to cry out .‘ i used my coat and
some sheets to wrap him up and turned on the heater for him before he began to warm up again . ’dr xiao said when the
baby arrived at hospital at 10.20 am his body temperature was just 30.5 degrees .by 4pm treatment had helped it rise
to 35.8 degrees , but dr xiao said while the baby was generally well , his initial low body temperature could affect his
development in the future .sex education in china is notoriously poor , with people increasing calling for schools and parents
to do more as a way of stopping unwanted pregnancies , rising rates of sexually transmitted diseases and acts of sexual violence.

Target Summary 17-year-old gave birth in shoe factory in chine - then went back to work. Baby
was "icy cold" when he was found by cleaner, then taken to the hospital. Teenager kept pregnancy
a secret because she was scared of her parents. Her father said: "my daughter is not married".

Generated Summary (without filtering) The baby boy was found in the female toilets of a shoe factory in Wenzhou city
by a cleaner. It prompted managers to start searching for the mother. They found Xiao Ying, 17, working on the production
line – but she completely denied giving birth to the child. She said she was afraid to tell her parents she was pregnant in case
they beat her.
Generated Summary (BART) The baby boy was found in the female toilets of a shoe factory in wenzhou city by a cleaner.
His condition is now improving but his traumatic birth could lead to problem later in life. The father of the baby is 18 years
old. Mr. Shao said when he held the baby he was icy cold.
Generated Summary (PEGASUS) A hospital in China has told the father of a newborn baby who was abandoned in a
factory toilet that he should not keep the child.

Example 4: CNN/DailyMail example filtered by baby boy.


